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L I B R A R Y  R E C O G N I T I O N  U S I N G  

F L I R T  S I G N A T U R E S

At this point it is time to start moving 
beyond IDA’s more obvious capabilities 

and begin our exploration of what to do after 
“The initial autoanalysis has been finished.”1 In 

this chapter we discuss techniques for recognizing 
standard code sequences such as the library code con-
tained in statically linked binaries or standard initializa-
tion and helper functions inserted by compilers.

When you set out to reverse engineer any binary, the last thing that 
you want to do is waste time reverse engineering library functions whose 
behavior you could learn much more easily simply by reading a man page, 
reading some source code, or doing a little Internet research. The challenge 
presented by statically linked binaries is that they blur the distinction between 
application code and library code. In a statically linked binary, entire libraries 

1 IDA generates this message in the message window when it has finished its automated 
processing of a newly loaded binary.
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are combined with application code to form a single monolithic executable 
file. Fortunately for us, tools are available that enable IDA to recognize and 
mark library code, allowing us to focus our attention on the unique code 
within the application.

Fast Library Identification and Recognition Technology

Fast Library Identification and Recognition Technology, better known as 
FLIRT,2 encompasses the set of techniques employed by IDA to identify 
sequences of code as library code. At the heart of FLIRT are pattern-matching 
algorithms that enable IDA to quickly determine whether a disassembled 
function matches one of the many signatures known to IDA. The <IDADIR>/sig
directory contains the signature files that ship with IDA. For the most part, 
these are libraries that ship with common Windows compilers, though a few 
non-Windows signatures are also included.

Signature files utilize a custom format in which the bulk of the signature 
data is compressed and wrapped in an IDA-specific header. In most cases, 
signature filenames fail to give a clear indication of which library the associ-
ated signatures were generated from. Depending on how they were created, 
signature files may contain a library name comment that describes their 
contents. If we view the first few lines of extracted ASCII content from 
a signature file, this comment is often revealed. The following Unix-style 
command3 generally reveals the comment in the second or third line of 
output:

# strings sigfile | head -n 3

Within IDA, there are two ways to view comments associated with signature 
files. First, you can access the list of signatures that have been applied to a 
binary via View�Open Subviews�Signatures. Second, the list of all signature 
files is displayed as part of the manual signature application process, which is 
initiated via File�Load File�FLIRT Signature File.

Applying FLIRT Signatures

When a binary is first opened, IDA attempts to apply special signature files, 
designated as startup signatures, to the entry point of the binary. It turns 
out that the entry point code generated by various compilers is sufficiently 
different that matching entry point signatures is a useful technique for iden-
tifying the compiler that may have been used to generate a given binary.

2 Please see http://www.hex-rays.com/idapro/flirt.htm.
3 The strings command was discussed in Chapter 2, while the head command is used to view only 
the first few lines (three in the example) of its input source.
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If IDA identifies the compiler used to create a particular binary, then the 
signature file for the corresponding compiler libraries is loaded and applied 
to the remainder of the binary. The signatures that ship with IDA tend to 
be related to proprietary compilers such as Microsoft Visual C++ or Borland 
Delphi. The reason behind this is that a finite number of binary libraries ship 
with these compilers. For open source compilers, such as GNU gcc, the binary 
variations of the associated libraries are as numerous as the operating systems 
the compilers ship with. For example, each version of FreeBSD ships with a 
unique version of the C standard library. For optimal pattern matching, sig-
nature files would need to be generated for each different version of the 
library. Consider the difficulty in collecting every variation of libc.a4 that has 
shipped with every version of every Linux distribution. It simply is not practi-
cal. In part, these differences are due to changes in the library source code 
that result in different compiled code, but huge differences also result from 
the use of different compilation options, such as optimization settings and the 
use of different compiler versions to build the library. The net result is that 
IDA ships with very few signature files for open source compiler libraries. The 
good news, as you shall soon see, is that Hex-Rays makes tools available that 
allow you to generate your own signature files from static libraries.

So, under what circumstances might you be required to manually apply 
signatures to one of your databases? Occasionally IDA properly identifies 
the compiler used to build the binary but has no signatures for the related 
compiler libraries. In such cases, either you will need to live without signatures, 
or you will need to obtain copies of the static libraries used in the binary and 
generate your own signatures. Other times, IDA may simply fail to identify 
a compiler, making it impossible to determine which signatures should be 

4 libc.a is the version of the C standard library used in statically linked binaries on Unix-style 
systems.

M A I N  V S .  _ S T A R T

Recall that a program’s entry point is the address of the first instruction that will be 
executed. Many longtime C programmers incorrectly believe that this is the address 
of the function named main, when in fact it is not. The file type of the program, not
the language used to create the program, dictates the manner in which command-
line arguments are provided to a program. In order to reconcile any differences 
between the way the loader presents command-line arguments and the way the pro-
gram expects to receive them (via parameters to main, for example), some initializa-
tion code must execute prior to transferring control to main. It is this initialization that 
IDA designates as the entry point of the program and labels _start.

This initialization code is also responsible for any initialization tasks that must take 
place before main is allowed to run. In a C++ program, this code is responsible for 
ensuring that constructors for globally declared objects are called prior to execution 
of main. Similarly, cleanup code is inserted that executes after main completes in 
order to invoke destructors for all global objects prior to the actual termination of the 
program.

The IDA Pro Book
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applied to a database. This is common when analyzing obfuscated code in 
which the startup routines have been sufficiently mangled to preclude com-
piler identification. The first thing to do, then, would be to de-obfuscate the 
binary sufficiently before you could have any hope of matching any library 
signatures. We will discuss techniques for dealing with obfuscated code in 
Chapter 21.

Regardless of the reason, if you wish to manually apply signatures to a 
database, you do so via File�Load File�FLIRT Signature File, which opens 
the signature selection dialog shown in Figure 12-1.

Figure 12-1: FLIRT signature selection

The File column reflects the name of each .sig file in IDA’s <IDADIR>/sig
directory. Note that there is no means to specify an alternate location for .sig
files. If you ever generate your own signatures, they need to be placed into 
<IDADIR>/sig along with every other .sig file. The Library name column 
displays the library name comment that is embedded within each file. Keep 
in mind that these comments are only as descriptive as the creator of the 
signatures (which could be you!) chooses to make them.

When a library module is selected, the signatures contained in the 
corresponding .sig file are loaded and compared against every function 
within the database. Only one set of signatures may be applied at a time, 
so you will need to repeat the process if you wish to apply several different 
signature files to a database. When a function is found to match a signature, 
the function is marked as a library function, and the function is automatically 
renamed according to the signature that has been matched.

WARNING Only functions named with an IDA dummy name can be automatically renamed. In 
other words, if you have renamed a function, and that function is later matched by a 
signature, then the function will not be renamed as a result of the match. Therefore, it 
is to your benefit to apply signatures as early in your analysis process as possible.

Recall that statically linked binaries blur the distinction between applica-
tion code and library code. If you are fortunate enough to have a statically 
linked binary that has not had its symbols stripped, you will at least have 
useful function names (as useful as the trustworthy programmer has chosen 
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to create) to help you sort your way through the code. However, if the binary 
has been stripped, you will have perhaps hundreds of functions, all with 
IDA-generated names that fail to indicate what the function does. In both 
cases, IDA will be able to identify library functions only if signatures are 
available (function names in an unstripped binary do not provide IDA with 
enough information to definitively identify a function as a library function). 
Figure 12-2 shows the Overview Navigator for a statically linked binary.

Figure 12-2: Statically linked with no signatures

In this display, no functions have been identified as library functions, so 
you may find yourself analyzing far more code than you really need to. After 
application of an appropriate set of signatures, the Overview Navigator is 
transformed as shown in Figure 12-3.

Figure 12-3: Statically linked binary with signatures applied

As you can see, the Overview Navigator provides the best indication of 
the effectiveness of a particular set of signatures. With a large percentage of 
matched signatures, substantial portions of code will be marked as library 
code and renamed accordingly. In the example in Figure 12-3, it is highly 
likely that the actual application-specific code is concentrated in the far-left 
portion of the navigator display.

There are two points worth remembering when applying signatures. 
First, signatures are useful even when working with a binary that has not 
been stripped, in which case you are using signatures more to help IDA 
identify library functions than to rename those functions. Second, statically 
linked binaries may be composed of several separate libraries, requiring the 
application of several sets of signatures in order to completely identify all 
library functions. With each additional signature application, additional 
portions of the Overview Navigator will be transformed to reflect the discovery 
of library code. Figure 12-4 shows one such example. In this figure, you see 
a binary that was statically linked with both the C standard library and the 
OpenSSL5 cryptographic library.

Figure 12-4: Static binary with first of several signatures applied

5 Please see http://openssl.org/.

The IDA Pro Book
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Specifically, you see that following application of the appropriate 
signatures for the version of OpenSSL in use in this application, IDA has 
marked a small band (the lighter band toward the left edge of the address 
range) as library code. Statically linked binaries are often created by taking 
the application code first and then appending required libraries to create the 
resulting executable. Given this picture, we can conclude that the memory 
space to the right of the OpenSSL library is likely occupied by additional 
library code, while the application code is most likely in the very narrow band 
to the left of the OpenSSL library. If we continue to apply signatures to the 
binary shown in Figure 12-4, we eventually arrive at the display of Figure 12-5.

Figure 12-5: Static binary following application of several signatures

In this example, we have applied signatures for libc, libcrypto, libkrb5,
libresolv, and others. In some cases we selected signatures based on strings 
located within the binary; in other cases we chose signatures based on their 
close relationship to other libraries already located within the binary. The 
resulting display continues to show a dark band in the right half of the naviga-
tion band and a smaller dark band at the extreme left edge of the navigation 
band. Further analysis is required to determine the nature of these remaining 
nonlibrary portions of the binary. In this case we would learn that the wider 
dark band on the right side is part of an unidentified library, while the dark 
band on the left is the application code.

Creating FLIRT Signature Files

As we discussed previously, it is simply impractical for IDA to ship with 
signature files for every static library in existence. In order to provide IDA 
users with the tools and information necessary to create their own signatures, 
Hex-Rays distributes the Fast Library Acquisition for Identification and 
Recognition (FLAIR) tool set. The FLAIR tools are made available on 
your IDA distribution CD or via download from the Hex-Rays website6 for 
authorized customers. Like several other IDA add-ons, the FLAIR tools are 
distributed in a Zip file. For IDA version 5.2, the associated FLAIR tools are 
contained in flair52.zip. Hex-Rays does not necessarily release a new version 
of the FLAIR tools with each version of IDA, so you should use the most 
recent version of FLAIR that does not exceed your version of IDA.

Installation of the FLAIR utilities is a simple matter of extracting the 
contents of the associated Zip file, though we highly recommend that you 
create a dedicated flair directory as the destination because the Zip file is not 

6 The current version is flair52.zip and is available here: http://www.hex-rays.com/idapro/ida/
flair52.zip. A username and password supplied by Hex-Rays are required to access the download.
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organized with a top-level directory. Inside the FLAIR distribution you will 
find several text files that constitute the documentation for the FLAIR tools. 
Files of particular interest include these:

readme.txt
This is a top-level overview of the signature-creation process.

plb.txt
This file describes the use of the static library parser, plb.exe. Library pars-
ers are discussed in more detail in “Creating Pattern Files” on page 219.

pat.txt
This file details the format of pattern files, which represent the first 
step in the signature-creation process. Pattern files are also described 
in “Creating Pattern Files” on page 219.

sigmake.txt
This file describes the use of sigmake.exe for generating .sig files from 
pattern files. Please refer to “Creating Signature Files” on page 221 for 
more details. 

Additional top-level content of interest includes the bin directory, which 
contains all of the FLAIR tools executable files, and the startup directory, 
which contains pattern files for common startup sequences associated with 
various compilers and their associated output file types (PE, ELF, and so on). 
An important point to understand regarding the FLAIR tools is that while 
all of the tools run only from the Windows command prompt, the resulting 
signature files may be used with all IDA variants (Windows, Linux, and OS X).

Signature-Creation Overview
The basic process for creating signatures files does not sound complicated, as 
it boils down to four simple-sounding steps.

1. Obtain a copy of the static library for which you wish to create a 
signature file.

2. Utilize one of the FLAIR parsers to create a pattern file for the library.

3. Run sigmake.exe to process the resulting pattern file and generate a 
signature file.

4. Install the new signature file in IDA by copying it to <IDADIR>/sig.

Unfortunately, in practice, only the last step is as easy as it sounds. In the 
following sections, we discuss the first three steps in more detail.

Identifying and Acquiring Static Libraries
The first step in the signature-generation process is to locate a copy of the 
static library for which you wish to generate signatures. This can pose a bit of 
a challenge for a variety of reasons. The first obstacle is to determine which 
library you actually need. If the binary you are analyzing has not been stripped, 
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you might be lucky enough to have actual function names available in your 
disassembly, in which case Google will probably provide several pointers to 
likely candidates.

Stripped binaries are not quite as forthcoming regarding their origins. 
Lacking function names, you may find that a good strings search may yield 
sufficiently unique strings to allow for library identification, such as the follow-
ing, which is a dead giveaway:

OpenSSL 0.9.8a 11 Oct 2005

Copyright notices and error strings are often sufficiently unique that once 
again you can use Google to narrow your search. If you choose to run strings
from the command line, remember to use the -a option to force strings to 
scan the entire binary; otherwise you may miss some potentially useful string 
data.

In the case of open source libraries, you are likely to find source code 
readily available. Unfortunately, while the source code may be useful in help-
ing you understand the behavior of the binary, you cannot use it to generate 
your signatures. It might be possible to use the source to build your own ver-
sion of the static library and then use that version in the signature-generation 
process. However, in all likelihood, variations in the build process will result 
in enough differences between the resulting library and the library you are 
analyzing that any signatures you generate will not be terribly accurate.

The best option is to attempt to determine the exact origin of the binary 
in question. By this we mean the exact operating system, operating system 
version, and distribution (if applicable). Given this information, the best 
option for creating signatures is to copy the libraries in question from an 
identically configured system. Naturally, this leads to the next challenge: 
Given an arbitrary binary, on what system was it created? A good first step 
is to use the file utility to obtain some preliminary information about the 
binary in question. In Chapter 2 we saw some sample output from file.
In several cases, this output was sufficient to provide likely candidate systems. 
The following is just one example of very specific output from file:

$ file sample_file_1
sample_file_1: ELF 32-bit LSB executable, Intel 80386, version 1 (FreeBSD),
for FreeBSD 5.4, statically linked, FreeBSD-style, stripped

In this case we might head straight to a FreeBSD 5.4 system and track 
down libc.a for starters. The following example is somewhat more ambiguous, 
however:

$ file sample_file_2
sample_file_2: ELF 32-bit LSB executable, Intel 80386, version 1 (SYSV),
for GNU/Linux 2.6.9, statically linked, stripped
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We appear to have narrowed the source of the file to a Linux system, 
which, given the abundance of available Linux distributions, is not saying 
much. Turning to strings we find the following:

GCC: (GNU) 4.1.1 20060525 (Red Hat 4.1.1-1)

Here the search has been narrowed to Red Hat distributions (or deriv-
atives) that shipped with gcc version 4.1.1. GCC tags such as this are not 
uncommon in binaries compiled using gcc, and fortunately for us, they 
survive the stripping process and remain visible to strings.

Keep in mind that the file utility is not the be all and end all in file 
identification. The following output demonstrates a simple case in which 
file seems to know the type of the file being examined but for which the 
output is rather nonspecific.

$ file sample_file_3
sample_file_3: ELF 32-bit LSB executable, Intel 80386, version 1 (SYSV),
dynamically linked (uses shared libs), stripped

This example was taken from a Solaris 10 x86 system. Here again, the 
strings utility might be useful in pinpointing this fact.

Creating Pattern Files
At this point you should have one or more libraries for which you wish to 
create signatures. The next step is to create a pattern file for each library. 
Pattern files are created using an appropriate FLAIR parser utility. Like 
executable files, library files are built to various file format specifications. 
FLAIR provides parsers for several popular library file formats. As detailed 
in FLAIR’s readme.txt file, the following parsers can be found in FLAIR’s bin
directory:

plb.exe
Parser for OMF libraries (commonly used by Borland compilers)

pcf.exe
Parser for COFF libraries (commonly used by Microsoft compilers)

pelf.exe
Parser for ELF libraries (found on many Unix systems)

ppsx.exe
Parser for Sony PlayStation PSX libraries

ptmobj.exe
Parser for TriMedia libraries

pomf166.exe
Parser for Kiel OMF 166 object files
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To create a pattern file for a given library, specify the parser that 
corresponds to the library’s format, the name of the library you wish to 
parse, and the name of the resulting pattern file that should be generated. 
For a copy of libc.a from a FreeBSD 6.1 system, you might use the following:

$ ./pelf libc.a libc_FreeBSD61.pat
libc.a: skipped 0, total 986

Here, the parser reports the file that was parsed (libc.a), the number of 
functions that were skipped (0),7 and the number of signature patterns that 
were generated (986). Each parser accepts a slightly different set of command-
line options documented only through the parser’s usage statement. Execut-
ing a parser with no arguments displays the list of command-line options 
accepted by that parser. The plb.txt file contains more detailed information 
on the options accepted by the plb.exe parser. This file is a good basic source 
of information, since other parsers accept many of the options it describes as 
well. In many cases, simply naming the library to be parsed and the pattern 
file to be generated is sufficient.

A pattern file is a text file that contains, one per line, the extracted 
patterns that represent functions within a parsed library. A few lines from 
the pattern file created previously are shown here:

5589E58B55108B450C8B4D0885D2EB06890183C1044A75F88B4508C9C3...... 00 0000 001D :0000 _wmemset 
5589E58B4D1057C1E102568B7D088B750CFCC1E902F3A55E8B45085FC9C3.... 00 0000 001E :0000 _wmemcpy 
5589E556538B751031DB39F38B4D088B550C73118B023901751183C10483C204 19 A9BE 0039 :0000 _wmemcmp 

The format of an individual pattern is described in FLAIR’s pat.txt file. In 
a nutshell, the first portion of a pattern lists the initial byte sequence of the 
function to a maximum of 32 bytes. Allowance is made for bytes that may vary 
as a result of relocation entries. Such bytes are displayed using two dots. Dots 
are also used to fill the pattern out to 648 characters when a function is shorter 
than 32 bytes (as _wmemset is in the previous code). Beyond the initial 32 bytes, 
additional information is recorded to provide more precision in the signature-
matching process. Additional information encoded into each pattern line 
includes a CRC169 value computed over a portion of the function, the length 
of the function in bytes, and a list of symbol names referenced by the function. 
In general, the longer functions that reference many other symbols yield more 
complex pattern lines. In the file libc_FreeBSD61.pat generated previously, 
some pattern lines exceed 20,000 characters in length.

7 The plb and pcf parsers may skip some functions depending on the command-line options 
supplied to the parsers and the structure of the library being parsed.
8 At two characters per byte, 64 hexadecimal characters are required to display the contents of 
32 bytes.
9 This is a 16-bit cyclic redundancy check value. The CRC16 implementation utilized for pattern 
generation is included with the FLAIR tool distribution in the file crc16.cpp.
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Several third-party programmers have created utilities designed to gen-
erate patterns from existing IDA databases. One such utility is IDB_2_PAT,10

an IDA plug-in written by J.C. Roberts that is capable of generating patterns 
for one or more functions in an existing database. Utilities such as these are 
useful if you expect to encounter similar code in additional databases and 
have no access to the original library files used to create the binary being 
analyzed.

Creating Signature Files
Once you have created a pattern file for a given library, the next step in the 
signature-creation process is to generate a .sig file suitable for use with IDA. 
The format of an IDA signature file is substantially different from a pattern 
file. Signature files utilize a proprietary binary format designed both to 
minimize the amount of space required to represent all of the information 
present in a pattern file and to allow for efficient matching of signatures 
against actual database content. A high-level description of the structure of a 
signature file is available on the Hex-Rays website.11

FLAIR’s sigmake.exe utility is used to create signature files from pattern 
files. By splitting pattern generation and signature generation into two distinct 
phases, the signature-generation process is completely independent of the 
pattern-generation process, which allows for the use of third-party pattern 
generators. In its simplest form, signature generation takes place by using 
sigmake.exe to parse a .pat file and create a .sig file, as shown here:

$ ./sigmake libssl.pat libssl.sig

If all goes well, a .sig file is generated and ready to install into <IDADIR>/
sig. However, the process seldom runs that smoothly. 

NOTE The sigmake documentation file, sigmake.txt, recommends that signature filenames 
follow the MS-DOS 8.3 name-length convention. This is not a hard-and-fast require-
ment, however. When longer filenames are used, only the first eight characters of the 
base filename are displayed in the signature-selection dialog.

Signature generation is often an iterative process, as it is during this phase 
when collisions must be handled. A collision occurs any time two functions 
have identical patterns. If collisions are not resolved in some manner, it is 
not possible to determine which function is actually being matched during 
the signature-application process. Therefore, sigmake must be able to resolve 
each generated signature to exactly one function name. When this is not 
possible, based on the presence of identical patterns for one or more func-
tions, sigmake refuses to generate a .sig file and instead generates an exclusions

10 Please see http://www.openrce.org/downloads/details/26/IDB_2_PAT.
11 Please see http://www.hex-rays.com/idapro/flirt.htm.
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file (.exc). A more typical first pass using sigmake and a new .pat file (or set of 
.pat files) might yield the following.

$ ./sigmake libc_FreeBSD61.pat libc_FreeBSD61.sig
See the documentation to learn how to resolve collisions.
: modules/leaves: 13443631/970, COLLISIONS: 911

The documentation being referred to is sigmake.txt, which describes the 
use of sigmake and the collision-resolution process. In reality, each time sigmake
is executed, it searches for a corresponding exclusions file that might contain 
information on how to resolve any collisions that sigmake may encounter while 
processing the named pattern file. In the absence of such an exclusions file, 
and when collisions occur, sigmake generates such an exclusions file rather 
than a signature file. In the previous example, we would find a newly created 
file named libc_FreeBSD61.exc. When first created, exclusions files are text files 
that detail the conflicts that sigmake encountered while processing the pattern 
file. The exclusions file must be edited to provide sigmake with guidance as to 
how it should resolve any conflicting patterns. The general process for editing 
an exclusions file follows.

When generated by sigmake, all exclusions files begin with the following 
lines:

;--------- (delete these lines to allow sigmake to read this file)
; add '+' at the start of a line to select a module
; add '-' if you are not sure about the selection
; do nothing if you want to exclude all modules

The intent of these lines it to remind you what to do to resolve collisions 
before you can successfully generate signatures. The most important thing to 
do is delete the four lines that begin with semicolons, or sigmake will fail to 
parse the exclusions file during subsequent execution. The next step is to 
inform sigmake of your desire for collision resolution. A few lines extracted 
from libc_FreeBSD61.exc appear here:

___ntohs 00 0000 0FB744240486C4C3................................................
___htons 00 0000 0FB744240486C4C3................................................

_index 00 0000 538B4424088A4C240C908A1838D974074084DB75F531C05BC3..............
_strchr 00 0000 538B4424088A4C240C908A1838D974074084DB75F531C05BC3..............

_rindex 00 0000 538B5424088A4C240C31C0908A1A38D9750289D04284DB75F35BC3..........
_strrchr 00 0000 538B5424088A4C240C31C0908A1A38D9750289D04284DB75F35BC3..........

These lines detail three separate collisions. In this case, we are being told 
that the function ntohs is indistinguishable from htons, index has the same 
signature as strchr, and rindex collides with strrchr. If you are familiar with 
any of these functions, this result may not surprise you, as the colliding func-
tions are essentially identical (for example, index and strchr perform the 
same action).
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In order to leave you in control of your own destiny, sigmake expects you 
to designate no more than one function in each group as the proper function 
for the associated signature. You select a function by prefixing the name with 
a plus character (+) if you want the name applied anytime the corresponding 
signature is matched in a database or a minus character (-) if you simply want 
a comment added to the database whenever the corresponding signature is 
matched. If you do not want any names applied when the corresponding 
signature is matched in a database, then you do not add any characters. The 
following listing represents one possible way to provide a valid resolution for 
the three collisions noted previously:

+___ntohs 00 0000 0FB744240486C4C3................................................
___htons 00 0000 0FB744240486C4C3................................................

_index 00 0000 538B4424088A4C240C908A1838D974074084DB75F531C05BC3..............
_strchr 00 0000 538B4424088A4C240C908A1838D974074084DB75F531C05BC3..............

_rindex 00 0000 538B5424088A4C240C31C0908A1A38D9750289D04284DB75F35BC3..........
-_strrchr 00 0000 538B5424088A4C240C31C0908A1A38D9750289D04284DB75F35BC3..........

In this case we elect to use the name ntohs whenever the first signature is 
matched, do nothing at all when the second signature is matched, and have 
a comment about strrchr added when the third signature is matched. The 
following points are useful when attempting to resolve collisions:

1. To perform minimal collision resolution, simply delete the four 
commented lines at the beginning of the exclusions file.

2. Never add a +/- to more than one function in a collision group.

3. If a collision group contains only a single function, do not add a +/- in 
front of that function; simply leave it alone.

4. Subsequent failures of sigmake cause data, including comment lines, to 
be appended to any existing exclusions file. This extra data should be 
removed and the original data corrected (if the data was correct, sigmake
would not have failed a second time) before rerunning sigmake.

Once you have made appropriate changes to your exclusions file, you 
must save the file and rerun sigmake using the same command-line arguments 
that you used initially. The second time through, sigmake should locate, and 
abide by, your exclusions file, resulting in the successful generation of a .sig
file. Successful operation of sigmake is noted by the lack of error messages and 
the presence of a .sig file, as shown here:

$ ./sigmake libc_FreeBSD61.pat libc_FreeBSD61.sig

After a signature file has been successfully generated, you make it available 
to IDA by copying it to your <IDADIR>/sig directory. Then your new signatures 
are available using File�Load File�FLIRT Signature File.
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Note that we have purposefully glossed over all of the options that can be 
supplied to both the pattern generators and sigmake. A rundown of available 
options is provided in plb.txt and sigmake.txt. The only option we will make 
note of is the -n option used with sigmake. This option allows you to embed a 
descriptive name inside a generated signature file. This name is displayed 
during the signature-selection process (see Figure 12-1), and it can be very 
helpful when sorting through the list of available signatures. The following 
command line embeds the name string “FreeBSD 6.1 C standard library” 
within the generated signature file:

$ ./sigmake -n"FreeBSD 6.1 C standard library" libc_FreeBSD61.pat libc_FreeBSD61.sig

As an alternative, library names can be specified using directives within 
exclusion files. However, since exclusion files may not be required in all 
signature-generation cases, the command-line option is generally more 
useful. For further details, please refer to sigmake.txt.

Startup Signatures
IDA also recognizes a specialized form of signatures, called startup signatures.
Startup signatures are applied when a binary is first loaded into a database in 
an attempt to identify the compiler that was used to create the binary. If IDA 
can identify the compiler used to build a binary, then additional signature 
files, associated with the identified compiler, are automatically loaded during 
the initial analysis of the binary.

Given that the compiler type is initially unknown when a file is first loaded, 
startup signatures are grouped by and selected according to the file type of 
the binary being loaded. For example, if a Windows PE binary is being loaded, 
then startup signatures specific to PE binaries are loaded in an effort to 
determine the compiler used to build the PE binary in question.

In order to generate startup signatures, sigmake processes patterns that 
describe the startup routine12 generated by various compilers and groups 
the resulting signatures into a single type-specific signature file. The startup
directory in the FLAIR distribution contains the startup patterns used by 
IDA, along with the script, startup.bat, used to create the corresponding 
startup signatures from those patterns. Refer to startup.bat for examples of 
using sigmake to create startup signatures for a specific file format.

In the case of PE files, you would notice several pe_*.pat files in the startup 
directory that describe startup patterns used by several popular Windows 
compilers, including pe_vc.pat for Visual Studio patterns and pe_gcc.pat for 
Cygwin/gcc patterns. If you wish to add additional startup patterns for PE 
files, you would need to add them to one of the existing PE pattern files or 
create a new pattern file with a pe_ prefix in order for the startup signature-
generation script to properly find your patterns and incorporate them into 
the newly generated PE signatures.

12 The startup routine is generally designated as the program’s entry point. In a C/C++ program, 
the purpose of the startup routine is to initialize the program’s environment prior to passing 
control to the main function.
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One last note about startup patterns concerns their format, which unfortu-
nately is slightly different from patterns generated for library functions. The 
difference lies in the fact that a startup pattern line is capable of relating the 
pattern to additional sets of signatures that should also be applied if a match 
against the pattern is made. Other than the example startup patterns included 
in the startup directory, the format of a startup pattern is not documented in 
any of the text files included with FLAIR.

Summary

Automated library code identification is an essential capability that sig-
nificantly reduces the amount of time required to analyze statically linked 
binaries. With its FLIRT and FLAIR capabilities, IDA makes such automated 
code recognition not only possible but extensible by allowing users to create 
their own library signatures from existing static libraries. Familiarity with the 
signature-generation process is an essential skill for anyone who expects to 
encounter statically linked binaries.
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Note that while Hex-Rays uses a slightly diffe'rent dummy-naming con­
vention for arguments (a1, a2, etc.) and local variables (V4) than is used in 
IDA, the ability to distinguish between function parameters and local vari­
ables remains. If you have changed the names of any variables within the 
disassembly, the decompiler will make use of those names rather than 
internally generated dummy names. 

Name 

Author 

Distribution 

Price 

Description 

Information 

Hex-Rays Decompiler 

IIfak Guilfanov, Hex-Rays.com 

Binary only 

$2,299 US 

Generates C-like pseudocode from compile, 32-bit, x86 functions 

hffp://www.hex-rays.com/decompi/er.shtml 

Hex-Rays utilizes the same cues employed by IDA to deduce datatypes; 
however, you will probably notice more type casting taking place in order to 
coerce type conversions where the tYPes used in an operation do not appear 
to match Hex-Rays's expectations. You are also likely to notice more goto 
statements in the generated pseudocode than you might generally expect 
to see in human-generated C code. This is not unexpected, as it is often 
very difficult to neatly map compiler-generated control flows back to their 
original C form. However, as can be seen in Figure 23-1, Hex-Rays is capable 
of recognizing complex C constructs such as switch statements, and a tremen­
dous amount of work has been put into recognizing standard code sequences 
utilized by various C compilers. 

IDAPython 

IDAPython is a plug-in developed by Gergely Erdelyi that integrates a Python 
interpreter into IDA. Combined with supplied Python bindings, this plug-in 
allows you to write Python scripts with full access to all of the capabilities of 
the IDC scripting language. One clear advantage gained with IDAPython is 
access to Python's native data-handling capabilities as well as the full range of 
Python modules. In addition, IDAPython exposes a significant portion of 
IDA's SDK functionality, allowing for far more powerful scripting than is 
possible using IDC. 

Once installed, IDAPython adds two new Python-related menu items to 
the File menu, as shown in Figure 23-2, that provide access to the Python 
scripting capabilities in a manner very similar to the way that IDC scripts are 
executed. These two menu options are enabled only when a database is 
currently open in IDA. 

IDAPython is distributed in both source and binary form. Instructions 
for building and installing IDAPython are available on the IDAPython websites 
and in the README me included with the distribution. Whether you elect to 
build from source or use a binary distribution, there are dependencies that 
you must satisfy in order to properly build or install IDAPython. First and 
foremost is the need to have a working installation of Python. Windows users 
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are recommended to obtain and install Python using one of the Windows 
installers available at the Python website.5 Use of the Python interpreter 
available with Cygwin may be possible, but it will require extra effort to 
ensure that all required Cygwin libraries are accessible, as IDA is not typically 
started from a Cygwin context. 

figure 23-2: Additional file menu options 
with IDA Python 

The easiest route to installing IDAPython is to obtain the binary 
distribution, copy the supplied python.plw into <lDADIR>/plugins, and copy 
the supplied python directory into <IDADIR>. This is the method employed 
by the vast majority of IDAPython users, and it is by far the least painful way 
to get up and running with IDAPython. The current binary version of 
IDAPython (0.9.55) was developed using version 5.1 of the SDK; however, 
it also runs successfully within IDA version 5.2. 

Name IDAPython 

Author 

Distribution 

Price 

Description 

Information 

Gergely Erdelyi 

Source (for SDK v5.1) and binary (SDK 5.1 binary works with IDA 5.1 and 
higher) 

Free 

Adds Python scripting capability to IDA Pro 

http://code.google.com/p/idapython and http://d-dome. net/idapython 

Building IDAPython from sources is certainly possible but presents a 
slightly greater challenge. The Python build script supplied with IDAPython 
makes use of the Simplified Wrapper Interface Generator (SWIG) 6 to generate 
the components required to interface Python to IDA's C++ libraries. In addi­
tion to SWIG, the build process requires the GNU patch utility and a c++ 
compiler. For Windows builds, the build process is configured to use Microsoft 
Visual C++,7 while for Linux and Mac builds, the build process utilizes g++. 

S Please see http://www.python.org/. 

6 Please see http://www. swig. org/. 
7 To obtain a free, stripped-down version of Visual C++, please visit http://www.microsoft.com/express/. 
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One aspect of building IDAPython differs significantly from building 
more traditional C++-based plug-ins. Because of the way SWIG works, you are 
required to patch the SDK's header files to make them SWIG compatible. It is 
recommended that you create a duplicate copy of your SDK files that you can 
set aside strictly for building IDAPython (we refer to this as <SDKDIR_swig». 
Within the main IDAPython directory, you will find a patches subdirectory 
that contains patches for specific versions of the SDK (only SDK version 5.1 is 
supported in the current IDAPython distribution). After editing IDAPython's 
build.py script to correctly specify the IDA_SDK variable for our system, we use 
the following commands to build IDAPython, assuming that the IDAPython 
sources have been unzipped into <SDKDIR_swig>/plugins and that all required 
dependencies are correctly installed: 

C:\> ed SDK510_swig 
C:\SDKS10_swig> pateh -p 2 < plugins\idapython-O.9.ss\patehes\idaSl.pateh 
C:\SDK510_swig> ed plugins\idapython-O.9.55 
C:\SDK51o_swig\plugins\idapython-o.9.55> build.py 

This assumes that you can find a Windows version of patch that will 
properly process the provided patch. Note that we were unable to use the 
current Cygwin versions of patch (2.5.8-9) and SWIG (1.3.29-2) to successfully 
build IDAPython on Windows. Instead we patched the headers on a Linux 
system, copied the headers to our Windows system, and installed the latest 
Windows-specific (i.e., non-Cygwin) versions of SWIG and Python. You must 
pay particular attention to the instructions for installing SWIG, as it requires 
several environment variables to be properly configured before it will run 
correctly. Because of the complexity of the IDAPython build process and the 
fact that many related dependencies are not native to Windows, you can 
expect to experience some frustration in the course of attempting to build 
IDAPython. 

On the other hand, after installing SWIG, we found that building a 
Linux version of the plug-in (python.plx) was an extremely smooth process, 
with the only change required on our part being the modification of IDA_SDK 
in build.py. It should be noted that if you follow the directory layout recom­
mended in IDAPython's included build instructions, you should not need to 
modify build.py at all. 

Once installed, IDAPython makes three modules available that provide 
access to the IDAAPI (idaapi), the IDC interface (ide), and IDAPython utility 
functions (idautils). Each ofthese modules is automatically imported for all 
IDAPython scripts. The following listing is a simple example of enumerating 
all of the functions within a database: 

• funes = Funetions(MinEAO, MaxEA()) 
49 for f in funes: 
• print get_name(f, f) 

The script begins by obtaining a list of function start addresses O. The 
list returned from Funetions is a Python list value that can be enumerated 
using a for loop •. Each address in the list is used to look up the name of the 
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associated function, which is printed to IDA's message window e. Note that 
Python's print statement may be used in place ofIDC's Message function when 
sending output to the message window. A reference of functions available to 
IDAPython programmers is available at the IDAPython website.8 

IDAPython has developed quite a following in the IDA community. 
Questions, answers, and useful IDAPython scripts are frequently posted in 
the forums at OpenRCE.org.9 In addition, third-party tools such as BinNavilO 

from Zynamics rely on IDA and IDAPython in order to perform various 
subtasks required by the tools. 

Not to be outdone by IDAPython, spoonm, a member of the Metasploit 
development team, created the IDARub plug-in, which embeds a Ruby 
interpreter into IDA and provides a Ruby interface around IDA's SDK. 
However, unlike IDAPython, IDARub makes no attempt to offer any IDC 
compatibility. IDARub focuses exclusively on interfacing to the SDK. 

Name 

Author 

Distribution 

Price 

Description 

Information 

IDARub 

spoonm 

Source (for SDK v4.9) and binary (SDK 4.9 binary works with IDA 4.9 and 
higher) 

Free 

Adds Ruby scripting and remote command-line interaction capability to 
IDA Pro 

http://www.metasploit.com/users/spoonm/idarub/ 

An interesting feature ofIDARub is the fact that in addition to embedding 
a Ruby scripting capability, IDARub acts as a server capable of providing 
remote, interactive, command-line Ruby sessions from which an IDA database 
can be manipulated. Interested readers should refer to spoonm's video 
presentation from Recon 2006Y 

An asynchronous communications capability was required in order to 
facilitate the server component of IDARub. Since IDA is not multithreaded, 
this presented somewhat of a challenge. The solution is available in the 
main plug-in file, idarub. cpp. IDARub makes use of an invisible GUI window 
that is used to handle messages from an asynchronous Windows network 
socket. Because these messages are processed as part ofIDA's main Windows 
message-processing loop, asynchronous network communications are cleanly 
integrated into IDA's single thread. An unfortunate consequence of this 
implementation is that IDARub can be used only with the Windows GUI 
version of IDA. 

8 Please see http://www.drilome.net/idapython/reference/. 

9 Please see http://www.openne.org/articies/. 

10 Please see http://www.zynamics.com/index.php ?page-binnavi. 

11 Please see hUp://www.arr:hive.org/details/SpoonmjDARub. 



The build process for IDARub is quite similar to the build process for 
IDAPython. The IDARub distribution ships with a patch for IDA's SDK that 
facilitates the SWIG build process. As with IDAPythOn, it is recommended 
that you maintain a separate set of patched SDK header files specifically for 
use when building IDARub. 

IDA Sync 

IDA is designed as a single-user application; however, analysis of complex 
binaries can often be performed faster when several analysts work together. 
Unfortunately, the words IDA and collaboration are almost mutually exclusive. 
The only ways to synchronize work effort on a single binary are to serialize 
analyst access to a single shared database or to manually reconcile changes 
made to multiple databases to create a single coherent database. 

Seeing this as a problem, Pedram Amini developed the IDA Sync 
plug-in to facilitate automated synchronization of database changes across 
multiple users in potentially remote locations. IDA Sync consists of two major 
components, an IDA plug-in and a standalone database server. 

Name 

Author 

Distribution 

Price 

Description 

Information 

IDA Sync 

Pedram Amini 

Source (for SDK v5.0) and binary (SDK 5.0 binary works with IDA 5.0 and 
higher) 

Free 

Collaborative framework for synchronizing remote IDA sessions 

hftp://pedram.redhive.com/code/ida_plugins/ida_sync/ 

IDA Sync's plug-in component can be further subdivided into a user­
action handler and an asynchronous communications handler. The asynch­
ronous communication handler operates in a manner almost identical to 
that ofIDARub in order to tie into IDA's message-processing loop (again, 
this restricts IDA Sync to use with the Windows GUI version of IDA). The 
communications handler is responsible for sending update messages to the 
database server and for processing incoming updates sent by the database 
server. The user-action handler responds to hotkey sequences recognized 
by IDA Sync in order to apply changes to the local database and pass those 
changes along to the communications handler for transmission to the IDA 
Sync update server. 

Details concerning installation of IDA Sync are contained in the 
INSTALL. txt file included with the IDA Sync distribution. Installation of 
the plug-in portion ofIDA Sync involves copying the binary plug-in supplied 
with the IDA Sync distribution into <IDADIR>/plugins and editing the plug-in 
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configuration file <IDADIR>/Plugins/Plugins.cfg. The following lines must be 
added to plugins.cfgin order for IDA Sync to properly process user actions: 

IDA Sync Hotkeys 
IDA_Sync_-_Indented_Comment 
IDA_Sync_-_Repeatable_Comment 
IDA_Sync_-_Name 
IDA_Sync_-_Push_All_Function_Names 

ida_sync Alt-: 1 

ida_sync Alt-Shift-R 2 
ida_sync Alt-N 3 
ida_sync Alt-Shift-P 4 

These four lines allow IDA Sync to be invoked in four different ways 
using the indicated hotkeys. Each hotkey triggers a different type of shared 
update to the database. IDA Sync's commenting commands are used to 
post shared comments, while the Name command can be used to share name 
changes for named locations or stack variables. The Push All Function Names 
command is used to post a batch update of all function names (other than 
default sub_xxxx names) to the IDA Sync server. 

An important note about all of IDA Sync's commands is that they are 
separate from IDA's standard commands for each similar action. For example, 
while using IDA Sync, it remains possible to add normal comments to a 
database that are not shared with other members of an IDA Sync project. 

The server component of IDA Sync is implemented in Python and uses 
the Metakit embedded database library12 as its database backend. Windows 
versions of the required Metakit components are bundled with the IDA 
Sync distribution (for Python 2.4.x only). The server may be run on alternate 
platforms by downloading, building, and installing the appropriate version 
of Metakit for your platform into the ida_syncserver/support subdirectory of 
your IDA Sync distribution. 

IDA Sync includes three scripts that are used to administer and run an 
IDA Sync server: a user manager (users.py) , a project manager (dbs.py) , and 
the server itself (ida_syncserver.py). In order to connect to the server, a user 
must have an account, and a project must exist for the user to connect to. 
User accounts are created with users.py, as shown here: 

# python users.py 
usage: users [add I delete I validate <username>] [list] 
# python users.py add test_user 
password> 
realname> Test User 
# python users.py list 
test_user, Test User 
# 

All user information is stored in a Metakit database file named 
ida_syncserver/databases/uscrs.db. Security-conscious users should be aware 
that user passwords are stored in clear text within users. db. 

12 Please see http://!J!Ww.equi4.com/metakit/. 



IDA Sync projects are created using the dbs.py script, as shown here: 

# python dbs.py 
usage: dbs <module> [list] [<createldropldump> <proj>] 
# python dbs.py ida_sync create test_project 
create view: test_project 
# python dbs.py ida_sync list 
views: test_project 
# 

The <module> argument should always be ida_sync, as this value is hard­
coded into the plug-in component. Projects and their associated data are 
stored in ida_syncserver/databases/ida_sync.db. Once you have configured 
your users and projects, all that remains is to start the server, as shown here: 

# python ida_sync_server.py 
Server vl.0 ready. 

In order to use IDA Sync, a user must first open the binary file or database 
that he is interested in synchronizing with other users. It is absolutely impera­
tive that all users collaborating on the same project begin work from identical 
binary files or copies of the same database. Once the database has been 
opened, the user can activate the IDA Sync plug-in. Figure 23-3 shows the 
dialog displayed to a user upon initial activation of IDA Sync. 

Figure 23-3: The IDA Sync activation 
dialog 

Users must specify an IDA Sync server to connect to, along with their 
username, password, and the name of the project they wish to connect to. 
User accounts and project databases must already exist on the IDA Sync 
server. The purpose of an IDA Sync project is to group users interested in 
working together on the exact same binary file. No checking is performed 
to ensure that two users are working on identical binaries. IDA Sync user 
accounts are unique to a specific IDA Sync server, not a specific project. Once 
a user has an account on an IDA Sync server, that user is able to participate 
in any project stored on the same server. 
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Each time you connect to an IDA Sync server, you will be forwarded all 
updates that have been stored on the server but that you have not yet received. 
This feature allows you to walk away from a project without missing any 
updates or to join a project after it has been started and have your database 
brought up to date. 

While connected to the server, you may selectively share updates to 
your database by choosing to use the IDA Sync-specific commands (detailed 
previously) for adding comments or changing names. Failure to use the 
specialized versions will not prevent you from entering comments or changing 
names in your database; however, it will prevent those changes from being 
shared with other project members. As long as you remain connected to the 
server, any updates posted by other users will be sent to you, and your IDA 
database will be updated accordingly. 

coliabREate 
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The collabREate plug-in represents the next generation in IDA collaboration. 
It is currently under development at the time of this writing and is scheduled 
for an August 2008 release in conjunction with Blackhat USA 2008 and the 
publication of this book. The goals of the collabREate project are to provide 
a deeper and more natural integration of the plug-in component within the 
IDA API and to provide a more robust server component backed by a SQL 
database and capable of supporting features beyond simple database 
synchronization. 

Name 

Author 

Distribution 

Price 

Description 

Information 

coliabREate 

Chris Eagle and Tim Vidas 

Source for SDK v5.2 and binary for IDA freeware. Source is backward 
compatible to SDK 4.9. 

Free 

Collaborative framework for synchronizing remote IDA sessions 

http://collabreate.sourceforge. net/ 

From a high-level perspective, collabREate owes much to the IDA Sync 
project. The collabREate plug-in processes databases updates and communi­
cates with a remote server component to synchronize database updates with 
additional project members. The asynchronous communications component 
functions in a manner similar to that used by both IDARub and IDA Sync; 
however, it has been improved considerably in order to perform properly 
under heavy loads. 

The similarities to IDA Sync end there, however. The collabREate 
plug-in takes a fundamentally different approach to capturing user actions 
by leveraging IDA's process and IDB event-notification mechanisms. Rather 
than introducing replacement commands that must be configured and 



remembered by users, collabREate hooks various database change notifica­
tions and seamlessly propagates database updates to the collabREate seIVer. 
The types of database updates that can be captured and published by recent 
versions ofIDA are summarized in Table 23-1. 

Table 23·1: coliabREate Capabilities by IDA Version 

IDA 4.9 (incl. FW) IDAS.O IDA S.1 IDAS.2 

Action Publish Subscribe Publish Subscribe Publish Subscribe Publish Subscribe 

Undefine ./ ./ ./ ./ ./ ./ ./ ./ 

Make code ./ ./ ./ ./ ./ ./ ./ ./ 

Moke data ./ ./ ./ ./ ./ ./ ./ ./ 

Move segment ./ ./ ./ ./ ./ ./ ./ ./ 

Name changed ./ ./ ./ ./ ./ ./ 

Function added ./ ./ ./ ./ ./ ./ 

or deleted 

Function bounds ./ ./ ./ ./ ./ ./ 
changed 

Byte patched ./ ./ ./ ./ ./ ./ 

Comment changed ./ ./ ./ ./ ./ ./ 

Operand type changed ./ ./ ./ ./ ./ ./ 

Enum created ./ ./ ./ ./ ./ ./ 

or deleted 

Struct created, ./ ./ ./ ./ ./ ./' 

deleted, or changed 

Function tail ./ ./ ./ ./ ./ ./ 

added or deleted 

Segment added, ./ ./ ./ ./ ./ ./ 

deleted, or changed 

FLIRT function identified ./ ./ ./ ./ ./ 

During the development of coliabREate, one bug and one API issue were communicaled to Hex-Rays. This resulted in the release of 
a new IDA kernel (ida.w/~ for use with IDA 5.2. The latest IDA kernel is required in order to properly publish all forms of structure 
updates. 

The collabREate architecture offers true publish and subscribe capabilities 
to participating users. A user may selectively choose to publish her changes to 
the collabREate seIVer, subscribe to changes posted to the seIVer, or both 
publish and subscribe. For example, an experienced user may wish to share 
(publish) her changes with a group while blocking (not subscribing to) all 
changes made by other users. Users may choose the categories of actions to 
which they wish to publish and subscribe according to the category breakdown 
in Table 23-1 and any limitations imposed by the version of IDA they happen 
to be using. For example, one user may wish only to publish comments, while 
another user may wish to subscribe only to name changes and patched byte 
notifications. 
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Table 23-1 highlights the fact that older versions of IDA are not capable 
of publishing as much information as more recent versions. This is a result of 
the evolution of IDA's SDK over time. Specifically, a significant number of 
new notification types were added beginning with version 5.1 of the SDK. 
An important feature of collabREate is the fact that the inability to send all 
forms of updates does not prevent a version of IDA from receiving all forms 
of updates. 

Another major feature of collabREate is the ability to circumvent database­
incompatibility issues. Databases produced using IDA version 5.2 cannot be 
opened using older versions of IDA. This incompatibility eliminates one of 
the primary forms of IDA collaboration, database sharing, in cases where 
some users do not own the newest version of IDA. However, by synchronizing 
changes through a collabREate server, users of older versions ofIDA are 
able to receive updates generated by users with newer versions of IDA. 
Unfortunately, users of older versions of IDA are also least able to publish 
their changes, so the flow of information is somewhat one way. 

One of the most significant features of the collabREate plug-in is its 
degree of integration with the IDA SDK IDA notifications are tied to specific 
database actions, not specific user actions. The fact that user actions happen 
to trigger IDA notifications is, of course, critical to the collaborative process; 
however, notifications can be triggered by other means as well. IDC scripts 
and API function calls can generate notification messages as well. As a result, 
the actions of an IDC script that patches database bytes, renames locations or 
variables, or inserts new comments will be published to the collabREate server 
and will ultimately be shared with other IDA users working on the same 
project. Consider the case in which one collabREate user has endured the 
compilation process for IDAPython, and another collabREate user can reap 
the benefits of a Python script that the first user executed because the database 
changes are mirrored through collabREate. 

The collabREate server component is currently implemented inJava and 
utilizes JDBC13 to communicate with a backend SQL database. The server is 
responsible for user and project management. User accounts are managed via 
a command-line interface to the server, while projects are created by users 
as they connect to the server. Following authentication with the server, a 
user's collabREate plug-in sends the MD5 hash of the input file that the user 
is analyzing to the server. The MD5 value is used to ensure that multiple users 
are in fact working on identical input files. Upon initial connection, users 
indicate the types of updates that they would like to subscribe to, at which 
point the server forwards all updates that have been cached since the user's 
last session. CollabREate's Project Selection dialog is shown in Figure 23-4. 

IS JDBC is the Java Database Connectivity API. 



Figure 23-4: CollabREate Project Selection dialog 

Users are presented with a drop-down list of projects that are compatible 
with the current database. As an option, it is always possible to create a new 
project that requires the user to enter a project description for others to view. 

The collabREate server has the capability of forking existing projects to 
allow users to create alternate branches of a project without impacting other 
users. This is a useful feature if you want to make (and track) a significant 
number of changes to a database without forcing those changes on other 
users. Since the server is capable of handling multiple projects related to a 
single binary input file, the plug-in and the server take additional steps to 
ensure that users are connecting to the proper project for their particular 
database. 

The server does not provide rollback capability, but does provide for a 
form of "save point." A snapshot can be made at any time; then to return to 
that database state, a user could reopen the binary (new .idb file) and fork a 
new project from the snapshot. This allows users to return to a specific point 
in time in the reversing process. CollabREate's fork and snapshot features 
are accessed through the same hotkey sequence used for initial activation of 
the plug-in, which results in the dialog shown in Figure 23-5. 

Figure 23-5: CollabREate Select 
Command dialog 

A final feature of the collabREate server is the ability to restrict users 
to specific types of updates. For example, one user may be restricted to a 
subscribe-only profile, while another user may be allowed to publish only 
comments, while a third is allowed to publish all types of updates. 
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ida-x86emu 

mlDA 
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Reverse engineering binaries often involves hand tracing through code in 
order to develop an understanding of how a function behaves. In order to 
do this, you need a solid understanding of the instruction set you are analyz­
ing and a handy reference to refresh your memory when you encounter an 
instruction that doesn't look familiar. An instruction emulator can be a useful 
tool to track all of the register and CPU state changes that take place over a 
series of instructions. The ida-x86emu plug-in, which was discussed in detail 
in Chapter 21, is one such emulator. 

Name 

Author 

Distribution 

Price 

Description 

Information 

ida·x86emu 

Chris Eagle 

Source for SDK v5.2 and binary for IDA freeware. Source is backward 
compatible to SDK version 4.6. 

Free 

Embedded x86 instruction emulator for IDA 

http://ido-x86emu.sourceforge.net/ 

This plug-in is distributed in source form and is compatible with IDA 
SDK version 4.6 and later. The plug-in is distributed with build scripts and 
project files to facilitate building with Cygwin tools or Microsoft Visual Studio. 
A precompiled binary version of the plug-in for use with IDA freeware is 
included in the distribution. The plug-in is for use with the Windows GUI 
version ofIDA only. 

The plug-in was developed with self-modifying code in mind. The plug-in 
operates by reading instruction bytes from the current IDA database, decoding 
the instruction, and performing the associated operation. Operations may 
involve updating the emulator's internal register variables or writing back to 
the database in the case of self-modifying code. A simulated stack and a heap 
are implemented by allocating new IDA segments that are read and written 
as appropriate. For more detailed information on using ida-x86emu, please 
refer to Chapter 21. 

Many Windows DLLs make services available through a remote procedure call 
(RPC) interface. At a high level, RPC interfaces are defined using Microsoft's 
Interface Definition Language (MIDL). A MIDL compiler is used to generate 
interface stubs for use within C/C++ programs that are ultimately compiled 
to yield binaries that contain compiled MIDL interface information. 

By studying compiled MIDL interface information, it is possible to learn 
what functions may be accessed within a given RPC service and what the 



interface (types and numbers of parameters) to each function is. With this 
information in hand, it is possible to build RPC client programs capable of 
interacting with an RPC service. When wrapped in an automated test harness, 
these clients can be used to fuzz test previously unpublished interfaces in an 
RPC service in order to search for new security vulnerabilities. 

While it is certainly possible to manually scan a binary for the presence 
of RPC interfaces, the process can be greatly simplified through the use of 
automated tools. The mIDA plug-in from Tenable Network Security is one 
such tool. 

mlDA 

Nicolas Pouvesle, Tenable Network Security 

Name 

Author 

Distribution 

Price 

Description 

Information 

Binary only for IDA 5.0 (works with IDA 5.0 and later) 

Free 

MIDL decompiler for MS-RPC binaries 

http://cgi.tenablesecurity.com/tenable/mida.php 

The plug-in is available in binary form only, and installation is a simple 
matter of copying the plug-in into <IDADIR>/Plugins. The default hotkey 
sequence used to activate the plug-in is CTRL-7. Once activated, the plug-in 
scans the entire binary and opens report windows for each RPC interface 
that it finds. Because of the manner in which it displays its results, mIDA 
can be used only with the Windows GUI version of IDA. Figure 23-6 shows 
an example of the output window for a single RPC interface. 

OxOO Ox76.AAS843 _ResolveOxid 
Ox01 Ox76ASE5C5 ??1 CClienlO xid 
Ox02 Ox76.AASB80 _ ComplexPing 
Ox03 Ox76.AA9491 ServerAlive -
Ox04 Ox 76.AA9890 ResolveOxid2 -
Ox05 Ox 76.AA94BD _ServerAlive2 

Figure 23-6: Example mlDA RPC interface summary 

The title bar of the output window shows the universally unique identifier 
(UUID) for the interface, while the contents of the window list the functions 
associated with the interface. Double-clicking any function listed in the window 
repositions the IDA disassembly window to the associated function. 

Summarizing RPC interfaces is a nice feature; however, the heart of the 
mIDA plug-in is its MIDL decompiler. Right-clicking within an interface 
summary window offers you the opportunity to decompile the interface for 
a single function or decompile the entire interface for the entire service. 
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Decompiled output is sent to the IDA message window. The decompiled 
output for the _ComplexPing function is shown here: 

1* 

[ 

] 

* IDL code generated by mIDA Vl.0.7 
* Copyright (C) 2006, Tenable Network Security 
* http://cgi.tenablesecurity.com/tenable/mida.php 
* 
* 
* Decompilation information: 
* RPC stub type: interpreted 1 fully interpreted 
*1 

uuid(99fcfec4-S260-101b-bbcb-00aa0021347a), 
version(O.o) 

interface mIDA interface 
{ -

1* opcode: Ox02, address: OX76AA9B80 *1 

error_status_t _ComplexPing ( 
[in, out] hyper * arg_l, 
[in] short arg_2, 
[in] short arg_3, 
[in] short arg_4, 
[in][unique][size_is(arg_3)] hyper * arg_s, 
[in][unique][size_is(arg_4)] hyper * arg_6, 
[out] short * arg_7 

)j 

} 

This MIDL code can be recompiled using Microsoft's MIDL compiler 
in order to generate stub code that can be used to build a client capable of 
invoking the ComplexPing function. 

Summary 
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Anytime you find yourself wishing that IDA could perform some task, you 
should take a moment to wonder whether anyone else may have had the same 
wish, and further, whether someone actually took the time to do something 
about implementing the missing functionality. Many IDA plug-ins are the 
result of exactly this kind of process. The vast majority of publicly available 
plug-ins are short and sweet and designed to solve a very specific problem. 
In addition to serving as potential solutions for your reverse engineering 
problems, plug-ins for which source code is available can serve as valuable 
references for interesting uses of the IDA SDK 



PART VI 
THE IDA DEBUGGER 

" [ "," 



THE IDA DEBUGGER 

IDA made its name as a disassembler, and it 
is clearly one of the finest tools available for 

performing static analysis of binaries. Given 
the sophistication of modern anti-static analysis 

techniques, it is not uncommon to combine static 
analysis techniques with dynamic analysis techniques 
in order to take advantage of the best of both worlds. Ideally, all of these 
tools would be integrated into a single package. With version 4.5, IDA intro­
duced an integrated Windows PE debugger, thus solidifying IDA's role as a 
general-purpose reverse engineering tool. With successive versions, IDA's 
debugging capabilities have been extended to include remote Windows, 
Linux, and Mac OS X debugging. 

Over the course of the next few chapters, we will cover the basic features 
oflDA's debugger, using the debugger to assist with obfuscated code analysis 
and remote debugging of Windows, Linux, or Max OS X binaries. While we 
assume that the reader possesses some familiarity with the use of debuggers, 
we will review many of the basic capabilities of debuggers as we progress 
through,the features oflDA's debugger. 



Launching the Debugger 
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Debuggers are typically used to perform one of two tasks: examining 
memory images (core dumps) associated with crashed processes and exe­
cuting processes in a very controlled manner. A debugging session begins 
with the selection of a process to debug. There are two ways this is typically 
accomplished. First, most de buggers are capable of attaching to a running 
process (assuming the user has permission to do so). Depending on the 
debugger being used, the debugger itself may be able to present a list of 
available processes to choose from. Lacking such capability, the user must 
determine the ID of the process to which he wishes to attach and then 
command the debugger to attach to the specified process. The precise 
manner by which a debugger attaches to a process varies from one oper­
ating system to another and is beyond the scope of this book. When attaching 
to an existing process, it is not possible to monitor or control the process's 
initial startup sequence, as all of the startup and initialization code will 
already have completed before you have a chance to attach to the process. 

The manner by which you attach to a process with the IDA debugger 
depends on whether a database is currently open or not. When no database 
is open, the Debugger ~ Attach menu is available, as shown in Figure 24-1. 

Figure 24-/ : Attaching to an arbitrary process 

Available options allow selection of different IDA debuggers (remote 
debugging is covered in Chapter 26). Selecting Local Windows Debugger 
causes IDA to display a list of running processes to which you may attach. 
Figure 24-2 shows an example of such a list. 

2804 soffice.exe 

2796 soffice.bin 
3860 uedit32. e,. 
2724 cmd.exe 

704 bash.e>ee 
3392 cmd .• '. 
2908 bash .••• 

Figure 24-2: Debugger process-selection dialog 
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Once a process has been selected, the debugger creates a temporary 
database by taking a memory snapshot of the running process. In addition to 
the memory image of the running process, the temporary database contains 
sections for all shared libraries loaded by the process, resulting in a substan­
tially more cluttered database than you may be accustomed to. One drawback 
to attaching to a process in this manner is that IDA has less information 
available to disassemble the process because IDA's loader never processes 
the corresponding executable file image, and an automated analysis of the 
binary is never performed. In fact, once the debugger has attached to the 
process, the only instruction that will be disassembled in the binary is the 
instruction to which the instruction pointer currently points. Attaching to a 
process immediately pauses the process, allowing you the opportunity to set 
breakpoints prior to resuming execution of the process. 

An alternate way to attach to a running 
process is to open the associated executable in 
IDA before attempting to attach to the running 
process. With a database open, the Debugger 
menu takes on an entirely different form, as 
shown in Figure 24-3. 

In order to use the Debugger ~ Attach to 
Process menu option, IDA must be able to 
locate a process with the same name as the 
executable currently loaded into IDA. When 
Attach to Process is selected, IDA displays a list 
of all processes with matching names. You may 
attach to any of the displayed processes, but IDA 
has no way to guarantee that the process was 
started with same binary image loaded in the 
open IDA database. 

As an alternative to attaching to an existing 
process, you may opt to launch a new process 
under debugger control. With no database open, 
a new process can be launched via Debugger ~ Figure 24-3: Debugger menu 
Run. When a database is open, a new process can with a database open 
be launched via Debugger ~ Start Process or 
Debugger ~ Run to Cursor. Using the former 
causes the new process to execute until it hits a breakpoint (which you need 
to have set prior to choosing Debugger ~ Start Process) or until you elect to 
pause the process using Debugger ~ Pause Process. Using Debugger ~ Run to 
Cursor automatically sets a breakpoint at the current cursor location prior to 
starting the new process. In this case, the new process will execute until the 
current cursor location is reached or until an earlier breakpoint is hit. If exe­
cution never reaches the current cursor location (or any other breakpoint), 
the process will continue to run until it is forcibly paused or terminated 
(Debugger ~ Terminate Process). 
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Launching a process under debugger control (as opposed to attaching 
to an existing process) is the only way to monitor every action the process 
takes. With breakpoints set prior to process initiation, it becomes possible 
to closely monitor a process's entire startup sequence. Controlling startup 
sequences is particularly important in the case of programs that have been 
obfuscated, as you will often want to pause the process immediately after the 
de-obfuscation routines complete and before the process begins its normal 
operations. 

Another advantage to launching a process from the IDA debugger is that 
IDA performs its initial autoanalysis on the process image before launching 
the process. This results in significantly better disassembly quality over that 
attained when attaching the debugger to an existing process. 

Several important points are worth noting concerning IDA's debugger. 
First, for local debugging, you can debug only binaries that will run on your 
platform (for this chapter that means Windows binaries only). There is no 
emulation layer that allows binaries from alternate platforms or CPU types to 
be executed within IDA's local debugger. IDA's remote-debugging capabilities 
allow you to debug binaries on platforms for which Hex-Rays has published a 
debugging server (currently Windows, Windows CEI ARM, Mac OS X x86, 
and Linux). Remote debugging is discussed in Chapter 26. 

Another point to understand regarding IDA's debugger is that, as with 
any other debugger, the original binary is required to be present, and the 
original binary will be executed with the full privileges of the user running 
IDA. This is extremely important to understand if you intend to use the IDA 
debugger for malware analysis. You can easily infect the debugging machine 
if you fail to properly control the malware sample. IDA attempts to warn you 
of this possibility anytime you select Debugger. Start Process by displaying a 
debugger warning message stating the following: 

You are going to launch the debugger. 

Debugging a program means that its code will be executed on your 
system. 

Be careful with malicious programs, viruses and trojans! 

REMARK: if you select 'No', the debugger will be automatically 
disabled. 

Are you sure you want to continue? 

Selecting No in response to this warning causes the Debugger menu to 
be removed from the main IDA window. The Debugger menu will not be 
restored until you close the active database. 

It is highly recommended that any debugging of malicious software be 
performed within a sandbox environment. In contrast, the x86 emulator 
plug-in discussed in Chapter 21 neither requires the original binary to be 
present nor executes any of the binary's instructions on the machine 
performing the emulation. 



Basic Debugger Displays 

Regardless of how you happen to launch the debugger, once your process of 
interest has been paused under debugger control, IDA enters its debugger 
mode (as opposed to normal disassembly mode), and you are presented with 
several default displays. Unlike the standard disassembly mode, debugger 
mode for the Windows GUI debugger does not offer a self-contained multiple­
document interface. Instead, debugger displays are presented as independent 
windows on your Window's desktop, with a single main control window that 
can be used to control all of the debugger displays. The five default debugger 
display windows are shown in Figure 24-4. 

Figure 24-4: IDA debugger windows 

As shown in the figure, the main control window 0 typically occupies 
the top portion of the desktop and spans the entire width of the display. 
By default, substantially fewer toolbar buttons are shown in debugger mode 
than are typically present in disassembly mode. All standard disassembly 
functionality remains available, and it is possible to enable any disassembly­
related toolbars by right-clicking in the toolbar area and selecting the toolbars 
you want to display. The main control window contains the standard IDA 
message window. Minimizing the main control window causes all debugger­
related windows to be minimized as well. 

The IDA View-EIP • disassembly window is a standard disassembly­
style window that happens to be synchronized with the current value of 
the instruction pointer register. If IDA detects that a register points to a 
memory location within the disassembly window, the name of that register 
is displayed in the left margin, opposite the address to which the register 
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points. In Figure 24-4, the location to which EIP points is flagged in IDA 
View-EIP. By default, IDA highlights breakpoints in red and the next instruc­
tion to be executed (the one to which the instruction pointer points) in 
blue. Debugger-related disassemblies are generated via the same disassembly 
process used in standard disassembly mode. Thus, IDA's debugger offers 
perhaps the best disassembly capability to be found in a debugger. 

The IDA View-ESP" window is another standard disassembly window 
primarily used to display the data contents of the process's runtime stack. All 
registers that point to stack locations (such as ESP and EBP) are highlighted 
in the left margin of the display. Using information derived from analysis of 
the current function, IDA places comments in the stack display that note the 
boundaries of the function's stack frame. An example ofIDA's stack markup 
is shown in the following listing: 

0012FF6C ; [8EGIN OF STACK FRAME _main. PRESS KEYPAD "-" TO COLLAPSE] 
0012FF6C var_4 dd 0 
0012FF70 saved_fp dd 
0012FF74 retaddr dd 
0012FF78 argc dd 1 

12FFcoh ; Stack[OOOOOCoC]:saved_fp 
4012Fsh ; _tmainCRTStartup+1SF 

0012FF7C argv dd offset off_323388 
0012FF80 envp dd offset off_3233FO 
0012FF80 ; [END OF STACK FRAME _main. PRESS KEYPAD "-" TO COLLAPSE] 

Note the first and last lines of the listing, which delimit a stack frame. 
Entire stack frames can be collapsed, as noted in the comments. Within a 
stack frame, IDA labels each item using names taken from the corresponding 
function's stack frame display, making it very easy to determine the location 
of specific variables and their corresponding values within the stack. Through 
the use of comments, IDA makes every attempt to provide context information 
for each data item on the stack. When the data item is a memory address, IDA 
attempts to resolve the address to a function location (this helps highlight the 
location from which a function was called). When the data item is a string 
pointer, the contents of the associated string are displayed as a comment. 

The General Registers e window (also shown in Figure 24-5) displays the 
current contents of the CPU's general-purpose registers. Additional windows 
for displaying the contents of the CPU's segment and floating-point registers 
may be opened from the Debugger menu. 

Fi9ure 24-5: The General Re9isters display 
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Within the General Registers window, register contents are displayed 
in the leftmost column, a description of each register's content is displayed in 
the middle column, and the CPU flag bits are displayed down the rightmost 
column. Right-clicking a register value or flag bit provides access to a Modify 
menu item, which allows you to change the contents of any register or CPU 
flag. Right-clicking any register value also provides access to the Open Register 
Window menu item. Selecting Open Register Window causes IDA to open 
a new disassembly window centered at the memory location held in the 
selected register. If you ever find that you have inadvertently closed either 
IDA View-EIP or IDA View-ESP, use the Open Register Window command on 
the appropriate register to reopen the lost window. If a register appears to 
point to a valid memory location, then the right-angle arrow control to the 
right of that register's value will be active and highlighted in black. Clicking 
an active arrow jumps the current disassembly view to the corresponding 
memory location. 

The last of the default debugger displays is the Threads. window. The 
Threads window displays a list of threads in the current process. Double­
clicking any listed thread causes the IDA View-EIP disassembly window to 
jump to the current instruction within the selected thread. 

Additional debugger displays are accessible using various main menu 
selections. The Modules window (Debugger ~ Module List) displays a list of 
all modules (executable files and shared libraries) loaded into the process 
memory space. Double-clicking any module name opens a list of symbols 
exported by that module. Figure 24-6 shows an example of the contents of 
kernel32.dll. 

7ca01A5D 
7caOlADO 
7caOlAFl 
7caOlD4F 
7caOlD77 
7caOlE16 
7caOlE50 
7C801EEE 

Figure 24-6: The Modules window with associated module contents 

Additional displays pertaining to debugger operations will be discussed 
in "Process Control" on page 504. Along with the debugger-specific displays, 
all traditional IDA subviews, such as Hex Dump and Segments, remain avail­
able via the Views ~ Open Subviews command. 
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Perhaps the most important feature of any debugger is the ability to 
closely control-and modify, if desired-the behavior of the process being 
debugged. To that end, most debuggers offer commands that allow one or 
more instructions to be executed before returning control to the debugger. 
Such commands are often used in conjunction with breakpoints that allow 
the user to specify that execution should be interrupted when a designated 
instruction is reached or when a specific condition is met. 

Basic execution of a process under debugger control is accomplished 
through the use of various Step, Continue, and Run commands. Because 
they are used so frequently, it is useful to become familiar with the toolbar 
buttons and hotkey sequences associated with these commands. Figure 24-7 
shows the toolbar buttons associated with execution of a process. 

Pause Slap into Run until ret 
F7 cfIIl..f7 

Figure 24-7: Debugger process control tools 

The behavior of each of these commands is described in the following 
list: 

Continue Resumes execution of a paused process. Execution continues 
until a breakpoint is hit, the user pauses or terminates execution, or the 
process terminates on its own. 

Pause Pauses a running process. 

Terminate Terminates a running process. 

Step Into Executes the next instruction only. If the next instruction 
is a function call, breaks on the first instruction of the target function. 
Hence the name Step Into, since execution steps into any function being 
called. 

Step Over Executes the next instruction only. If the next instruction is 
a function call, treats the call as a single instruction, breaking once the 
function returns. Hence the name Step Over, as stepping proceeds over 
functions rather than through them as with Step Into. Execution may be 
interrupted prior to completion of the function call if a breakpoint is 
encountered. Step Over is very useful as a time-saver when the behavior 
of a function is well known and uninteresting. 

Run Until Return Resumes execution of the Current function and does 
not stop until that function returns (or a breakpoint is encountered). 
This operation is useful when you have seen enough of a function and 
you wish to get out of it, or when you inadvertently step into a function 
that you meant to step over. 
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Run to Cursor Resumes execution of the process and stops when exe­
cution reaches the current cursor location (or a breakpoint is hit). This 
feature is useful for running through large blocks of code without the 
need to set a permanent breakpoint at each location where you wish to 
pause. Beware that the program may not pause if the cursor location is 
bypassed or otherwise never reached. 

In addition to toolbar and hotkey access, all of the execution control 
commands are accessible via the Debugger menu. Regardless of whether 
a process pauses after a single step or hitting a breakpoint, each time the 
process pauses, all debugger-related displays are updated to reflect the state 
of the process (CPU registers, flags, memory contents) at the time the process 
was paused. 

Breakpoints 
Breakpoints are a debugger feature that goes hand in hand with process execu­
tion and interruption (pausing). Breakpoints are set as a means of interrupt­
ing program execution at very specific locations within the program. In a 
sense a breakpoint is a permanent extension of the Run to Cursor concept, 
in that once a breakpoint is set at a given address, execution will always be 
interrupted when execution reaches that location, regardless of whether 
the cursor remains positioned on that location or not. However, while 
there is only one cursor to which execution can run, it is possible to set 
many breakpoints allover a program, the arrival at anyone of which will 
interrupt execution of the program. Breakpoints are set in IDA by navigating 
to the location at which you want execution to pause and using the F2 hotkey 
(or right-clicking and selecting Add Breakpoint). Addresses at which break­
points have been set are highlighted with a red (by default) band across 
the entire disassembly line. A breakpoint may be removed by pressing F2 
a second time to toggle the breakpoint off. A complete list of breakpoints 
currently set within a program may be viewed via Debugger ~ Breakpoints ~ 
Breakpoint List. 

By default, IDA utilizes software breakpoints, which are implemented by 
replacing the opcode byte at the breakpoint address with a software break­
point instruction. For x86 binaries, this is the int 3 instruction, which uses 
opcode value oxcc. Under normal circumstances, when a software breakpoint 
instruction is executed, the operating system transfers control to any debugger 
that may be monitoring the interrupted process. As discussed in Chapter 21, 
obfuscated code may take advantage of the behavior of software breakpoints 
in an attempt to hinder normal operation of any attached debugger. 

As an alternative to software breakpoints, some CPUs (such as the x86, 
actually 386 and later) offer support for hardware-assisted breakpoints. Hard­
ware breakpoints are typically configured through the use of dedicated CPU 
registers. For x86 CPUs, these registers are called DRO-7 (debug registers 0 
through 7). A maximum of four hardware breakpoints can be specified using 
x86 registers DRO-3. The remaining x86 debug registers are used to specify 
additional constraints on each breakpoint. When a hardware breakpoint is 
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enabled, there is no need to substitute a special instruction into the program 
being debugged. Instead, the CPU itself decides whether execution should 
be interrupted or not based on values contained within the debug registers. 

Once a breakpoint has been set, it is possible to modify various aspects of 
its behavior. Beyond simply interrupting the process, debuggers often support 
the concept of conditional breakpoints, which allow users to specify a condition 
that must be satisfied before the breakpoint is actually honored. When such 
a breakpoint is reached and the associated condition is not satisfied, the 
debugger automatically resumes execution of the program. The general idea 
is that the condition is expected to be satisfied at some point in the future, 
resulting in interruption of the program only when the condition you are 
interested in has been satisfied. 

The IDA debugger supports both condi­
tional and hardware breakpoints. In order to 
modify the default (unconditional, software­
based) behavior of a breakpoint, you must 
edit a breakpoint after it has been set. In 
order to access the breakpoint-editing dialog, 
you must right-click an existing breakpoint 
and select Edit Breakpoint. Figure 24-8 shows 
the resulting Breakpoint Settings dialog. 

The Address box indicates the address 
of the breakpoint being edited, while the 
Enabled checkbox indicates whether the 
breakpoint is currently active or not. A break­
point that is disabled is not honored regard­
less of any condition that may be associated 
with the breakpoint. The Hardware break­
point checkbox is used to request that the 
breakpoint be implemented in hardware 
rather than software. 

Figure 24·8: The Breakpoint 
Settings dialog 

WARNING A word of caution concerning hardware breakpoints: As of this writing (IDA ver· 
sion 5.2. 911), IDA will happily allow you to designate more than four hardware break· 
points. However, only four of them will be honored. Any additional hardware breakpoints 
will be ignored. 

506 Chapter 24 

When specifying a hardware breakpoint, you must use the Modes radio 
buttons to specify whether the breakpoint behavior is to break on execute, 
break on write, or break on read/write. The latter two categories (break on 
write and break on read/write) allow you to create breakpoints that trigger 
when a specific memory location (usually a data location) is accessed, regard. 
less of what instruction happens to be executing at the time the access takes 
place. This is very useful if you are more interested in when your program j 
accesses a piece of data than where the data is accessed from. 1.'.1."':" 

In addition to specifying a mode for your hardware breakpoint, you must 
specify a size. For execute breakpoints the size must be 1 byte. For write or 
read/write breakpoints, the size may be set to 1,2, or 4 bytes. When the size 



is set to 2 bytes, the breakpoint's address must be word aligned (a multiple 
of 2 bytes). Similarly, for 4-byte breakpoints, the breakpoint address must be 
double-word aligned (a multiple of 4 bytes). A hardware breakpoint's size is 
combined with its address to form a range of bytes over which the breakpoint 
may be triggered. An example may help to explain. Consider a 4-byte write 
breakpoint set at address 0804C834h. This breakpoint will be triggered by a 
I-byte write to 0804C837h, a 2-byte write to 0804C836h, and a 4-byte write to 
0804C832h, among others. In each of these cases, at least one byte in the 
range 0804C834h-0804C837h is written. More information on the behavior of 
x86 hardware breakpoints can be found in the Intel 64 and IA-32 Architectures 
Software Developer's Manual, Volume 3B: System Prog;ramming Guide. l 

Conditional breakpoints are created by providing an expression in the 
Breakpoint Settings dialog's Condition field. Conditional breakpoints are a 
debugger feature, not an instruction set or CPU feature. When a breakpoint 
is triggered, it is the debugger's job to evaluate any associated conditional 
expression and determine whether the program should be paused (the con­
dition is met) or whether execution should simply continue (the condition 
is not met). Therefore, conditions may be specified for both software and 
hardware breakpoints. 

IDA breakpoint conditions are specified using IDC expressions. Expres­
sions that evaluate to non-zero are considered true, satisfying the breakpoint 
condition and triggering the breakpoint. Expressions that evaluate to zero 
are considered false, failing to satisfy the breakpoint condition and failing to 
trigger the associated breakpoint. In order to assist in the creation of break­
point expressions, IDA makes special register variables available to provide 
direct access to register contents in breakpoint expressions. These variables 
are named after the registers themselves and include EAX, EBX, ECX, EDX, ESI, 
EDI, EBP, ESP, AX, BX, CX, DX, SI, DI, BP, SP, AL, AH, BL, BH, CL, CH, DL, and DH. 

Unfortunately, no variables seem to exist that allow access to the processor 
flags register, either in its entirety or via individual bits. In order to access 
CPU flags, you need to call IDC's GetRegValue function to obtain the value 
of the EFL register or one of its associated flag bits, such as CF. If you need a 
reminder regarding valid register and flag names, refer to the labels along 
the left and right edges of the General Registers window. A few example 
breakpoint expressions are shown here: 

EAX == 100 
ESI > EDI 
Dword(EBP - 20) == 10 
GetFlagsReg("ZF") 
EAX = 1 
EIP = Ox0804186C 

II break if eax holds the value 100 
II break if esi is greater than edi 
II Read current stack frame (var_20) and compare to 10 
II break if zero flag is set 
II Set EAX to 1, this also evaluates to true (non-zero) 
II Change EIP, perhaps to bypass code 

1 Please see http://VIUfW. intel.com/products/processor/manuals/. 
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Two things to note about breakpoint expressions are the fact that IDC 
functions may be called to access process information and the fact that 
assignment can be used as a means of modifying register values at specific 
locations during process execution. Ilfak himself demonstrated this tech­
nique as an example of overriding a function return value.2 

The last breakpoint options that can be configured in the Breakpoint 
Settings dialog are grouped into the Actions box at the bottom of the dialog. 
The Break checkbox specifies whether program execution should actually be 
paused (assuming any associated condition is true) when the breakpointis 
reached. It may seem unusual to create a breakpoint that doesn't break, but 
this is actually a useful feature if all you want to do is modifY a specific memory 
or register value each time an instruction is reached, without requiring the 
program to be paused at the same time. Selecting the Trace checkbox causes 
a trace event to be logged each time the breakpoint is hit. 

Tracing 
Tracing offers a means oflogging specific events that occur while a process 
is executing. Trace events are logged to a fixed-size trace buffer and may 
optionally be logged to a trace file. Two styles of tracing are available: 
instruction tracing and function tracing. When instruction tracing is enabled 
(Debugger ~ Tracing ~ Instruction Tracing), IDA records the address, the 
instruction, and the values of any registers (other than EIP) that were changed 
by the instruction. Instruction tracing can slow down a debugged process 
considerably, as the debugger must single-step the process in order to monitor 
and record all register values. Fundion tracing (Debugger ~ Tracing ~ Function 
tracing) is a subset of instruction tracing in which only function calls (and 
optionally returns) are logged. No register values are logged for function 
trace events. 

Three types of individual trace events are also available: write traces, 
read/write traces, and execution traces. As their names imply, each allows 
logging of a trace event when a specific action occurs at a designated address. 
Each of these individual traces is implemented using nonbreaking breakpoints 
with the trace option set. Write and read/write traces are implemented using 
hardware breakpoints and thus fall under the same restrictions mentioned 
previously for hardware breakpoints, the most significant being that no more 
than four hardware-assisted breakpoints or traces may be active at any given 
time. By default, execution traces are implemented using software break­
points, and thus there is no limit on the number of execution traces that 
can be set within a program. 

Figure 24-9 shows the Tracing Options (Debugger ~ Tracing ~ Tracing 
Options) dialog used to configure the debugger's tracing operations. 

2 Please see http://!1IWW.hexblog.com/2005/11/simple_trick_to_hide_ida_debug.htmI and http:// 
hexblog.com/2005/11/stealth_plugin_l.html. 



Figure 24·9: The Tracing Options dialog 

Options specified here apply to function and instruction tracing only. 
These options have no effect on individual trace events. The Trace buffer 
size option specifies the maximum number of trace events that may be dis­
played at any given time. For a given buffer size n, only the n most recent 
trace events are displayed. Naming a log file causes all trace events to be 
appended to the named file. A file dialog is not offered when specifying a 
log file, so you must specify the complete path to the log file yourself. An IDC 
expression may be entered as a stop condition. The condition is evaluated 
prior to tracing through each instruction. If the condition evaluates to true, 
execution is immediately paused. The effect of this expression is to act as a 
conditional breakpoint that is not tied to any specific location. 

The Mark consecutive traced events with same IP option, when checked, 
causes consecutive trace events originating from the same instruction (IP 
here means Instruction Pointer) to be flagged with an equal sign. Consecutive 
events from the same instruction address are most often associated with 
instructions that make use of the x86 REp3 prefix. In order for an instruction 
trace to show each repetition at the same instruction address, the Log if same 
IP option must also be selected. Without this option selected, an instruction 
prefixed with REP is listed only once each time it is encountered. The follow­
ing listing shows a partial instruction trace using the default trace settings: 

o OOOOOF5D .text:080483DF rep movsb 
OOOOOF5D .text:080483El push 0 

ECX=O ESI=804963C EDI=8049648 
ESP=BFA23128 

Note that the movsb instruction 0 is listed only once. 

g The REP prefix is an instruction modifler that causes certain x86 string instructions such as movs 
and seas to be repeated based on a count contained in the ECX register. 
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In the following listing, Log if same IP has been selected, resulting in 
each iteration of the rep loop being logged: 

OOOOOF31 .text:08o483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:08o483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:08o483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:080483DF rep movsb 
OOOOOF31 .text:08o483El push 0 

ECX=B ESI=8049631 EDI=804963D EFl=210246 RF=l 
ECX=A ESI=8049632 EDI=804963E 
ECX=9 ESI=8049633 EDI=804963F 
ECX=8 ESI=8049634 EDI=8049640 
ECX=7 ESI=8049635 EDI=8049641 
ECX=6 ESI=8049636 EDI=8049642 
ECX=5 ESI=8049637 EDI=8049643 
ECX=4 ESI=8049638 EDI=8049644 
ECX=3 ESI=8049639 EDI=8049645 
ECX=2 ESI=804963A EDI=8049646 
ECX=l ESI=804963B EDI=8049647 
ECX=O ESI=804963C EDI=8049648 EFl=200246 RF=O 
ESP=BFB16A18 

Finally, in the following listing, the Mark consecutive traced events 
with same IP option has been enabled, resulting in special markings that 
highlight the fact that the instruction pointer has not changed from one 
instruction to the next: 

OOOOOF34 .text:080483DF rep movsb 

OOOOOF34 .text:080483El push 0 

ECX=B ESI=8049631 EDI=804963D EFl=210246 RF=l 
ECX=A ESI=8049632 EDI=804963E 
ECX=9 ESI=8049633 EDI=804963F 
ECX=8 ESI=8049634 EDI=8049640 
ECX=7 ESI=8049635 EDI=8049641 
ECX=6 ESI=8049636 EDI=8049642 
ECX=5 ESI=8049637 EDI=8049643 
ECX=4 ESI=8049638 EDI=8049644 
ECX=3 ESI=8049639 EDI=8049645 
ECX=2 ESI=804963A EDI=8049646 
ECX=l ESI=804963B EDI=8049647 
ECX=O ESI=804963C EDI=8049648 EFl=200246 RF=O 
ESP=BFFCFBD8 

The last two options we will mention concerning tracing are Trace 
over debugger segments and Trace over library functions. When Trace over 
debugger segments is selected, instruction and function call tracing is tem­
porarily disabled any time execution proceeds to a program segment outside 
any of the binary file segments originally loaded into IDA. The most common 
example of this is a call to a shared library function. Selecting Trace over 
library functions temporarily disables function and instruction tracing any 
time execution enters a function that IDA has identified as a library function 
(perhaps via FLIRT signature matching). Library functions linked into a 
binary should not be confused with library functions that a binary accesses 
via a shared library file such as a DLL. Both of these options are enabled by 
default, resulting in better performance while tracing (because the debugger 
does not need to step into library code) as well as a substantial reduction in 
the number of trace events generated, as instruction traces through library 
code can rapidly fill the trace buffer. 



Stack Traces 
A stack trace is a display of the current call stack, or sequence of function 
calls, that was made in order for execution to reach a particular location 
within a binary. Figure 24-10 shows a sample stack trace generated using 
the Debugger ~ Stack Trace command. 

Call Stack ~" s t\ M 

Figure 24-/0: A sample stack trace 

The top line in a stack trace lists the name of the function currently 
executing. The second line indicates the function that called the current 
function and the address from which that call was made. Successive lines 
indicate where each function was called from. The debugger is able to create 
a stack trace display by walking the stack and parsing each stack frame that it 
encounters. The IDA debugger relies on the contents of the frame pointer 
register (EBP) to locate the base of each stack frame. When a stack frame is 
located, the debugger can extract a pointer to the next stack frame (the saved 
frame pointer) as well as the saved return address, which is used to locate 
the call instruction used to invoke the current function. The IDA debugger 
cannot trace through stack frames that do not utilize EBP as a frame pointer. 
At the function (rather than individual instruction) level, stack traces are 
useful for answering the question, "How did I get here?" or more correctly, 
"What sequence of function calls led to this particular location?" 

Watches 
While debugging a process, you may wish to constantly monitor the value 
contained in one or more variables. Rather than requiring you to navigate 
to the- desired memory locations each time the process is paused, many 
debuggers allow you to specify lists of memory locations whose values should 
be displayed each time the process is stopped in the debugger. Such lists are 
called watch lists, as they allow you to watch as the contents of designated 
memory locations change during program execution. Watch lists are simply 
a navigational convenience; they do not cause execution to pause like a 
breakpoint. 

Because they are focused on data, watch points (addresses designated to 
be watched) are most commonly set in the stack, heap, or data sections of a 
binary. Watches are set in the IDA debugger by right-clicking a memory item 
of interest and selecting Add Watch. A list of all watches may be accessed via 
Debugger ~ Watches ~ Watch List. Individual watches may be deleted by 
highlighting the desired watch in the watch list and pressing DELETE. 
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Automating Debugger Tasks 
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In Chapters 15 through 19, we covered the basics of IDA scripting and the 
IDA SDK and hopefully demonstrated the usefulness of these capabilities 
during static analysis of binaries. Launching a process and working in the 
more dynamic environment of a debugger doesn't make scripting and plug-ins 
any less useful. Interesting uses for the automation provided by scripts and 
plug-ins include analyzing runtime data available while a process is being 
debugged, implementing complex breakpoint conditions, and implementing 
measures to subvert anti-debugging techniques. 

Scripting Debugger Actions with IDC 
All of the IDC scripting capabilities discussed in Chapter 15 continue to be 
accessible when you are using the IDA debugger. Scripts may be launched 
from the File menu, associated with hotkeys, and invoked from the IDA 
scripting command line. In addition, user-created IDC functions may be 
referenced from breakpoint conditions and tracing termination expressions. 

Prior to version 5.2, IDC provided minimal support for scripted inter­
action with the debugger. Available IDC functions offered only the capability 
to set, modify, and enumerate breakpoints and the ability to read and write 
register and memory values. Memory access is provided by the Byte, PatchByte, 
Word, PatchWord, Dword, and PatchDword functions described in Chapter 15. 
Register and breakpoint manipulation is made possible by the following 
functions (please see the IDA help file for a complete list). 

long GetRegValue(string reg) 
Returns the value of the named register, such as EAX, as discussed previ­
ously. Register values may also be accessed simply by using the desired 
register's name within an IDC expression. 

bool SetRegValue(number val, string name) 
Returns the value of the named register, such as EAX, as discussed previ­
ously. Register values may also be modified directly by using the desired 
register name on the left side of an assignment statement. 

bool AddBpt(long addr) 
Adds a software breakpoint at the indicated address. 

bool AddBptEx(long addr, long size, long type) 
Adds a breakpoint of the specified size and type at the indicated address. 
Type should be one of the BPT _xxx constants described in ide. ide or the 
IDA help file. 

bool DelBpt(long addr) 
Deletes a breakpoint at the specified address. 

long GetBptQtyO 
Returns the number of breakpoints set within a program. 

long GetBptEA(long bpcnum) 
Returns the address at which the indicated breakpoint is set. 



long/string GetBptAttr(long addr, number attr) 
Returns a breakpoint attribute associated with the breakpoint at the indi­
cated address. The return value may be a number or a string depending 
on which attribute value has been requested. Attributes are specified 
using one of the BPTATTR_xxx values described in ide. ide. 

bool SetBptAttr(long addr, number attr, long value) 
Sets the specified attribute of the specified breakpoint to the specified 
value. Do not use this function to set breakpoint condition expressions 
(use SetBptCnd instead). 

bool SetBptCnd(long addr, string cond) 
Sets the breakpoint condition to the provided conditional expression, 
which must be a valid IDC expression. 

The following script demonstrates how to install a custom IDC breakpoint­
handling function at the current cursor location: 

#include <idc.idc> 
/* 
* The following should return 1 to break, and 0 to continue execution. 
*/ 

static my_breakpoint_condition() { 
return AskYN(l, "my-breakpoint_condition activated, break now?") 

} 

/* 
* This function is required to register my_breakpoint_condition 
* as a breakpoint conditional expression 
*/ 

static mainO { 
auto addr; 

} 

addr = ScreenEA(); 
AddBpt(addr); 
SetBptCnd(addr, "my-breakpoint_condition()"); 

l' , 

The complexity of my_breakpoint_condition is entirely up to you. In this 
example, each time the new breakpoint is hit, a dialog will be displayed 
asking the user if she would like to continue execution of the process or 
pause at the current location. The value returned by my_breakpoint_condition 
is used by the debugger to determine whether the breakpoint should be 
honored or ignored. 

Beginning with IDA version 5.2, synchronous debugger interaction 
capabilities have been introduced for use from IDC scripts. Thus, with the 
introduction of IDA 5.2, a substantial number of new IDC functions were 
introduced specifically for interacting with the debugger, including the 
ability to run and monitor the debugger from within an IDC script.4 The 

4PJease see httl!://WUfW.heX-'Tays.com/idapro/scriptable.htm, which includes an IDC script to unpack 
UPX-packed bmaries using the debugger. 
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basic approach required to drive the debugger using IDC is to initiate a 
debugger action and then wait for the corresponding debugger event code. 
Keep in mind that a call to a synchronous debugger function (which is all 
you can do in IDC) blocks all other IDA operations until the call completes. 
The following list details several of the new debugging extensions to IDC: 

long GetDebuggerEvent(long waiCevt, long timeout) 
Waits for a debugger event (as specified by wait_evt) to take place within 
the specified number of seconds (-I waits forever). Returns an event 
type code that indicates the type of event that was received. Specify 
wait_evt using a combination of one or more WFNE_xxx flags. Possible 
return values are documented in the IDA help file. 

bool RunTo(long addr) 
Runs the process until the specified location is reached or until a break­
point is hit. 

bool StepIntoO 
Steps the process one instruction, stepping into any function calls. 

bool StepOverO 
Steps the process one instruction, stepping over any function calls. This 
call may terminate early if a breakpoint is hit. 

bool StepUntilRetO 
Runs until the current function call returns or until a breakpoint is hit. 

bool EnableTracing(long trace_level, long enable) 
Enables (or disables) the generation of trace events. The trace_level 
parameter should be set to one of the TRACE_xxx constants defined in 
ide. ide. 

long GetEventXXXO 
A number of functions are available for retrieving information related 
to the current debug event. Some of these functions are valid only for 
specific event types. You should test the return value of GetDebuggerEvent 
in order to make sure that a particular GetEventxXX function is valid. 

GetDebuggerEvent must be called after each function that causes the 
process to execute in order to retrieve the debugger's event code. Failure to 
do so may prevent follow-on attempts to step or run the process. For example, 
the following code fragment will step the debugger only one time because 
GetDebuggerEvent does not get called to clear the last event type in between 
invocations of StepOver. 

StepOverO; 
StepOverO; 
StepOverO; 
StepOverO; 

//this and the following calls will fail 

I 
I 

I 
I , 

~ 

.1 

! : 

•• 

I 



The proper way to perform an execution action is to follow up each call 
with a call to GetDebuggerEvent, as shown in the following example: 

StepOverO; 
GetDebuggerEvent(WFNE_SUSP, -1); 
StepOverO; 
GetDebuggerEvent(WFNE_SUSP, -1); 
StepOverO; 
GetDebuggerEvent(WFNE_SUSP, -1); 
StepOverO; 
GetDebuggerEvent(WFNE_SUSP, -1); 

The calls to GetDebuggerEvent allow execution to continue even if you 
choose to ignore the return value from GetDebuggerEvent. The event type 
WFNE_SUSP indicates that we wish to wait for an event that results in suspension 
of the debugged process, such as an exception or a breakpoint. You may have 
noticed that there is no function that simply resumes execution of a suspended 
process. However, it is possible to achieve the same effect by using the WFNE _ CONT 
flag in a call to GetDebuggerEvent, as shown here: 

GetDebuggerEvent(WFNE_SUSP I WFNE_CONT, -1); 

This particular call waits for the next available suspend event after first 
resuming execution by continuing the process from the current instruction. 

Additional IDC functions are provided for automatically launching the 
debugger and attaching to running processes. See IDA's help file for more 
information on these functions. 

An example of a simple debugger script for collecting statistics on which 
addresses instructions are fetched from (provided the debugger is enabled) 
is shown here: 

static mainO { 
auto ca, code, addr, count, idx; 

o ca = GetArrayld("stats"); 
if (ca != -1) { 

DeleteArray(ca); 

ca = CreateArray("stats"); 
e EnableTracing (TRACE_STE P, 1); 
~ for (code = GetDebuggerEvent(WFNE_ANY WFNE_CONT, -1); code> 0; 

code = GetDebuggerEvent(WFNE_ANY WFNE_CONT, -1» { 
o addr = GetEventEa(); 
o count = GetArrayElement(AR_LONG, ca, addr) + 1; 
o SetArrayLong(ca, addr, count); 

} 
EnableTracing(TRACE_STEP, 0); 

8 for (idx = GetFirstlndex(AR_LONG, ca); 
idx != BADADDR; 
idx = GetNextlndex(AR_LONG, ca, idx» { 
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} 

count = GetArrayElement(AR_lONG, ca, idx); 
Message("%x: %d\n", idx, count); 

o DeleteArray( ca) ; 
} 

o 
e 

• 

The script begins 0 by testing for the presence of a global array named 
stats. If one is found, the array is removed and re-created so that we can start 
with an empty array. Next e, single-step tracing is enabled before entering 
a loop" to drive the single-stepping process. Each time a debug event is 
generated, the address of the associated event is retrieved", the current 
count for the associated address is retrieved from the global array and incre­
mented fa, and the array is updated with the new count CD. Note that the 
instruction pointer is used as the index into the sparse global array, which 
saves time looking up the address in some other form of data structure. Once 
the process completes, a second loop. is used to retrieve and print all values 
from array locations that have valid values. In this case, the only array indexes 
that will have valid values represent addresses from which instructions were 
fetched. The script finishes off 4& by deleting the global array that was used to 
gather the statistics. Example output from this script is shown here: 

401028: 1 
40102b: 1 
40102e: 2 
401031: 2 
401034: 2 
401036: 1 
40103b: 1 

A slight alteration of the preceding example can be used to gather 
statistics on what types of instructions are executed during the lifetime of a 
process. The following example shows the modifications required in the first 
loop to gather instruction-type data rather than address data: 

for (code = GetDebuggerEvent(WFNE_ANY 
code = GetDebuggerEvent(WFNE_ANY 

Message("code = %d\n", code); 

} 

addr = GetEventEa(); 
mnem = GetMnem(addr); 
count = GetHashlong(ht, mnem) + 1; 
SetHashlong(ht, mnem, count); 

WFNE_CONT, -1); code> 0; 
WFNE_CONT, -1» { 

Rather than attempting to classify individual opcodes, we choose to 
group instructions by mnemonics o. Because mnemonics are strings, we 
make use of the hash-table feature of global arrays to retrieve the current 
count associated with a given mnemonic e and save the updated count. 



back into the correct hash table entry. Sample output from this modified 
script is shown here: 

add: 18 
and: 2 
call: 46 
cmp: 16 
dec: 1 
imul: 2 
jge: 2 
jmp: 5 
jnz: 7 
js: 1 
jz: 5 
lea: 4 
mov: 56 
pop: 25 
push: 59 
retn: 19 
sar: 2 
setnz: 3 
test: 3 
xor: 7 

In Chapter 25 we will revisit the use of IDC debugger-interaction 
capabilities as a means to assist in de-obfuscating binaries. 

Automating Debugger Actions with IDA Plug-ins 
In Chapter 16 we learned that IDA's SDK offers significant power for devel­
oping a variety of compiled extensions that can be integrated into IDA and 
that have complete access to the IDA API. The IDA API offers a superset of 
all the capabilities available in IDC, and the debugging extensions are no 
exception. Debugger extensions to the API are declared in <SDKDIR>/ 
dbg.hpp and include C++ counterparts to all of the IDC functions discussed 
thus far, along with a complete asynchronous debugger interface capability. 

The debugger API dates back to IDA version 4.6 and is the only means 
for interaction with the debugger in IDA versions prior to IDA 5.2. For 
asynchronous interaction, plug-ins gain access to debugger notifications 
by hooking the HT_DBG notification type (see loader.hpp). Debugger notifica­
tions are declared in the db~notification_t enum found in dbg.hpp. 

Within the debugger API, commands for interacting with the debugger 
are typically defined in pairs, with one function used for synchronous 
interaction and the second function used for asynchronous interaction. 
Generically, the synchronous form of a function is named COMMANDO, and 
its asynchronous counterpart is named request_COMMANDO. The request_XXx 
versions are used to queue debugger actions for later processing. Once you 
finish queuing asynchronous requests, you must call the runJequests function 
to initiate processing of your request queue. As your requests are processed, 
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debugger notifications will be delivered to any callback functions that you 
may have registered via hook_to_notification_point. 

Using asynchronous notifications, we can develop an asynchronous 
version of the address-counting script from the previous section. The first 
task is to configure hooking and unhooking of debugger notifications. We 
will do this in the plug-in's init and term methods, as shown here: 

//A netnode to gather stats into 
o netnode stats("$ stats", 0, true)j 

int idaapi init(void) { 
hook_to_notification_point(HT_DBG, dbg_hook, NULL)j 
return PLUGIN_KEEPj 

} 

void idaapi term(void) { 
unhook_from_notification_point(HT_DBG, dbg_hook, NULL)j 

} 

Note that we have also elected to declare a global netnode 0 that we will 
use to collect statistics. Next we consider what we want the plug-in to do when 
it is activated via its assigned hotkey. Our example plug-in run function is 
shown here: 

void idaapi run(int arg) { 
stats.altdel()j //clear any existing stats 

o request_enable_step_trace()j 
e request_step_until_ret()j 
., runJequests()j 

} 

Since we are using asynchronous techniques in this example, we must 
first submit a request to enable step tracing 0 and then submit a request to 
resume execution of the process being debugged. For the sake of simplicity, 
we will gather statistics on the current function only, so we will issue a request 
to run until the current func~on returns •. With our requests properly 
queued, we kick things off by invoking runJequests to process the current 
request queue 8). 

All that remains is to process the notifications that we expect to receive 
by creating our HT_DBG callback function. A simple callback that processes 
only two messages is shown here: 

int idaapi dbg_hook(void *user_data, int notification_code, va_list va) { 
switch (notification_code) { 

o case dbg_trace: //notification arguments are detailed in dbg.hpp 
va_arg(va, thid_t)j 



e ea_t ea = va_arg(va, ea_t); 
//increment the count for this address 

e stats.altset(ea, stats.altval(ea) + 1); 
return 0; 

6 case dbg_step_until_ret: 
//print results 

o for (nodeidx_t i = stats.alt1st(); i != BADNODE; i = stats.altnxt(i» { 
msg("%x: %d\n", i, stats.altval(i»; 

} 
//delete the net node and stop tracing 

o stats.kill(); 
8 request_disable_step_trace(); 
Q runJequestsO; 

break; 
} 

} 

The dbg_ trace notification 0 will be received for each instruction that 
executes until we turn tracing off. When a trace notification is received, 
the address of the trace point is retrieved from the args list. and then used 
to update the appropriate netnode array index e. The dbg_step_untilJet 
notification" is sent once the process hits the return statement to leave the 
function in which we started. This notification is our signal that we should 
stop tracing and print any statistics we have gathered. A loop is used. to 
iterate through all valid index values of the stats netnode before destroying 
the netnode CD and requesting that step tracing be disabled •. Since this 
example uses asynchronous commands, the request to disable tracing is 
added to the queue, which means we have to issue runJequests • in order 
for the queue to be processed. An important warning about synchronous 
versus asynchronous interaction with the debugger is that you should never 
call the synchronous version of a function while actively processing an 
asynchronous notification message. 

Synchronous interaction with the debugger using the SDK is done in a 
manner very similar to scripting the debugger with IDC. As with many of the 
SDK functions we have seen in previous chapters, the names of debugger­
related functions typically do not match the names of related IDC functions, 
so you may need to spend some time combing through dbg.hpp in order to 
find the functions you are looking for. The biggest disparity in names between 
IDC and the SDK is the SDK's version of IDC's GetDebuggerEvent, which is 
called wait_for_next_event in the SDK. The other major difference between 
IDC and the SDK is that variables corresponding to the CPU registers are not 
automatically declared for you. In order to access the values of CPU registers 
from the SDK, you must use the get_reg_val and set_reg_val functions to read 
and write registers, respectively. 
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In the grand scheme of things, IDA's debugger is a relatively new entry in 
the debugger market. While the debugger's user interface, like that of any 
debugger, requires some initial getting used to, it offers all of the fundamental 
features that users require in a basic debugger. Strong points include scripting 
and plug-in capabilities along with the familiar user interface of IDA's dis­
assembly displays and the power of its analysis capabilities. Together the 
unified disassembler/ debugger combination provides a solid tool for perform­
ing static analysis, dynamic analysis, or a combination of both. 



DISASSEMBLER/DEBUGGER 
INTEG RATION 

An integrated disassembler/debugger 
combination such as IDA should be a pretty 

powerful tool for manipulating binaries and 
seamlessly applying static and dynamic tech­

niques as part of the reverse engineering process. 
This turns out to be true if you understand the capa­
bilities and limitations of each tool individually and 
in combination. 

In this chapter, we will discuss some important points concerning the 
manner in which the static side of IDA interacts with its dynamic side. In 
order to enlighten this discussion we will take a look at techniques that can 
be employed with IDA's debugger in order to defeat certain anti-debugging 
(and anti-disassembly) techniques in the context of malware analysis. In 
that regard, it is important to remember that the goal in malware analysis 
is usually not to run the malware but to obtain a disassembly of sufficient 
quality to allow static analysis tools to take over. Recall from Chapter 21 that 



there are many techniques designed specifically to prevent disassemblers 
from performing properly. In the face ofsuch anti-disassembly techniques, 
the debugger is simply one means to an end. By running an obfuscated 
program under debugger control, we will attempt to obtain a de-obfuscated 
version of the program, which we prefer to analyze using the disassembler. 

Background 
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Some background on debugger-assisted de-obfuscation may be useful before 
proceeding. It is well known that an obfuscated program must de-obfuscate 
itself before it can get down to its intended business. The following steps 
provide a basic and somewhat simplistic guide for dynamic de-obfuscation 
of binaries. 

1. Open an obfuscated program with a debugger. 

2. Search for and set a breakpoint on the end of the de-obfuscation routine. 

3. Launch the program from the debugger, and wait for your breakpoint to 
trigger. 

4. Utilize the debugger's memory-dumping features to capture the current 
state of the process to a file. 

5. Terminate the process before it can do anything malicious. 

6. Perform static analysis on the captured process image. 

Most modern debug~ers contain enough features to perform the tasks 
just mentioned. OllyDbg is a very popular Windows-only debugger often 
used for such work. Step 2 is not always as straightforward as it may sound. It 
may take a combination of tools, including spending some amount of time in 
a disassembler such as IDA, or a lot of single stepping before the end of the 
de-obfuscation algorithm can be properly identified. In many cases, the end 
of de-obfuscation is marked by a behavior rather than a specific instruction. 
One such behavior might be a large change in the instruction pointer value, 
indicating ajump to a location far from the de-obfuscation code. In the case 
of UPX-packed binaries, for example, all you need to do is observe that the 
instruction pointer holds a value that is less than the program's entry point 
address to know that de-obfuscation is complete and the program has jumped 
to the newly de-obfuscated code. In generic terms, this process is called original 
entry point (OEP) recognition, the OEP being the address that the program 
would have begun execution at had it not been obfuscated. 

If you are not careful, step 3 can be a dangerous one. In any case, 
you should always think twice before you allow a piece of malware to run 
unhindered, in the hope that you have set your breakpoints or breakpoint 
conditions properly. If the program manages to bypass your breakpoint(s), 
it may well proceed to execute malicious code before you know what has 

1 Please see http://www.oUydbg.de/. 



happened. For this reason, attempts to de-obfuscate malware under debugger 
control should always be conducted in a sandbox environment that you are 
not afraid to wipe clean in the event things go wrong. 

Step 4 may require some level of effort, as memory dumping is usually 
supported in debuggers, while entire-process image dumping may not be. 
The OllyDump2 plug-in, by Gigapede, adds process-dumping capabilities 
to OllyDbg. Keep in mind that the image that gets dumped from memory 
contains content from a running process and does not necessarily reflect the 
original state of the binary at rest in a disk file. In malware analysis, however, 
the goal is generally to create not a working de-obfuscated executable file but 
rather an image file that is correctly structured, so that it can be loaded into a 
disassembler for further analysis. 

One of the trickiest parts of reconstructing a binary image from an 
obfuscated process is restoration of the program's imported function table. 
As part of the obfuscation process, a program's import table is often obfus­
cated as well. As a result, the de-obfuscation process must also take care of 
linking the newly de-obfuscated process to all of the shared libraries and 
functions the process requires in order to execute properly. The only trace 
of this process is usually a table of imported function addresses somewhere 
within the process's memory image. When dumping a de-obfuscated process 
image to a file, steps are often taken to attempt to reconstruct a valid import 
table in the dumped process image. In order to do this, the headers of the 
dumped image need to be modified to point to a new import table structure 
that must properly reflect all of the shared library dependencies of the original 
de-obfuscated program. A popular tool for automating this process is the 
ImpREC3 (Import REConstruction) utility by MackT. 

IDA Databases and the IDA Debugger 

It is important that we begin with an understanding of how the debugger 
treats your database when you initiate (and terminate) a debugging session. 
A debugger needs a process image to work with. Debuggers obtain process 
images either by attaching to existing processes or by creating new processes 
from executable files. An IDA database does not contain a valid process 
image, nor in most cases can a valid process image be reconstructed from a 
database (if one could, then File ~ Produce File ~ Create EXE File might be 
simple to implement). When you launch a debugger session from IDA, the 
disassembler side informs the debugger side of the name of the original 
input file, which the debugger uses to create and attach to a new process. 
The only other information provided to the debugger relates to disassembly 
formatting and symbol names. Any comments that you have entered in the 
disassembly view will not be visible in the debugger's disassembly, and, most 
important, any patches (changes in byte content) you have applied to your 

2 Please see http://lJIWW.woodmann.com/collaborative/tools/index.php/OllyDump. 

S Please see http://lJIWW.woodmann.com/collaborative/tools/index.php/lmpREG. 
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database will not be reflected in the process being debugged. In other words, 
it is not possible to patch changes into the database and expect to observe 
the effect of those changes when you launch the debugger. 

The opposite holds true as well. When you have finished debugging a 
process and you return to disassembly mode, by default the only changes that 
will be reflected in the database are cosmetic in nature (such as renamed vari­
ables or functions). Any memory changes, such as self-modified code, are not 
pulled back into the database for you to analyze. Also, you will probably want 
to migrate all of the newly de-obfuscated code back into your database so 
that you can analyze it without executing it. IDA's Debugger ~ Take Memory 
Snapshot command does exactly that. The resulting confirmation dialog is 
shown in Figure 25-1. 

Figure 25-/ : Memory snapshot confirmation dialog 

The default option is to copy loader segments from the running process 
to the database. Loader segments are those segments that were loaded into 
the database by one of IDA's loader modules. In the case of an obfuscated 
program, one or more of these segments probably contain data that has been 
obfuscated and are therefore nearly impossible to analyze in the disassembler. 
These are precisely the segments that you will want to copy back from the 
running process image in order to take advantage of the de-obfuscation work 
performed by the process. 

Selecting All segments causes all segments created by the debugger to be 
copied back to the database. These sections include the contents of all shared 
libraries loaded in support of the process as well as additional debugger seg­
ments, such as the stack contents. 

When the debugger is used to attach to an existing process with no 
associated database, none of the debugger segments will be flagged as loader 
segments because the file was not loaded by one ofIDA's loaders. In such 
cases, you may elect to capture all available segments into a new database. 
Alternatively, you may elect to edit segment attributes and designate one 
or more segments as loader segments. Segment attributes may be edited by 
first opening the Segments window (View ~ Open Subviews ~ Segments) and 
then right-clicking a segment of interest and selecting Edit Segment. The 
resulting dialog is shown in Figure 25-2. 

Selecting the Loader segment checkbox marks the segment as a loader 
segment and allows it to be copied into the database along with all other 
loader segments. 



Figure 25-2: Segment editing dialog 

Debugging Obfuscated Code 

We have mentioned a number of times that loading an obfuscated program in 
a debugger, allowing it to run until the de-obfuscation is complete, and then 
taking a memory snapshot of the program in its de-obfuscated state seems like 
a good strategy for obtaining a de-obfuscated version of a program. Controlled 
execution is probably a better way of thinking about this process than debug­
ging, because all we are really doing is observing the code in operation and 
then taking a memory snapshot at the appropriate moment. A debugger 
simply happens to be the tool that allows us to accomplish this task. At least 
that is what we are hoping for. In Chapter 21 we learned of a variety of anti­
disassembly and anti-debugging techniques that obfuscators utilize in an 
attempt to prevent us from obtaining a clear picture of a program. It is time 
to see how IDA's debugger can help us bypass some of these techniques. 

For this chapter, we will assume that the obfuscated programs we are 
dealing with all employ some form of encryption or compression on the 
interesting portions of the binary. The level of difficulty in obtaining a clear 
picture of that code depends entirely on the sophistication of any anti-analysis 
techniques used in the obfuscation process and the measures that can be 
developed to circumvent these techniques. Before we get started, however, 
here are a few rules to live by when working with malware in a debugging 
environment: 

1. Protect your network and host environments. Always work in a sandbox 
environment. 
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2. On initial analysis, use single stepping when possible. It may be tedious, 
but it is your best defense against a program escaping your control. 

3. Always think twice before executing a debugger command that will allow 
more than a single instruction to execute. If you have not planned prop­
erly, the program you are debugging may run into a malicious portion of 
the code. 

4. When possible, use hardware breakpoints. It is difficult to set software 
breakpoints in obfuscated code, as de-obfuscation algorithms may mod­
ify the breakpoint instructions that you have inserted. 

5. When examining a program for the first time, it is best to allow the 
debugger to handle all exceptions generated by the program so that you 
can make informed decisions about which exceptions to pass to the pro- ' 
gram and which exceptions the debugger should continue to catch. 

6. Be prepared to restart debugging often, as one wrong step can lead you 
down a road to failure (for example, if you allow the process to detect 
the debugger). Keep detailed notes regarding addresses it is safe to run 
to so that you can rapidly recover when you restart the process. 

In general, you should always take a very cautious approach the first time 
you start to work with a particular obfuscated program. In most cases your 
primary goal should be to obtain a de-obfuscated version of the program. 
Speeding up the de-obfuscation process by learning exactly how far you can 
go before you need to set a breakpoint should be a secondary goal, and it is 
probably best saved for a follow-on exercise once you have managed to 
successfully de-obfuscate a program for the first time. 

Simple Decryption and Decompression Loops 
When we say simple decryption and decompression loops, we mean loops that 
employ no nested obfuscation techniques and for which you can identify, 
with certainty, all possible exit points. When you encounter such loops, the 
easiest way to get through them is to set a breakpoint at all possible exit 
points and then allow the loop to execute. Consider single stepping through 
such loops one or two times in order to get a feel for them; then set break­
points accordingly. When setting a breakpoint immediately following a loop, 
you should make sure that the bytes at the address at which you are setting 
the breakpoint will not be changed during the course of the loop; otherwise, 
a software breakpoint may fail to trigger. When in doubt, use a hardware 
breakpoint. 

If your goal is to develop a fully automated de-obfuscation process, you 
will need to develop an algorithm for recognizing when the de-obfuscation 
process has completed. When this condition is satisfied, your automated 
solution can pause the process, at which point you can acquire a memory 
snapshot. For simple de-obfuscation routines, recognizing the end of the 
de-obfuscation stage may be as simple as noting a large change in the 
instruction pointer or the execution of a specific instruction. For example, 



the beginning and end of the UPX decompression routine are shown in the 
following listing: 

UPX1:00410370 start proc near 
.. UPX1:00410370 pusha 

UPX1:00410371 mov 
UPX1:00410376 lea 
UPX1:0041037C push 

esi, offset off_40AOOO 
edi, [esi-9000h] 
edi 

UPX1:004104EC pop eax 
49 UPX1:004104ED popa 

UPX1:004104EE lea eax, [esp-80h] 
UPX1:004104F2 
UPX1:004104F2 lOC_4104F2: 
UPX1:004104F2 push 0 
UPX1:004104F4 cmp esp, eax 
UPX1:004104F6 jnz short lOC_4104F2 
UPX1:004104F8 sub esp, OFFFFFF80h 

.. UPX1:004104FB jmp loc_40134C 

opcode Ox 53 

CODE XREF: start+186~j 

Several characteristics of this routine can be used to automatically recog­
nize its completion. First, the routine begins by pushing all registers onto the 
stack at the program entry point O. The complementary operation of popping 
all registers occurs near the end of the routine 8 after the program has been 
decompressed. Thus, one strategy for automating decompression would be to 
step trace the program until the current instruction is a popa. Because step 
tracing is slow, the IDC example shown in Listing 25-1 takes the slightly 
different approach of scanning for the popa instruction and then running 
the program to the address of the popa: 

#include <idc.idc> 

#define POPA ox53 

static mainO { 
auto addr, seg; 
addr = BeginEA(); //Obtain the entry point address 
seg = SegName(addr); 

49 while (addr != BADADDR && SegName(addr) == seg) { 
C) if (Byte(addr) == POPA) { 
o RunTo(addr); 

GetDebuggerEvent(WFNE_SUSP, -1); 
Warning("Program is unpacked!"); 

o TakeMemorySnapshot(l); 
return; 

} 
.. addr = FindCode(addr, SEARCH_NEXT I SEARCH_DOWN); 

Warning("Failed to locate popa!"); 
} 

Listing 25-1: Simple UPX unpocker script 
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The script in Listing 25-1 is designed to be launched within an IDA data­
base, prior to launching the debugger. The script takes care of the details of 
launching the debugger and gaining control of the newly created process. 
This script relies on some very specific features of UPX and is therefore not a 
good candidate for use as a generic de-obfuscation script. It does, however, 
demonstrate some concepts that might be used in later efforts. The script 
depends on the fact that the decompression routine resides at the end of one 
of the program segments (typically named UPX1) and that UPX does not make 
use of any desynchronization techniques to prevent proper disassembly. 

UPX is one of the more popular obfuscation utilities in use today (perhaps 
is free). Its popularity does not make it aparticularly effeclive 1001, however. One 
the principle drawbacks 10 its effecliveness is the facllhat UPX itself offers a con1molnd' 
line option 10 restore a upx-packed binary to its original form. Consequently, a 
cottage industry has evolved for developing lools to prevenl UPX from unpacking 
itself. Because UPX performs some integrity checks on a compressed binary before 
it will unpack that binary, simple changes that cause the integrity checks to foil with­
oul affecting the operation of the compressed binary render UPX's own unpacking 
fealureinoperalive. One such technique involves changing the default UPX section 
names to anything other Ihanupxo, UPX1, and UPX2. For this reason, it is useful to 
ovoid hard-coding these segment names into any scripts that you develop for 

The script relies on these facts in order to scan forward, one instruction 
at a time 0, from the program entry point, as long as the next instruction lies 
within the same program segment. and until the current instruction is a 
popa 48. Once the popa instruction is located, the debugger is invoked e to 
execute the process up to the address of the popa instruction, at which point 
the program has been decompressed. The last step is to take a memory 
snapshot. to pull the de-obfuscated program back into our database for 
further analysis. 

An even more general-purpose solution for automated unpacking is to 
exploit the fact that many de-obfuscation routines are appended to the end 
of a binary and perform a jump to the original entry point, which occurs 
much earlier in the binary, once de-obfuscation is complete. In some cases, 
the original entry point may lie in an entirely different program segment, 
while in other cases the original entry point simply precedes any address 
used by the de-obfuscation code. The script in Listing 25-2 offers a more 
basic means of running a simple de-obfuscation algorithm until it jumps to 
the program's original entry point: 

static mainO { 
auto start, code; 
start = BeginEA(); 

o RunTo(start); 
GetOebuggerEvent(WFNE_SUSP, -1); 



EnableTracing(TRACE_STEP, 1); 
for (code = GetDebuggerEvent(WFNE_ANY 

code = GetDebuggerEvent(WFNE_ANY 
if (GetEventEa() < start) break; 

} 
o PauseProcessO; 

GetDebuggerEvent(WFNE_SUSP, -1); 
o EnableTracing(TRACE_STEP, 0); 
<0 MakeCode(EIP); 

TakeMemorySnapshot(l)j 
} 

WFNE_CONT, -1); code> 0; 
WFNE_CONT, -1» { 

Listing 25-2: Generic attempt to run until OEP is hit 

Similar to the script in Listing 25-1, this script should be launched from 
the disassembler rather than the debugger. The script handles the details 
oflaunching the debugger and gaining the necessary control ofthe newly 
created process. This particular script makes two assumptions: that all code 
prior to the entry point is obfuscated and that nothing malicious takes 
place prior to transferring control to an address that precedes the entry 
point. The script begins by launching the debugger and pausing at the pro­
gram entry point O. Next, the program enables step tracing 49 and loops to 
test the address of each generated event". Once the event address precedes 
the program entry point address, de-obfuscation is assumed to be complete, 
and the process is paused e and step tracing disabled •. Finally, for good 
measure, the script ensures that the bytes at the current instruction pointer 
location are formated as code CD. 

During the execution of this script you may encounter the warning 
shown in Figure 25-3. 

Figure 25-3: Debugger instruction pointer warning 

This warning indicates that the instruction pointer is pointing into an 
item that IDA believed was data or that the instruction pointer is pointing 
into the middle of a previously disassembled instruction. This warning is 
frequently encountered when single stepping through code that utilizes 
disassembly desynchronization techniques. It is also often encountered when 
a program jumps to a region that was once data and is now code, as happens 
following the de-obfuscation of a program. Answering yes to the question 
causes IDA to reformat the bytes in question as code, which should be the 
proper thing to do since the instruction pointer indicates that this is the next 
item to be fetched for execution. 
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Note that because of its use of step tracing, this script will be substantially 
slower than the example in Listing 25-1. However, for the price of slower exe­
cution, we gain a couple of advantages. First, we are able to specify a termina­
tion condition that is not tied to anyone address. This is not possible when 
using breakpoints alone. Second, this script is immune to any attempts to 
desynchronize the disassembler because instruction boundaries are deter­
mined purely based on runtime values of the instruction pointer rather 
than static disassembly analysis. In his announcement concerning scripted 
debugging features,4 Ilfak presents a far more robust script for performing 
the tasks of a universal un packer. 

Import Table Reconstruction 
Once a binary has been de-obfuscated, analysis of that binary can begin. 
While we may never intend to execute the de-obfuscated import (in fact, 
we cannot execute that program if a snapshot was pulled directly into an 
IDA database), a program's import table is almost always a valuable resource 
for developing an understanding of the program's behavior. 

Under normal circumstances, IDA is able to parse a program's import 
table as part of the file-loading process upon initial database creation. Unfor­
tunately, in obfuscated programs, the only import table that IDA sees at load 
time belongs to the de-obfuscation component of the program. In most cases, 
the import table of the underlying binary has been obfuscated as well and is 
reconstructed, in some form, as part of the de-obfuscation process. In most 
cases, the reconstruction process retrieves newly de-obfuscated data in order to 
perform its own library loading and function address resolution. For Windows 
programs, this nearly always involves calls to the LoadLibrary function combined 
with repeated calls to GetProcAddress to resolve required function addresses. 

More sophisticated import table reconstruction routines may utilize 
custom lookup functions in place of GetProcAddress in order to avoid trigger­
ing any breakpoints set on GetProcAddress itself. Such routines may also sub­
stitute the use of hash values in place of strings for identifying which function's 
address is being requested. In rare cases, import table reconstructors may go so 
far as to bypass LoadLibrary as well, in which case the reconstruction routine 
must implement its own custom version of that function. 

The net result of the import table reconstruction process is a table of 
function addresses, none of which have much meaning in a static analysis 
context. If we take a memory snapshot of a process, the best we are likely to 
come up with is something like the following partial listing: 

UPX1:0040AOOO dword_4oAoOO 
UPX1:0040A004 dword_4oAoo4 
UPX1:0040AO04 
UPX1:0040AO08 
UPX1:0040AOOC dword_4oAoOC 

dd 7C812F1Dh 
dd 7C91043Dh 

dd 7C812ADEh 
dd 7C910SD4h 

4 Please see http://UIWW.hex-rays.com/idapro/scriptable. htm. 

DATA XREF: start+l~o 
DATA XREF: sub_403BF3+681'r 
sub30SFOB+2B41'r ... 

DATA XREF: sub_40621F+5D1'r 

" 



UPX1:0040AOOC 
UPX1:0040A010 
UPX1:0040A014 dword_40A014 
UPX1:0040A014 

dd 7C80ABClh 
dd 7C90100Sh ; DATA XREF: sub_401564+341'r 

; sub 4015A0+271'r .,. 

This block of data depicts a number of 4-byte values, all in close 
proximity to one another and referenced from various locations with the 
program. The problem is that these values, such as 7C812F1Dh, represent 
addresses of library functions as they were mapped in the process we were 
debugging. Within the code section of the program itself, we would see 
function calls similar to the following: 

UPXO:00403C5B Ocall ds:dword_40Ao04 
UPXO:00403C61 test eax, eax 
UPXO:00403C63 jnz short 10C_403C7B 
UPXO:00403C65 €kall sub30230F 
UPXO:00403C6A mov esi, eax 
UPXO:00403C6C ecall ds:dword_40A058 

Note that two of the function calls 0 and. refer to the contents of the 
reconstructed import table, while a third function call ., refers to a function 
whose body is present in the database. In an ideal world, each entry in the 
reconstructed import table would be named in accordance with the function 
whose address it contains. 

This problem is best addressed before taking a memory snapshot of the 
de-obfuscated process. As shown next, ifwe view the same memory range from 
within the debugger, we get an entirely different picture. Since the debugger 
has access to the memory regions in which each referenced function lies, the 
debugger is able to display addresses (such as 7C812F1Dh) as their corresponding 
symbolic names (in this case kerne132_GetCommandLineA). 

UPX1:0040AOOO off 40AOOO dd offset kerne132 GetCommandLineA ; DATA XREF:UPXo:1oc 40128F1'r 
UPX1:0040AOOO - -; start+l-J.-o -
UPX1:0040A004 off_40A004 dd offset ntd11_Rt1FreeHeap ; DATA XREF: UPXO:004011E41'r 
UPX1:0040A004 ; UPXO:0040120A1'r ••• 
UPX1:0040A008 off_40A008 dd offset kerne132_GetVersionExA ; DATA XREF: UPXO:004011D41'r 
UPX1:0040AOOC dd offset ntd11_Rt1A11ocateHeap ; DATA XREF: UPXO:004011B31'r 
UPX1:0040AOOC ; sub_405E98+D1'r ... 
UPX1:0040A010 off_40A010 dd offset kerne132_GetProcessHeap ; DATA XREF: UPXO:004011AA1'r 
UPX1:0040A014 dd offset ntd11_Rt1EnterCritica15ection DATA XREF: sub_401564+341'r 
UPX1:0040A014 ; sub_4015AO+271'r ... 

It is worth noting at this point that the debugger adopts a slightly different 
naming scheme than we are accustomed to. The debugger prefixes all func­
tions exported from shared libraries with the name of the associated library 
followed by an underscore. For example, the function GetCommandLineA in 
kerne132.dllis assigned the name kerne132_GetConunandLineA. 

We need to overcome two problems with the import table shown in the 
preceding listing. First, in order for function calls to become more readable, 
we need to name each entry in the import table according to the function it 
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references. If the entries are named properly, IDA is able to automatically 
display function signatures from its type libraries. Naming each import table 
entry is a relatively easy task as long as we have a name to assign. This leads 
to the second problem: obtaining the proper name. One approach is to 
parse the debugger-generated name, strip off the library name, and assign 
the remaining text as the name of the import table entry. The only problem 
with this approach is the fact that library names and function names may 
both contain underscore characters, making it difficult in some cases to 
determine the exact state of a function's name within a longer name string. 
Recognizing this difficulty, this is nonetheless the approach taken by the 
renimp.idc import table-renaming script that ships with IDA (found in 
<IDADIR>/idc). In order for this script to execute properly, it must be run 
while the debugger is active (so that it has access to loaded library names). 
Locate the import table via View ~ Open Subview ~ Imports. Then highlight 
the contents of the import table using a click-and-drag operation from the 
beginning to the end of the table. The renimp.idc script iterates across the 
selection, obtains the name of the referenced function, strips the library 
name prefix, and names the import table entry accordingly. Following 
execution of this script, the import table shown previously is transformed 
into the import table shown here: 

UPX1:0040AOOO ; lPSTR __ stdcall GetCommandlineA() 
UPX1:0040AOOO GetCommandlineA dd offset kerne132_GetCommandlineA 
UPX1:0040AOOO DATA XREF: UPXo:loC_40128F1'r 
UPX1: 0040AOOO ; start+l WO 
UPX1:0040A004 RtlFreeHeap dd offset ntdll_RtlFreeHeap ; DATA XREF: UPXO:004011E41'r 
UPX1:0040A004 ; UPXO:0040120A1'r ... 
UPX1:0040A008 ; BOOl __ stdcall GetVersionExA(lPOSVERSIONINFOA IpVersionlnformation) 
UPX1:0040A008 GetVersionExA dd offset kerne132_GetVersionExA ; DATA XREF: UPXO:004011D41'r 
UPX1:0040AOOC RtlAllocateHeap dd offset ntdll_RtlAllocateHeap ; DATA XREF: UPXO:004011B31'r 
UPX1: 0040AOOC ; sub 305E98+D1'r ••• 
UPX1:0040A010 ; HANDLE __ stdcall GetProcessHeap() 
UPX1:0040A010 GetProcessHeap dd offset kerne132_GetProcessHeap ; DATA XREF: UPXO:004011AA1'r 
UPX1:0040A014 RtlEnterCriticalSection dd offset ntdll_RtlEnterCriticalSection 
UPX1:0040A014 DATA XREF: sub_401S64+341'r 
UPX1:0040A014 ; sub_4015AO+271'r ••• 

532 Chapter 25 

Here the script has done the work of renaming each import table entry, 
but IDA has added function prototypes for each function whose type infor­
mation IDA is aware of. Note that no type information would be visible if the 
library name prefix had not been stripped from each function name. The 
renimp.idcscript can fail to properly extract an imported function name when 
the name of the module in which the function resides contains an underscore. 
The ws2_32 networking library is a well-known example of a module whose 
name happens to contain an underscore. Special handling ofws2_32 takes 
place within renimp.idc; however, any other module whose name contains an 
underscore will cause renimp.idc to parse function names incorrectly. 

An alternative approach for deriving name information involves search­
ing memory for the file headers associated with a function address and then 



parsing the export table described in those headers to locate the name of the 
function being referenced. This is essentially a reverse lookup of a function 
name given the function's address. An IDC script (RebuildImports.idc) based 
on this concept is available on the book's website. Rebuildlmports.idcmay be 
executed in lieu of renimp. idc with nearly identical results. Rebuildlmports. ide 
does not suffer from the same problems faced by renimp.idcwhen dealing 
with modules whose names contain an underscore character. 

The effect of naming each import table entry properly carries through 
to the disassembly itself, as shown in the following automatically updated 
disassembly listing: 

UPXO:00403C5B call 
UPXO:00403C61 test 
UPXO:00403C63 jnz 
UPXO:00403C65 call 
UPXO:00403C6A mov 
UPXO:00403C6C call 

ds:RtiFreeHeap 
eax, eax 
short loc_ 403C7B 
sub30230F 
esi, eax 
ds:RtlGetLastWin32Error 

The name of each renamed import table entry is propagated to all 
locations from which imported functions are called, making the disassembly 
far more readable. It is at this point that, once the import table has been 
properly formatted, you should take a memory snapshot in order to migrate 
all of the name changes into the database. 

Hiding the Debugger 
A popular method of preventing the use of debuggers as de-obfuscation tools 
is debugger detection. The authors of obfuscation tools understand just as well 
as you do that debuggers are useful for undoing their handiwork. In response, 
they often take measures to prevent their tools from running if the tools 
detect the presence of a debugger. We discussed a few debugger-detection 
methods in Chapter 21. As mentioned in Chapter 21, Nicolas Falliere's 
article "Windows Anti-Debug Reference,,5 contains an excellent summary 
of a number of Windows-specific techniques for detecting the presence of 
a debugger. You can counter several of these detection techniques using a 
simple IDC script to start your debugger session and automatically configure 
some breakpoints. 

In order to launch a debugging session from IDC, we begin with the 
following two lines of IDC: 

RunTo(BeginEA(»; 
GetDebuggerEvent(WFNE_SUSP, -1); 

These statements launch the debugger, requesting to break on the entry 
point address, and then wait for the operation to complete (strictly speaking, 
we should test the return value of GetDebuggerEvent as well). Once our script 

5 Please see http://www.securityfocus.com/infocus/ 1893. 
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regains control, we have an active debugger session, and the process we 
wish to debug is mapped into memory along with all libraries upon which 
it depends. 

The first debugger detection we will bypass is the IsDebugged field of the 
process environment block (PEB). This is a I-byte field, set to the value I 
if the process is being debugged and 0 otherwise. The field lies two bytes 
into the PEB, so all we need to do is find the PEB and patch the proper byte 
to the value O. This is also happens to be the field tested by the Windows API 
function IsDebuggerPresent, so we manage to kill two birds with one stone in 
this case. Locating the PEB turns out to be rather simple, as the EBX register 
contains a pointer to the PEB upon entry to the process. The following IDC 
statement makes the appropriate patch: 

PatchByte(EBX + 2, 0); IISet PEB.IsDebuggerPresent to zero 

Another technique mentioned in Falliere's article involves testing 
several bits in another field of the PEB named NtGlobalFlags. The bits relate 
to the operation of a process's heap and are set to I when a process is being 
debugged. The following IDe code retrieves the NtGlobalFlags field from the 
PEB, resets the offending bits, and stores the flags back into the PEB. 

globalFlags = Dword(EBX + Ox68) & -Ox70; 
PatchDword(EBX + ox68, globalFlags); 

Ilread and mask PEB.NtGlobalFlags 
Ilpatch PEB.NtGlobalFlags 

Several techniques in Falliere's article rely on differences in information 
returned by system functions when a process is being debugged as opposed 
to when a process is not being debugged. The first function mentioned in 
the article is NtQuerylnformationProcess, found in ntdll.dll. Using this function, 
a process may request information regarding its ProcessDebugPort. If the process 
is being debugged, the result is non-zero; ifit is not being debugged, the 
result should be zero. One way to avoid detection in this manner is to set a 
breakpoint on the return from NtQuerylnformationProcess. In order to auto­
matically locate this instruction, we take the following steps: 

1. Look up the address of NtQuerylnformationProcess. 

2. Ask IDA to create a function at this address. Note that the function will 
not generally be disassembled, as there may be no calls to the function. 

3. Once IDA has created a function, query the function's attributes to 
obtain the end address of the function. 

4. Subtract 3 from the end address to find the beginning of the return 
instruction, and set a breakpoint at this address. We subtract 3 because 
this function ends with a 3-byte ret 14h instruction as opposed to a I-byte 
ret instruction. 

5. Modify the breakpoint's attributes to prevent execution from stopping 
on the breakpoint, and add a condition function to be executed each 
time the breakpoint is hit. 



I!,·· " 

Step 1 turns out to be the trickiest step. First, we need to remember that 
the desired function will be named ntdll_NtQueryInformationProcess in the 
debugger. Second, it turns out that a bug in IDA prevents us from looking up 
this symbol name automatically. While this bug will be fixed in future versions 
of IDA,6 we need our code to work now. The problem relates to the fact 
that this function also happens to be named ZwQueryInformationProcess 
(ntdll_ZwQueryInformationProcess within the debugger). IDA applies both 
names to the function's address, but only ZwQueryInformationProcess may 
successfully be looked up in IDC. Taking the bug into account, all of these 
actions can be implemented by the following IDC statements: 

func = LocByName("ntdll_ZwQueryInformationProcess"); 
MakeFunction(func, BADADDR); Ilcan't find end until a function exists 
end = GetFunctionAttr(func, FUNCATTR_END) - 3; Ilcompute address of ret 
AddBpt(end); 
SetBptAttr(end, BPT_BRK, 0); Ildon't stop 
SetBptCnd(end, "bpt_NtQueryInformationProcessO"); "run this function on break 

What remains is for us to implement the breakpoint function that will 
keep the debugger hidden from an inquiring process. The prototype for 
NtQueryInformationProcess is shown here: 

NTSTATUS WINAPI NtQueryInformationProcess( 
__ in HANDLE ProcessHandle, 

o __ in PROCESSINFOCLASS ProcessInformationClass, 
49 __ out PVOID ProcessInformation, 

o 
49 
e 

__ in ULONG ProcessInformationLength, 
__ out_opt PULONG ReturnLength 

); 

Information about a process is requested by providing an integer query 
identifier in the ProcessInformationClass parameter O. Information is returned 
via the user-supplied buffer pointed to by the Process Information parameter •. 
A caller may pass the enumerated constant ProcessDebugPort (value 7) in 
order to query the debugging status of a given process. If a process is being 
debugged by a user-space debugger, the return value passed via the supplied 
pointer will be non-zero. If the process is not being debugged, the return value 
will be zero. A breakpoint function that always sets the ProcessDebugPort return 
value to zero is shown here: 

#define ProcessDebugPort 7 
static bpt_NtQueryInformationProcess() 

auto pJet; 
if (Dword(ESP + 8) == ProcessDebugPort) {Iltest ProcessInformationClass 

p_ret = Dword(ESP + 12); II ProcessInformation, this is a pointer 
if (pJet) { 

6 Please see http://www.hex-rays.com/forum/viewtopic.php ?j=6&t=2068 (forum registration 
required). 
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PatchDword(p_ret, 0); //fake no debugger present 
} 

} 
} 

Recall that this function executes when the ret instruction for NtQuery­
InformationProcess is reached. At this point, the stack pointer is pointing 
to the function return address, which lies on top of the five arguments to 
NtQueryInformationProcess. The breakpoint function begins by examining 
the value of the ProcessInformationClass to determine whether the caller 
is requesting ProcessDebugPort information O. If the caller is requesting 
ProcessDebugPort, the function continues by retrieving the return value 
pointer e, testing that it is non-null e, and finally storing a return value 
of zero" to make it appear that no debugger is attached. 

Another function mentioned in Falliere's article is NtSetInformationThread 
(which is a wrapper for ZwSetInformationThread), which is also found in ntdll.dU. 
The prototype for this function is shown here: 

NTSTATUS NtSetInformationThread( 
IN HANDLE ThreadHandle, 

); 

IN THREADINFOCLASS ThreadInformationClass, 
IN PVOID ThreadInformation, 
IN ULONG ThreadInformationLength 

The anti-debug technique involves passing the value ThreadHideFromDebugger 
in the ThreadInformationClass parameter, which causes a thread to be detached 
from a debugger. Bypassing this technique involves the same basic setup as 
the previous example, except in this case we will set a breakpoint on the first 
instruction of NtSetInformationThread because, unlike NtQueryInformationProcess, 
which performs a simple query, we cannot allow NtSetInformationThread to 
execute and actually detach a thread from the debugger. The resulting setup 
code is shown here: 

func = LocByName("ntdll_ZwSetInformationThread"); 
AddBpt(func)j //break at function entry 
MakeFunction(func, BADADDR); 
SetBptAttr(func, BPT_BRK, 0); //don't stop 
SetBptCnd(func, "bpt_NtSetInformationThread()")j 

The associated breakpoint function is shown here: 

#define ThreadHideFromDebugger oxll 
static bpt_NtSetInformationThread() { 

tt if (Dword(ESP + 8) == ThreadHideFromDebugger) 
e EAX = OJ 
~ EIP = GetFunctionAttr(EIP, FUNCATTR_END) -

} 
} 

if/test ThreadInformationClass 
//STATUS_SUCCESS 

3; //jump to end of function 



In this instance, the function is triggered as soon as it is entered. Since 
we wish to prevent the function from executing if the caller is attempting to 
detach from the debugger, we test the value of the ThreadlnformationClass 
parameter 0 and bypass the function body if the user has specified Thread­
HideFromDebugger. Bypassing the function body is accomplished by setting our 
desired return value 8 and modifying the instruction pointer to point to the 
function's return instruction •. 

The last function that we will discuss, and whose use as an anti-debug 
technique is also discussed in Falliere's article, is outputOebugStringA from 
kerne132.dll. The prototype of this function is shown here: 

void WINAPI OutputDebugStringA( 
__ in_opt LPCTSTR lpOutputString 

); 

In this example, WINAPI is a synonym for _stdcall and is used to specify 
the calling convention employed by OutputDebugStringA. Strictly speaking, 
this function has no return value, as specified by the void return type in its 
prototype; however, according to the article, this function returns 1 when no 
debugger is attached to the calling process, and it "returns" the address of 
the string passed as a parameter if it is called while a debugger is attached 
to the calling process. Under normal circumstances, _stdcall functions that 
do return a value return that value in the EAX register. Since EAX must hold 
some value when OutputDebugStringA returns, it can be argued that this is the 
return value of the function; however, since the official return type is void, 
there is no documentation or guarantee as to what value EAX may actually 
hold in this case. This particular anti-debug technique simply relies on the 
observed behavior of the function. One solution to the observed change in 
return values is to ensure that EAX contains 1 whenever OutputDebugStringA 
returns. The following IDC code implements this technique: 

func = LocByName(" kerne132 _ OutputDebugStringA"); 
MakeFunction(func, BADADDR); 
end = GetFunctionAttr(func, FUNCATTR_END) - 3; 
AddBpt(end); 
SetBptAttr(end, BPT_BRK, 0); //don't stop 
/Ifix the return value as expected in non-debugged processes 

o SetBptCnd(end, "EAX = 1"); 

This example uses the same technique for automatically locating the end 
of the OutputDebugStringA function that we used in the preceding examples. 
However, in contrast to the preceding example, the work that needs to be 
done when the breakpoint is hit is simple enough to be specified in an IDC 
expression 0 (rather than requiring a dedicated function). In this case, 
the breakpoint expression modifies (note this is assignment rather than 
comparison) the EAX register to ensure that it contains 1 when the function 
returns. 
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A script (HideDebugger. ide) that combines all of the elements presented 
in this section into a useful tool for simultaneously initiating debugging 
sessions and implementing measures to combat anti-debugging attempts is 
available on the book's website. For more information on hiding the presence 
of the debugger, please see Ilfak's blog, where he presents several hiding 
techniques.7 

Dealing with Exceptions 
Occasionally, programs expect to handle any exceptions generated during 
their execution. As we saw in Chapter 21, obfuscated programs often go so 
far as to intentionally generate exceptions as both an anti-control flow 
technique and an anti-debug technique. Unfortunately, exceptions are 
often indicative of a problem, and the purpose of debuggers is to assist you 
in localizing problems. Therefore, debuggers typically want to handle all 
exceptions that occur when a program is running in order to help you find 
bugs. 

When a program expects to handle its own exceptions, we need to 
prevent the debugger from intercepting such exceptions, or, at a minimum, 
once an exception is intercepted, we need a means to have the debugger 
forward the exception to the process at our discretion. Fortunately, IDA's 
debugger has the capability to pass along individual exceptions as they occur 
or to automatically pass along all exceptions of a specified type. 

Automated exception processing is configured via the Debugger ~ 
Debugger Options command; the resulting dialog is shown in Figure 25-4. 

Figure 25-4: The Debugger Setup dialog 

7 Please see http://hexblog. com/2005 /ll/simple_trick_to_hide_ida_debug.htm~ http://hexblog.com/ 
2005/11/stealth_plugin_1.html, and http://hexblog.com/2005/ 11/the_ultimate_stealth_method_1.htmL 



In addition to several events that can be configured to automatically 
stop the debugger and a number of events that can be automatically logged 
to IDA's message window, the Debugger Setup dialog is used to configure 
the debugger's exception-handling behavior. The Edit button opens the 
Exceptions configuration dialog shown in Figure 25-5. 

Figure 25-5: The Exceptions configuration dialog 

For each exception type known to the debugger, the dialog lists an 
operating system-specific exception code, the name of the exception, 
whether the debugger will stop the process or not (Stop/No), and whether 
the debugger will handle the exception or automatically pass the exception 
to the application (Debugger/Application). A master list of exceptions and 
default settings for handling each exception is contained in <IDADIR>/cJg/ 
exceptions.cfg. In addition, the configuration file contains messages to be 
displayed whenever an exception of a given type occurs while the debugger 
is executing a process. Changes to the debugger's default exception­
handling behavior may be made by editing exceptions.cJgwith a text editor. 
In exceptions.cJg, the values stop and nostop are used to indicate whether the 
debugger should suspend the process or not when a given exception occurs. 

Exception handling may also be configured on a per-process basis by 
editing individual exceptions via the Exceptions configuration dialog. To 
modify the debugger's behavior for a given exception type, right-click the 
desired exception in the Exceptions configuration dialog, and select Edit. 
Figure 25-6 shows the resulting Exception Handling dialog. 

Figure 25-6: The Exception Handling dialog 

Two options, corresponding to the two configurable options in 
exceptions.cJg, may be configured for any exception. First, it is possible to 
specify whether the debugger should stop the process when an exception 
of the specified type occurs or whether the debugger should handle the 
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exception and allow the execution to continue. It is important to under­
stand that the debugger has only default exception-handling behavior for 
exceptions that are typically related to debugging, such as breakpoint and 
single-step exceptions. For most other exception types, choosing not to stop 
the process typically results in an infinite exception-generation loop, as the 
debugger does not known how to handle the exception properly. 

The second configuration option allows you to decide whether a given 
exception type should be passed to the application being debugged in order 
for the application to have a chance to process the exception using its own 
exception handlers. When the proper operation of an application depends 
on such exception handlers being executed, you should choose to pass the I! 
associated exception types to the application. This may be required whenll 
analyzing obfuscated code such as that generated by the tElock utility (which ;Il 
registers its own exception handler) described in Chapter 21. Note that 
enabling the Pass to application option for an exception type overrides the 
Stop program option for that exception type when the exception is properly 
handled by the application. In other words, if an application properly handles 
an exception that has been passed to it by the debugger, the debugger will 
not stop that application in conjunction with the exception regardless of 
whether the Stop program option is enabled or not. 

A shortcoming of IDA's current debugger (version 5.2 as of this writing) 
is that it provides no means for passing along single instances of an exception 
to the process being debugged. Consider an integer divide-by-zero exception, 'iii 
for example. Using the Pass to application option, we can pass all instances:'::1 
of this exception to the application for handling. With Stop program, we 
stop on all instances of a divide-by-zero exception. There is no middle ground. 
When we choose Stop program as our default exception-handling strategy, 
there is no way to pass along the exception that stopped the program to the 
program and continue execution. Such a capability is available in OllyDbg 
and gdb for instance, and, according to Ilfak,8 it may be included in future 
versions of IDA. This capability is extremely useful for tracing unpackers 
that intentionally generate exceptions as an anti-reverse engineering 
measure. In such cases, we rarely want to give the unpacker the freedom to 
run unchecked that is granted via Pass to application, but we may want to 
pass along an exception to the application after the application has been 
stopped and we have had a chance to analyze what the application intends 
to do with the exception. 

Determining how an application will handle an exception requires that 
we know how to trace exception handlers, which in tum requires that we 
know how to locate exception handlers. Ilfak discusses tracing Windows SEH 
handlers in a blog post titled "Tracing exception handlers.,,9 The basic idea is 
to locate any interesting exception handlers by walking the application's list 
of installed exception handlers. For Windows SEH exceptions, a pointer to 
the head of this list may be found as the first dword in the thread environment 

8 Please see http://www.hex·mys.com/farum/viewtopic.php ?j=6&t=2071 &p=8715 (forum registration 
required). 

9 Please see http://www.hexblog.com/2005 /12/tracing..exception_handlRrs. htmL 
1 
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block (TEB). The list of exception handlers is a standard linked-list data 
structure that contains a pointer to the next exception handler in the chain 
and a pointer to the function that should be called to handle any exception 
that is generated. Exceptions are passed down the list from one handler to 
another until a handler chooses to handle the exception and notify the 
operating system that the process may resume normal execution. If none 
of the installed exception handlers choose to handle the current exception, 
the operating system terminates the process or, when the process is being 
debugged, notifies the debugger that an exception has occurred within the 
debugged process. 

Under the IDA debugger, TEBs are mapped to an IDA database section 
named TIB[NNNNNNNN], where NNNNNNNN is the eight-digit hexadecimal repre­
sentation of the thread's identification number. The following listing shows 
an example of the first dword in one such section: 

TIB[000009EO]:7FFDFOOO TIB_000009EO_ segment byte public 'DATA' use32 
TIB[000009EO]:7FFDFOOO assume cs:TIB_OOOO09EO_ 
TIB[000009EO]:7FFDFOOO ;org 7FFDFOOOh 

4t TIB[000009EO]:7FFDFOOO dd offset dword_22FFEO 

The first three lines show summary information about the segment, 
while the fourth line 0 contains the first dword of the section, indicating 
that the first exception handler record may be found at address 22FFEoh 
(offset dword_22FFEO). If no exception handlers were installed for this parti­
cular thread, the first dword in the TEB would contain the value OFFFFFFFFh, 
indicating that the end of the exception handler chain had been reached. In 
this example, examining two dwords at address 22FFEoh shows the following: 

OStack[oOOOO9EO]:OO22FFEO dword_22FFEO dd OFFFFFFFFh 
eStack[ooo009EO]:OO22FFE4 dd offset lOC_7CS39AAS 

; DATA XREF: TIB[OOOO09EO]:7FFDFOOO~o 

The first dword 0 contains the value OFFFFFFFFh, indicating that this 
is the last exception handler record in the chain. The second dword contains 
the address 7C839AA8h (offset lOC_7C839AA8), indicating that the function at 
loc_7C839AAS should be called to process any exceptions that may arise during 
the execution of the process. If we were interested in tracing the handling 
of any exceptions in this process, we might begin by setting a breakpoint at 
address 7C839AA8h. 

Because it is a relatively simple task to walk the SEH chain, a useful 
feature for the debugger to implement would be a display of the chain of 
SEH handlers that are installed for the current thread. Given such a display, 
it should be easy to navigate to each SEH handler, at which point you may 
decide whether you want to insert a breakpoint within the handler or not. 
Unfortunately, this is another feature available in OllyDbg that is not avail­
able in IDA's debugger. To address this shortcoming, we have developed an 
SEH chain plug-in, which, when invoked from within the debugger, will 
display the list of exception handlers that are installed for the current 
thread. An example of this display is shown in Figure 25-7. 
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Figure 25-7: The SEH Chain display 

This plug-in utilizes the SDK's choose2 function to display a nonmodal 
dialog that lists the current exception-handler chain. For each installed 
exception handler, the address of the exception-handler record (the two­

dword list record) and the address of the corresponding exception handler 
are displayed. Double-clicking an exception handler jumps the active dis­
assem bly view (either IDA View-EIP or IDA View-ESP) to the address of the 
SEH handler function. The entire purpose of this plug-in is to simplify the 
process of locating exception handlers. The source code for the SEH Chain 
plug-in may be found on the website for this book. 

On the flip side of the exception-handling process is the manner in 
which an exception handler returns control (if it chooses to do so) to the 
application in which the exception occurred. When an exception-handler 
function is called by the operating system, the function is granted access to 
all of the CPU register's contents as they were set at the moment the exception 
took place. In the process of handling the exception, the function may elect 
to modify one or more CPU register values prior to returning control to the 
application. The intent of this process is for an exception handler to be given 
the opportunity to repair the state of the process sufficiently so that the process 
may resume normal execution. If the exception handler determines that the 
process should be allowed to continue, the operating system is notified and 
the process's register values are restored, using any modifications made 
by the exception handler. As discussed in Chapter 21, some anti-reverse 
engineering utilities make use of exception handlers to alter a process's flow 
of execution by modifying the saved value of the instruction pointer during 
the exception-handling phase. When the operating system returns control 
to the affected process, execution resumes at the address specified by the 
modified instruction pointer. 

In his blog post on tracing exceptions, Ilfak discusses the fact that 
Windows SEH exception handlers return control to the affected process via 
the ntdll.dllfunction NtContinue (also known as ZwContinue). Since NtContinue 
has access to all of the process's saved register values (via one of its arguments), 
it is possible to determine exactly where the process will resume execution by 
examining the value contained in the saved instruction pointer from within 
NtContinue. Once we know where the process is set to resume execution, we 
can set a breakpoint in order to avoid stepping through operating system 



code and to stop the process at the earliest opportunity once it resumes 
execution. The following steps outline the process we need to follow: 

1. Locate NtContinue and set a nonstopping breakpoint on its first 
instruction. 

2. Add a breakpoint condition with this breakpoint. 

3. When the breakpoint is hit, obtain the address ofthe saved registers by 
reading the CONTEXT pointer from the stack. 

4. Retrieve the process's saved instruction pointer value from the CONTEXT 
record. 

5. Set a breakpoint on the retrieved address, and allow execution to 
continue. 

Using a process similar to the debugger-hiding script, we can automate 
all of these tasks and associate them with the initiation of a debugging session. 
The following code demonstrates launching a process in the debugger and 
setting a breakpoint on NtContinue: 

static mainO { 
auto func; 
RunTo(BeginEA(»; 
GetDebuggerEvent(WFNE_SUSP, -1); 

II func = LocByName("ntdll_NtContinue"); 
func = LocByName("ntdll_ZwContinue"); 
AddBpt(func); 

} 

SetBptAttr(func, BPT_BRK, 0); Ildon't stop 
SetBptCnd (func, "bpt _ NtContinue 0" ) ; 

The purpose of this code is simply to set a conditional breakpoint on the 
entry of NtContinue. The behavior of the breakpoint is implemented by the 
IDC function bpt_NtContinue, which is shown here: 

static bpt_NtContinue() { 
auto p_ctx, next_eip; 

o p_ctx = Dword(ESP + 4); Ilget CONTEXT pointer argument 
49 next_eip = Dword(p_ctx + oxB8); Ilretrieve eip from CONTEXT 
o AddBpt(next_eip); Ilset a breakpoint at the new eip 
o SetBptCnd(next_eip, "Warning(\"Exception return hit\") II 1"); 

} 

This function locates the pointer to the process's saved register context 
information 0, retrieves the saved instruction pointer value from offset oxB8 
within the CONTEXT structure e, and sets a breakpoint on this address •. In 
order to make it clear to the user why execution has stopped, a breakpoint 
condition (which is always true) is added to display a message to the user •. 
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We choose to do this because the breakpoint was not set explicitly by the user, 
and the user may not correlate the event to the return from an exception 
handler. 

This example represents a simple means of handling exception returns. 
Much more sophisticated logic could be added to the breakpoint function 
bpt_NtContinue. For example, if you suspect that an exception handler is 
manipulating the contents of debug registers, perhaps to prevent you from 
setting hardware breakpoints, you might opt to restore the values of the 
debug registers to known good values prior to returning control to the 
process being debugged. 

Summary 
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In addition to their obvious uses in tracking down bugs in software, debuggers 
may also be used as effective reverse engineering tools. For malware and 
obfuscated code analysis, the ability to utilize a single application for both 
static and dynamic analysis can save valuable time and the effort required to 
generate data with one tool that can be analyzed with a second tool. Given 
the wide variety of debuggers available today, IDA's debugger may not be the 
ideal choice for tracking down runtime problems in your applications. How­
ever, if you anticipate the need to conduct any reverse engineering of an 
application, or if you simply desire a high-quality disassembly to refer to 
during the debugging process, IDA's debugger may serve your needs well. 
In Chapter 26, we conclude the book by covering IDA's ability to remotely 
debug processes as well as to debug processes on platforms other than 
Windows. 



LINUX, OS X, AND REMOTE 
DEBUCiCiINCi WITH IDA 

Just as IDA is capable of executing on 
Windows, Linux, and OS X, it is capable 

of debugging applications on those three 
platforms as well. Over the last two chapters, 

we have covered the debugger from a Windows per­
spective. In this chapter, we will cover a few of the 
features ofIDA's debugger implementation for Linux and OS X as well as 
introduce IDA's facilities for remote debugging. With remote debugging it 
is possible to use the Windows GUI version of IDA as a frontend interface to 
debugging sessions on any platform on which IDA is supported. 

Console-Mode Debugging 

Console versions of IDA all contain a Debug menu similar to the Debugger 
menu present in the GUI version ofIDA. One difference you'll find is that 
debugger-specific displays are all accessed via the Debug ~ Open Subviews 
menu item. Available subviews include the registers display, breakpoints, 
watches, threads, modules, and stacktrace, all of which mimic their counter­
parts from the GUI debugger. The only Debug menu item that is specific 
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to the console mode debugger is the Debug ~ Show App Screen command, 
which toggles between the IDA debugger and the console output of the 
application that is being debugged. This menu item applies only to the 
Linux and OS X versions of IDA, though it is present (but disabled) in the 
Windows console version. 

When debugging a console-oriented application, the IDA debugger 
has some limitations with regard to providing input to the process being 
debugged. In the Windows console debugger, launching a console-mode 
application opens a new command window in which you can interact with 
the process while it is being debugged. The process sends its output to this 
window and reads its input from this window. For the Linux and OS X versions 
ofIDA, things are handled somewhat differently. When a console-mode 
application is being debugged on Linux or OS X, it is possible to view the 
output generated by the process by selecting the Debug ~ Show App Screen 
menu command. The debugger automatically switches to this view each time 
you start the process and automatically switches back each time the process is 
interrupted. In Linux, if the process reads data from standard input, you will 
be able to enter the data in this view. Unfortunately, there is a bug in the OS X 
implementation that prevents console applications from reading from stan­
dardinput while they are being debugged. Therefore, if you are debugging an 
OS X process that is waiting for input (from stdin) , you will not be able to 
provide input, and you will not be able to return to the debugger to interrupt 
the process being debugged. It is possible to open an additional terminal 
and send a signal, such as SIGINT, to the process being debugged. This can 
be done by determining the process ID for the process being debugged and 
using the kill command, as shown here: 

ida_mac:~ idauser$ ps I grep test_app 
556 pi SX 0:00.00 IUsers/idauser/idaadv/test_app 
569 p2 R+ 0:00.00 grep test_app 

ida_mac:~ idauser$ kill -INT 556 
ida_mac:~ idauser$ 

The signal will be caught by the debugger, which will then interrupt 
execution of the process being debugged. Unfortunately, it still won't solve 
the problem of getting input to that process. 

Ify<m intend to utilize the OS X console version of IDA for debugging, 
there are a few more items you should be aware of (current as of version 5.2). 
First, when you attempt to launch the debugger, you will receive the following 
warning: 

The mac_server file must be setgid procmod to debug Mac OS X applications. 
Please use the following commands to change its permissions: 

sudo chmod +sg mac_server 
sudo chgrp procmod mac_server 

The mac_server file being referred to is actually a remote debugging 
component and is being referred to erroneously in this message. In reality, 
for local debugging, it is the idal binary itself that needs to have its permissions 



and ownership modified as stated in the warning message. Simply substitute 
idal for mac_server in the two commands in order to set the appropriate 
permissions and ownership for idal. In addition, according to Ilfak, l as x 
Leopard refuses to load IDA's local debugger module because of the fact 
that idalhas setgid permissions and it wants to utilize @executabk_path (the 
location of the idal binary) as its library path in order to locate its debugger 
module. The related error message appears here: 

dyld: Library not loaded: @executable_path/libida.dylib 
Referenced from: IUsers/idauser/idaadv/idal 
Reason: unsafe use of @executable_path in IUsers/idausr/idaadv/idal with setuid binary 

As a workaround, if you must use the as x console version for 
debugging on Leopard, you can launch IDA's remote debugging server 
on your local host and simply connect to localhost/127.0.0.1 from your 
IDA session. 

Remote Debugging with IDA 

All versions ofIDA ship with server components designed to facilitate remote 
debugging sessions. One of the principal advantages of remote debugging is 
the ability to use the Windows GUI debugger interface as a frontend for any 
debugging session. For the most part, other than initial setup and establishing 
the connection to the remote debugging server, remote debugging sessions 
differ little from local debugging sessions. One thing to keep in mind, 
however, particularly with the Linux and as x de buggers, is that these 
components are among the newer features of IDA and may occasionally 
display peculiar behavior. 

Remote debugging begins by launching IDA's debugging server 
component on the computer on which a process is to be debugged. The 
server components are included with your IDA distribution and are named 
win32_remote.exe, linux_server, and macserverfor the three operating systems 
that IDA supports. The 64-bit versions of each server are also available for use 
with 64-bit versions of IDA. In order to perform remote debugging on any 
platform, the only component you are required to execute on that platform 
is the appropriate server component. It is not necessary to install a full version 
ofIDA on the remote platform. In other words, if you intend to use a Windows 
version of IDA as your debugging client, and you wish to remotely debug 
Linux applications, the only file, other than the binary that is being debugged, 
that you need to copy to and execute on the Linux system is linux_server.2 

1 Please see http://UfWw.hex--rays. com/forum/viewtopic.php ?j=6&t=2072&p=8718 (forum registration 
required). 

2 Note that the *_server binaries distributed with IDA depend on a number of shared libraries. 
For example, many newer Linux distributions no longer installlibstdc++.so.5. In order to run 
the linux_server binary, you may need to installlibstdc++5, compat-Iibstdc++, or a similar package 
for your particular distribution. You can use Idd (or otool -L on OSX) to list these dependencies. 
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Regardless of the platform you intend to run the server on, the server 
components accept three command-line options, as listed here: 

-p<port number> is used to specify an alternate TCP port for the server 
to listen on. The default port is 23946. Note that no space should be 
entered between the -p and the port number. 

-P<password> is used to specify a password that must be supplied in order 
for a client to connect to the debug server. Note that no space should 
be entered between the -P and the provided password. 

-v places the server in verbose mode. 

There is no option to restrict the IP address on which the server listens. 
Once a server has been launched, IDA may be executed from any operating 
system and used to provide a client interface to that server; however, a server 
can handle only one active debugging session at any given time. If you wish 
to maintain several simultaneous debugging sessions, you must launch 
several instances of the debugging server on several different TCP ports. 

Note that when launching macserveron OS X for the first time, you may 
receive the following warning (the same warning shown previously): 

The mac_server file must be setgid procmod to debug Mac OS X applications. 
Please use the following commands to change its permissions: 

sudo chmod +sg mac_server 
sudo chgrp procmod mac_server 

You must follow the warning's instructions and set group ownership 
and permissions on the mac server binary before you can use the server for 
remote debugging on OS X. 

From the client perspective, remote debugging is initiated by specifying 
a server hostname and ports via the Debugger ~ Process Options command, 
as shown in Figure 26-1. This action must be performed prior to starting or 
attaching to the process you intend to debug. 

Figure 26-7: The debugger process options dialog 



While this figure is taken from the Windows GUI version of IDA, each 
of the console versions of IDA makes use of a similar text-based dialog for 
specifying process options. The first four fields in this dialog apply to both 
local and remote debugging sessions, while the Hostname, Port, and Password 
fields apply only to remote debugging sessions. The fields of this dialog are 
summarized here. 

Application The full path to the application binary that you wish to 
debug. For local debugging sessions, this is a path in the local filesystem. 
For a remote debugging session, this is the path on the debugging server. 
If you choose not to use a full path, the remote server will search its cur­
rent working directory. 

Input file The full path to the file that was used to create the IDA data­
base. For local debugging sessions, this is a path in the local filesystem. 
For a remote debugging session, this is the path on the debugging server. 
If you choose not to use a full path, the remote server will search its cur­
rent working directory. 

Directory The working directory in which the process should be 
launched. For local debugging, this directory must exist in the local 
filesystem. For remote debugging, this is a directory on the debugging 
server. 

Parameters Used to specify any command-line parameters to be passed 
to the process when it is started. Note that shell metacharacters (such as 
<, >, and I) are not honored here. Any such characters will be passed to 
the process as command-line arguments. Thus it is not possible to launch 
a process under the debugger and have that process perform any sort of 
input or output redirection. 

Hostname The hostname or IP address of the remote debugging 
server. Leave this field blank for local debugging sessions. 

Port The TCP port number on which the remote debugging server is 
listening. 

Password The password expected by the remote debugging server. 
Note that any data entered into this field appears exactly as entered, 
making it possible for the password to be viewed by anyone who can 
observe your display. Further, this password is transmitted to the remote 
server as plain text, making it observable by anyone who can intercept 
your network packets. 

If you happen to be analyzing a binary that will not run on the platform 
on which you happen to be running IDA (for example an ELF binary opened 
in a Windows version of IDA), then attempting to initiate a debugging 
session on that binary will cause IDA to automatically open the debugger 
options dialog in order for you to specify a hostname and port for remote 
debugging. 
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At first glance, the Application and Input File fields in Figure 26-1 may 
seem to be identical. When the file opened in your IDA database is the same 
as the executable file that you wish to run on the remote computer, then 
these two fields will hold the same value. However, in some cases, you may 
wish to debug a library file (such as a DLL) that you are analyzing in an IDA 
database. It is not possible to debug a library file directly because library files 
are not standalone executables. In such cases, you will set the Input File field 
to the path of the library file. The Application field must be set to the name 
of an application that makes use of the library file that you wish to debug. 

Exception Handling During Remote Debugging 
In Chapter 25 we discussed the IDA debugger's handling of exceptions and 
how to modify the debugger's exception-handling behavior. During remote 
debugging sessions, the debugger's default exception-handling behavior is 
dictated by the exceptions.cfgfile that resides on the client machine (the 
machine on which you are actually running IDA). This allows you to modify 
exceptions.cfgand reload the changes via the Debugger Setup dialog (see 
Figure 25-4) without the need to access the remote server. 

Using Scripts and Plug-ins During Remote Debugging 
During a remote debugging session, it remains possible to utilize scripts and 
plug-ins to automate debugging tasks. Any scripts or plug-ins that you choose 
to execute will run within IDA in the client machine. IDA will in turn handle 
any actions that are required to interact with the remote process, such as 
setting breakpoints, querying state, or resuming execution. From the script's 
perspective, all behaviors will appear just as if the debugging session was 
taking place locally. The only thing to remember is to make sure that your 
scripts and plug-ins are tailored to the architecture on which the target process 
is running and not the architecture on which the IDA client is running (unless 
they happen to be the same). In other words, if you are running the Windows 
version of IDA as a GUI client for remote debugging on Linux, do not expect 
your Windows debugger-hiding script to do you any good. 

Summary 
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As with all of its disassembly views, IDA's console and remote debugging 
views are meant to provide a consistent (as consistent as possible between 
GUI and console versions) user interface regardless of the platform you 
choose to utilize for running IDA. Once you have a feel for using IDA's 
debugger locally, you should experience essentially no differences when you 
decide to use the debugger remotely. One of the big advantages of this is the 
fact that you may continue to use the Windows GUI interface (or any other 
IDA client you prefer) while debugging on alternative operating systems. 



U5IN(; IDA FREEWARE 4.9 

In late 2007, Hex-Rays released a significant 
upgrade to its free version of IDA; moving 

from version 4.3 to version 4.9. The freeware 
version of IDA is a reduced-capability application 

that typically lags behind the latest available version of 
IDA by several generations and contains substantially 
fewer capabilities than the commercial equivalent of the same version. 
Thus, not only does the freeware version lack any features introduced in 
more recent versions of IDA, it also contains fewer capabilities than the 
commercial version ofIDA version 4.9. 

The intent of this appendix is to provide an overview of the capabilities 
of IDA freeware and point out some of the differences in behavior that you 
may expect to encounter between the freeware version and the uses of IDA 
described throughout this book (which targets the latest commercial version 
of IDA). Before getting started, note that Hex-Rays also makes available a 
demo version of the latest commercial version ofIDA that is reduced in func­
tionality in many of the same ways as the freeware version, with the additional 



step that it is not possible to save your work using a demo version of IDA. 
Also, the demo version will time out at random intervals, requiring that you 
restart it (without saving your work!) if you wish to resume the demonstration. 

Restrictions on IDA Freeware 
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If you wish to use the freeware version ofIDA, you must abide by (and, 
perhaps, put up with) the following restrictions and reduced functionality: 

• The freeware version is for noncommercial use only. 

• The freeware version is available only as a Windows GUI. 

• The freeware version lacks all features introduced in later versions of 
IDA, including all SDK and scripting features that were introduced in 
versions 5.0 and later. 

• On startup, a PDF brochure touting the virtues of the latest version 
of IDA will be displayed. You can disable this feature for subsequent 
startups. 

• IDA 4.9 was the last version of IDA prior to the introduction of the 
graph-based disassembly navigator in version 5.0, so graph view is not 
available. 

• The freeware version ships with substantially fewer plug-ins than the 
commercial versions. 

• The freeware version can disassemble only x86 code (it has only one 
processor module). 

• The freeware version ships with only seven loader modules that cover 
common x86 file types, including PE, ELF, MS-DOS, COFF, and a.out. 
Loading files in binary format is also supported. 

• The freeware version includes only a few type libraries common to x86 
binaries, including those for GNU, Microsoft, and Borland. 

• The freeware version ships with significantly fewer IDC scripts. 

• Add-ons such as the FLAIR tools and the SDK are not included. 

• Debugging is allowed only for local Windows processes/binaries. No 
remote debugging capability is available. 

The look and feel ofIDA's freeware version reflects the look and feel of 
all commercial versions. For the features that are present in the freeware 
version, the behaviors are identicalto the behaviors described throughout 
the book regarding the commercial version of IDA. Thus, IDA freeware is an 
excellent way to get acquainted with IDA prior to committing to a purchase. 
In noncommercial settings such as academic environments, IDA freeware 
offers an outstanding opportunity to learn the basics of disassembly and 
reverse engineering as long as the restriction to x86 only is not a problem. 



Using IDA Freeware 

For basic tasks involving x86 disassembly of common file types, IDA freeware 
may offer all the capabilities that you require. It is when you find yourself 
with the need for some of IDA's more advanced features that the freeware 
version begins to come up short. This is particularly true regarding the cre­
ation of FLIRT signatures and the creation and use of IDA plug-ins. The 
FLAIR utilities (see Chapter 12) and the IDA SDK (see Chapter 16) are 
available only to registered users of commercial versions of IDA, making it 
difficult for freeware users to take advantage of these capabilities. 

If you are interested in FLIRT signatures, note that the freeware version 
is capable of processing signatures generated by the 4.9 and later versions of 
the FLAIR utilities (if you can get your hands on these utilities or have some­
one generate the signatures for you). The SDK is a somewhat different matter. 
Even if you manage to locate a copy of version 4.9 ofIDA's SDK, plug-ins 
compiled with an unmodified version of the 4.9 SDK are not compatible with 
IDA freeware. This is because the freeware utilizes a completely different 
method of exporting functions from the core IDA libraries and so requires 
a different set of import libraries than are included in the SDK in order to 
link properly. This topic has been discussed in various reverse engineering 
forums. 1 Available solutions require a modified SDK, which may be hard to 
come by. Therefore, users hoping to try out various well-known plug-ins (see 
Chapter 23) may need to contact the authors of those plug-ins to see if they 
have any means of producing binary versions of their plug-ins that are 
compatible with IDA freeware. 

1 Please see http://www.woodmann.com/forum/showthread.php?tzl0756. 
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IDC/SDK CROSS-REFERENCE 

The following table serves to map IDC 
scripting functions to their SDK imple­

mentation. The intent of this table is to help 
programmers familiar with IDC understand how 

similar actions are carried out using SDK functions. 
The need for such a table arises for two reasons: 
(1) IDC function names do not map cleanly to their SDK counterparts, 
and (2) in some cases a single IDC function is composed of several SDK 
actions. This table also exposes some of the ways in which the SDK utilizes 
netnodes as a means of storing information into an IDA database. Specifically, 
the manner in which netnodes are utilized to implement IDC arrays becomes 
evident when we review the IDC array-manipulation functions. 

The table attempts to keep SDK descriptions brief. In doing so, error­
checking code has been omitted, along with many c++ syntactic elements 
(notably {} braces). Many of the SDK functions return results by copying 
data into caller-supplied buffers. These buffers have been left undeclared for 
brevity. For consistency, such buffers have been named buf, and their size, 
in most cases, is assumed to be 1,024 bytes, which is the value of the IDA 5.2 
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SDK's MAXSTR constant. Finally, variable declarations have been used only 
where their use adds to an understanding of the example. Undeclared 
variables are most frequently the IDe function input parameters as named 
in the corresponding reference pages within IDA's built-in help system. 

IDC Function 

AddBpt 

AddBptEx 

AddCodeXref 

AddConstEx 

AddE ntryPoint 

AddEnum 

AddHotkey 

AddSourceFile 

AddStrucEx 

AddStrucMember 

AltOp 

AnalyzeArea 

Analysis 

AppendFchunk 

ApplySig 

AskAddr 

AskFile 

Askldent 

AskSeg 

AskLong 

AskSelector 

AskStr 

AskYN 

AttachProcess 

AutoMark 

AutoMark2 

AutoShow 

AutoUnmark 

Batch 

BeginEA 

SDK Implementation 

Ilmacro for AddBptEx(ea, 0, BPT_SOFT} 

add_bpt(ea, size, bpttype}j 

add_cref(From, To, flowtype}j 

add_const(enum_id, name, value, bmask}j 

add_entry(ordinal, ea, name, makecode}j 

add_enum(idx, name, flag}j 

add_idc_hotkey(hotkey, idcfunc}j 

add_sourcefile(eal, ea2, filename}j 

add_struc(index, name, is_union}; 

typeinfo _ t mt; 
Ilcalls an internal function to initialize mt using typeid 
add_struc_member(get_struc(id), name, offset, flag, &mt, 
nbytes}; 

get_forced_operand(ea, n, buf, sizeof(buf}}; 
return qstrdup(buf); 

analyze_area(sEA, eEA}j 

Ilmacro 

append_func_tail(get_func(funcea}, eal, ea2}j 

ea_t addr = defvalj 
askaddr(&addr, "%s", prompt): 
return addrj 

return qstrdup(askfile_c(forsave, mask, "%s", prompt}}j 

return qstrdup(askident (defval, "%5", prompt)} j 

sel_t seg = defvalj 
askseg(&sel, "%s", prompt): 
return val; 

sval_t val = defvalj 
asklong(&val, "%5", prompt): 
return valj 

return ask_selector(sel)j 

return qstrdup(askstr(HIST_CMT, defval, "%s", prompt»j 

return askyn_c(defval, "%s", prompt}j 

return attach-process(pid, event_id)j 

Ilmacro, see AutoMark2 

auto_mark_range(start, end, queuetype)j 

Ilmacro, see SetCharPrm 

11*** undocumented function 
autoUnmark(start, end, type}j 

::batch = batchj 

Ilmacro, see GetLongPrm 



IDC Function SDK Implementation 

Byte return get_full_byte(ea)j 

CanExceptionContinue return get_debug_event()->can_contj 

ChooseFunction return choose_func(ea, -l)->startEAj 

Cmtlndent //macro, see SetCharPrm 

COlllllents 

COlllllentEx 

Compile 

CreateArray 

DelArrayElement 

DelBpt 

DelCodeXref 

DelConstEx 

DelEnum 

DelExtLnA 

DelExtLnB 

DelFixup 

DelFunction 

DelXML 

DelHashElement 

DelHiddenArea 

DelHotkey 

DelLineNumber 

DelSelector 

DelSourceFile 

DelStruc 

DelStrucMember 

DeleteAll 

DeleteArray 

Demangle 

DetachProcess 

Dfirst 

DfirstB 

Dnext 

DnextB 

Dword 

EnableBpt 

//macro, see SetCharPrm 

get_cmt(ea, repeatable, buf, sizeof(buf»j 
return qstrdup(buf)j 

CompileEx(filename, true, errbuf, sizeof(errbuf»j 

qsnprintf(buf, sizeof(buf), "$ idc_array %s", name)j 
net node n(buf, 0, true)j 
return (nodeidx_t)nj 

net node n(id).supdel(idx, tag)j 

del_cref(From, To, undef)j 

del_const(enum_id, value, serial, bmask)j 

net node n(ea).supdel(n + 1000)j 

net node n(ea).supdel(n + 2000)j 

del_fixup(ea)j 

del_xml(path)j 

netnode n(id)j 
n.hashdel(idx)j 

hidden_areas->del_area(ea, true)j 

del_selector(sel)j 

del_sourcefile(ea)j 

while (segs->get_area_qty(» 
del_segm(segs->getn_area(o), O)j 

FlagsDisable(o, inf.ominEA)j 
FlagsDisable(inf.omaxEA, OxFFFFFFFF)j 

net node n(id).kill()j 

demangle_name(buf, sizeof(buf), name, disable_mask)j 
return qstrdup(buf)j 

detach-process()j 

enable_bpt(ea, enable)j 
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IDC Function 

EnableTracing 

Eval 

Exec 

Exit 

ExtLinA 

ExtLinB 

Fatal 

FindBinary 

FindCode 

Find Data 

FindExplored 

FindFuncEnd 

Find Immediate 

FindSelector 

FindText 

FindUnexplored 

FindVoid 

FirstFuncFchunk 

FirstSeg 

GenCallGdl 

GenFuncGdl 

GenerateFile 

GetArrayElement 

GetArrayld 

GetBmaskCmt 

GetBmaskName 
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SDK Implementation 

if (trace_level == 0) 
return enable_step_trace(enable); 

else if (trace_level == 1) 
return enable insn trace(enable); 

else if (trace_l~vel := 2) 
return enable_func_trace(enable); 

idc_value_t v; 
calcexpr(-l, expr, &v, errbuf, sizeof(errbuf»; 

call_system(command); 

qexit(code) ; 

netnode n(ea).supset(n + 1000, line); 
setFlbits(ea, FF_lINE); 

netnode n(ea).supset(n + 2000, line); 
setFlbits(ea, FF_lINE); 

error(format, ••. ); 

ea_t endea = (flag & SEARCH_DOWN) ? inf.maxEA : inf.minEA; 
return find_binary(ea, endea, str, getDefaultRadix(), flag); 

return find_code(ea, flag); 

return find_data(ea, flag); 

return find_defined(ea, flag); 

func_t f; 
find_func_bounds(ea, Sf, FIND_FUNC_DEFINE); 
return f->endEA; 

return find_imm(ea, flag, value); 

return find_selector(val); 

return find_text(ea, y, x, str, flag); 

return find_unknown(ea, flag); 

return find_void(ea, flag); 

get_func(funcea)->startEA; 

return segs->getn_area(o)->startEA; 

gen_simple_call_chart(outfile, "Building graph", title, flags)j 

func_t *f = get_func(eal); 
gen_flow-Eraph(outfile, title, f, eal, ea2, flags); 

gen_file(type, file_handle, eal, ea2, flags); 

net node n(id); 
if (tag == 'A') return n.altval(idx); 
else if (tag == '5') 

n.supstr(idx, buf, sizeof(buf»; 
return qstrdup(buf); 

qsnprintf(buf, sizeof(buf), "$ ide_array %s", name); 
net node n(buf); 
return (nodeidx_t)n; 

get_bmask_cmt(enum_id, bmask, repeatable, buf, sizeof(buf»j 
return qstrdup(buf); 

get_bmask_name(enum_id, bmask, buf, sizeof(buf»j 
return qstrdup(buf)j 



IDC Function 

GetBptAttr 

GetBptEA 

GetBptQty 

GetCharPrm 

GetColor 

GetConstBmask 

GetConstByName 

GetConstCmt 

GetConstEnum 

GetConstEx 

GetConstName 

GetConstValue 

GetCurrentline 

GetCurrentThreadId 

GetDebuggerEvent 

GetDisasm 

GetEntryOrdinal 

GetEntryPoint 

GetEntryPointQty 

GetEnum 

GetEnumCmt 

GetEnumFlag 

GetEnumldx 

GetEnumName 

GetEnumQty 

SDK Implementation 

bpt_t bpt; 
if (get_bpt(ea, &bpt) == 0) return -1; 
if (bpattr == BPTATTR_EA) return bpt.ea; 
else if (bpattr == BPTATTR_SIZE) return bpt.size; 
else if (bpattr ==BPTATTR_TYPE) return bpt.type; 
else if (bpattr == BPTATTR_COUNT) return bpt.pass_count; 
else if (bpattr == BPTATTR_FlAGS) return bpt.flags; 
else if (bpattr == BPTATTR_COND) return qstrdup(bpt.condition)j 

bpt_t bpt 
return getn_bpt(n, &bpt) ? bpt.ea : -lj 

if (offset <= 191) 
return *(unsigned char*)(offset + (char*)&inf)j 

if (what == CIC ITEM) 
return get_c~lor(ea)j 

else if (what == CIC_FUNC) 
return get_func(ea)->color; 

else if (what == CIC_SEGM) 
return segs->get_area(ea)->colorj 

return oxFFFFFFFFj 

get_const_cmt(const_id, repeatable, buf, sizeof(buf»j 
return qstrdup(buf)j 

return get_const(enum_id, value, serial, bmask)j 

get_const_name(const_id, buf, sizeof(buf»j 
return qstrdup(buf)j 

tag_remove(get_curline(), buf, sizeof(buf» 
return qstrdup(buf); 

return get_current_thread()j 

return wait_for_next_event(wfne, timeout)j 

generate_disasm_line(ea, buf, sizeof(buf»j 
tag_remove (buf, buf, 0); 
return qstrdup(buf)j 

return get_entry_ordinal(index)j 

return get_entry(ordinal)j 

return get_enum(name); 

get_enum_cmt(enum_id, repeatable, buf, sizeof(buf»j 
return qstrdup(buf); 

get_enum_name(enum_id, buf, sizeof(buf»j 
return qstrdup(buf)j 

GetEnumSize return get_enum_size(enum_id)j 

GetEventBptHardwareEa return get_debu&-event()->bpt.heaj 
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IDC Function SDK Implementation 

GetEventEa return get_debug_event()->eaj 

GetEventExceptionCode return get_debug_event()->exc.codej 

GetEventExceptionEa return get_debug_event()->exc.eaj 

GetEventExceptionlnfo return qstrdup(get_debug_event()->exc.info)j 

GetEventExitCode 

GetEventId 

GetEventInfo 

GetEventModuleBase 

GetEventModuleName 

GetEventModuleSize 

GetEventPid 

GetEventTid 

GetFchunkAttr 

GetFirstBmask 

GetFirstConst 

GetFirstHashKey 

GetFirstIndex 

GetFirstMember 

GetFirstModule 

GetFirstStrucldx 

GetFixupTgtDispl 

GetFixupTgtOff 

GetFixupTgtSel 

GetFixupTgtType 

Get Flags 

GetFpNum 

Get Frame 

GetFrameArgsSize 

GetFrameLvarSize 

GetFrameRegsSize 

return get_debug_event()->eidj 

return qstrdup(get_debug_event()->info)j 

return get_debug_event()->modinfo.basej 

return qstrdup(get_debu&-event()->modinfo.name)j 

return get_debu&-event()->modinfo.sizej 

return get_debug_event()->pidj 

return get_debug_event()->tidj 

func_t *f = funcs->get_area(ea)j 
return internol_get_ottr(f, attr)j 

netnode n(id).hash1st(buf, sizeof(buf»j 
return qstrdup(buf)j 

return net node n(id).sUp1st(tag)j 

module_info_t modinfoj 
get_first_module(&modinfo)j 
return modinfo.basej 

fixup_data_t fdj 
get_fixup(ea, &fd)j 
return fd.displacementj 

fixup_data_t fdj 
get_fixup(ea, &fd)j 
return fd.off 

fixup_data_t fd; 
get_fixup(ea, &fd)j 
return fd.selj 

fixup_data_t fdj 
get_fixup(ea, &fd)j 
return fd.typej 

getFlags(ea); 

11*** undocumented function ' 
char buf[16]j 
union {float fj double dj long double Id} valj 
get_many_bytes(ea, buf, len> 16 ? 16 : len)j 
ph.realcvt(buf, &val, (len » 1) - l)j 
return val; 

Ilmacro, see GetFunctionAttr 

Ilmacro, see GetFunctionAttr 

Ilmacro, see GetFunctionAttr 

Ilmacro, see GetFunctionAttr 



IDC Function 

GetFrameSize 

GetFuncOffset 

GetFunctionAttr 

GetFunctionCmt 

GetFunctionFlags 

GetFunctionName 

GetHash Long 

GetHashString 

GetIdaDirectory 

GetIdbPath 

GetInputFile 

GetInputFilePath 

GetLastBmask 

GetLastConst 

GetLastHashKey 

GetLastIndex 

GetLas tMember 

GetLastStrucldx 

GetLineNumber 

GetLocal Type 

GetLocal TypeName 

GetLongPrm 

GetManualInsn 

GetMarkComment 

GetMarkedPos 

GetMaxLocalType 

SDK Implementation 

int flags = GNCN_REQFUNC I GNCN_NOCOLOR; 
get_nice_colored_name(ea, buf, sizeof(buf),flags); 
return qstrdup(buf); 

func_t *f = get_func(ea); 
return internal_get_ attr( f, attr); 

return funcs->get_area_cmt(get_func(ea), repeatable); 

/ /macro, see GetFunctionAttr 

get_func_name(ea, buf, sizeof(buf»; 
return qstrdup(buf); 

netnode n(id) .hashval_Iong(idx); 

netnode n( id). hashval (idx, buf, sizeof(buf»; 
return qstrdup(buf); 

qstrncpy(buf, idadir(NULL), sizeof(buf»; 
return qstrdup(buf); 

qstrncpy(buf, database_idb, sizeof(buf»; 
return qstrdup(buf); 

getJoot _ filename(buf, sizeof(buf»; 
return qstrdup(buf); 

RootNode.valstr(buf, sizeof(buf»; 
return qstrdup(buf); 

netnode n(id) .hashlast(buf, sizeof(buf»; 
return qstrdup(buf); 

return netnode n(id). suplast(tag); 

return get_source _linnum( ea) ; 

const type_t *type; 
const p_list *fields; 
get_numbered_type(idati, ordinal, &type, &fields, 

NULL, NULL, NULL); 
char *name = get_numbered_type_name(idati, ordinal); 
qstring res; 
print_type_to_qstring(&res, 0, 2, 40, flags, idati, type, 

name, NULL, fields, NULL); 
return qstrdup(res .c_strO); 

return qstrdup(get_numbered_type_name(idati, ordinal»; 

if (offset <= 188) 
return *(int*)(offset + (char*)&inf); 

get_manual_insn(ea, buf, sizeof(buf»; 
return qstrdup(buf); 

curIoc loc.markdesc(slot, buf, sizeof(buf»; 
return qstrdup(buf); 

return curloc loc.markedpos(&slot); 

return get_ordinal_qty(idati); 
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IDC Function 

GetMemberComment 

GetMemberFlag 

GetMemberName 

GetMemberOffset 

GetMemberQty 

GetMemberSize 

GetMemberStrld 

GetMnem 

GetModuleName 

GetModuleSize 

GetNextBmask 

GetNextConst 

GetNextFixupEA 

GetNextHashKey 

GetNextIndex 

GetNextModule 

GetNextStrucldx 

GetOpType 

GetOperandValue 

GetOpnd 
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SDK Implementation 

tid_t m = get_member(get_struc(id), offset)->id; 
net node n(m).supstr(repeatable ? 1 : 0, buf, sizeof(buf»; 
return qstrdup(buf); 

return get_member(get_struc(id), offset)->flag; 

tid_t m = get_member(get_struc(id), offset)->id; 
get_member_name(m, buf, sizeof(buf»; 
return qstrdup(buf); 

get_struc(id)->memqty; 

member_t *m = get_member(get_struc(id), offset); 
return get_member_size(m); 

tid_t m = get_member(get_struc(id), offset)->id; 
return netnode n(m).altval(3) - 1; 

ua_mnem(ea, buf, sizeof(buf»; 
return qstrdup(buf); 

module_info_t modinfo; 
if (base == 0) 
get_first_module(&modinfo); 
else 

modinfo.base = base - 1; 
get_next_module(&modinfo); 

return qstrdup(modinfo.name); 

module_info_t modinfo; 
if (base == 0) 

get_first_module(&modinfo); 
else 

modinfo.base = base - 1; 
get_next_module(&modinfo); 

return modinfo.size; 

return get_next_const(enum_id, value, bmask); 

net node n(id).hashnxt(idx, buf, sizeof(buf»; 
return qstrdup(buf); 

return net node n(id).supnxt(idx, tag); 

module_info_t modinfo; 
modinfo.base = base; 
get_next_module(&modinfo); 
return modinfo.base; 

*buf = 0; 
if (isCode(get_flags_novalue(ea» 

ua_anao(ea) ; 
return cmd.Operands[nJ.type; 

Use ua_anaO to fill command struct then return 
appropriate value based on cmd.Operands[n].type 

*buf = 0; 
if (isCode(get_flags_novalue(ea» 

ua_outop2(ea, buf, sizeof(buf), n); 
tag_remove(buf, buf, sizeof(buf»; 
return qstrdup(buf); 



IDe Function 

GetOriginalByte 

GetPrevBmask 

GetPrevConst 

GetPrevFixupEA 

GetPrevHashKey 

GetPrevlndex 

GetPrevStrucldx 

GetProcessName 

GetProcessPid 

GetprocessQty 

GetprocessState 

GetReg 

GetRegValue 

GetSegmentAttr 

GetShortPrm 

GetSourceFile 

GetSpOiff 

GetSpd 

GetString 

GetStringType 

GetStrucComment 

GetStrucld 

GetStrucldByName 

GetStrucldx 

GetStrucName 

GetStrucNextOff 

GetStrucPrevOff 

GetStrucQty 

GetStrucSize 

GetThreadld 

GetThreadQty 

GetTrueName 

SDK Implementation 

return get_original_byte(ea); 

return get_prev_const(enum_id, value, bmask); 

net node n(id).hashprev(idx, buf, sizeof(buf»; 
return qstrdup(buf); 

return netnode n(id).supprev(idx, tag); 

process_info_t p; 
pid_t pid = get_process_info(idx, &p); 
return qstrdup(p.name); 

return get_process_info(idx, NULL); 

return getSR(ea, str2reg(reg»; 

regval_t r; 
getJe~val(name, &r); 
if (is_reg_integer(name» 

return (int)r.ival; 
else 

Ilmemcpy(result, r.fval, 12); 

segment_t *5 = segs->get_area(segea); 
return internal_get_attr(s, attr); 

if (offset <= 190) 
return *(unsigned short*)(offset + (char*)&inf); 

return qstrdup(get_sourcefile(ea»; 

return get_spd(get_func(ea), ea); 

if (len == -1) 
len = get_max_ascii_Iength(ea, type, true); 
get_ascii_contents(ea, len, type, buf, sizeof(buf»; 
return qstrdup(buf); 

return netnode n(ea).altval(16) - 1; 

get_struc_cmt(id, repeatable, buf, sizeof(buf»; 
return qstrdup(buf); 

return get_struc_id(name); 

get_struc_name(id, buf, sizeof(buf»; 
return qstrdup(buf); 

return getn_thread(idx); 

Ilmacro, see GetTrueNameEx 
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GetTrueNameEx 

GetType 

GetnEnum 

GetVxdFuncName 

GetXML 

GuessType 

HideArea 

HighVoids 

Indent 

IsBitfield 

IsEventHandled 

IsUnion 

ItemEnd 

ItemSize 

Jump 

LineA 

LineB 

LoadDebugger 

LoadTil 

LocByName 

LocByNameEx 

LowVoids 

MKJP 

MakeAlign 

MakeArray 

MakeByte 

MakeCode 

MakeComm 

MakeData 

MakeDouble 

MakeDword 
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return qstrdup(get_true_name(from, ea, buf, sizeof(buf»); 

get_ti(ea, tbuf, sizeof(tbuf), plist, sizeof(plist»; 
print_type_ to_one_line(buf, sizeof(buf), idati, 

tbuf, NULL, NULL, plist, NULL); 
return qstrdup(buf); 

return getn_enum(idx); 

11*** undocumented function 
get_vxd_func_name(vxdnum, funcnum, buf, sizeof(buf»; 
return qstrdup(buf); 

valut t res; 
getyml(path, ares); 
return res; 

guess_type(ea, tbuf, sizeof(tbuf), plist, sizeof(plist»; 
print_ type_to _one_line(buf, sizeof(buf), idati, tbuf, 

NULL, NULL, plist, NULL); 
return qstrdup(buf); 

add_hidden _area (start,end, description, header, footer ,color); 

Ilmacro, see SetLongPrm 

Ilmacro, see SetCharPrm 

return get_debug_eventO->handled; 

return get_struc(id)->is_unionO; 

jumpto(ea) ; 

netnode n(ea) .supstr(looo + num, buf, sizeof(buf»; 
return qstrdup(buf); 

netnode n(ea).supstr(20oo + num, buf, sizeof(buf»; 
return qstrdup(buf); 

load_debugger(dbgname, useJemote); 

return add_til2(name, 0); 

return get_name_ea(from, name); 

I Imacro, see SetLongPrm 

return «seg«4) + off); 

dOAlign(ea, count, align); 

typeinfo_t ti; 
flags_t f = get_flags_novalue(ea); 
get_typeinfo(ea, 0, f, &ti); 
asize_t sz = get_data_elsize(ea, f, &ti); 
do_data_ex (ea, f, sz * nitems, ti.tid); 

Ilmacro, see MakeData 

set_cmt(ea, cmt, false); 

do_data_ex(ea, flags, size, tid); 

Ilmacro, see MakeData 

Ilmacro, see MakeData 



IDC Function 

MakeFloat 

MakeFrame 

MakeFunction 

MakeLocal 

MakeNameEx 

MakeIMord 

MakePackReal 

MakeQword 

MakeRptCmt 

MakeStr 

MakeStructEx 

MakeTbyte 

MakeUnkn 

MakeUnknown 

MakeVar 

MakeWord 

MarkPosition 

MaxEA 

Message 

MinEA 

Name 

NameEx 

NextAddr 

NextFchunk 

NextFuncFchunk 

NextFunction 

NextHead 

SDK Implementation 

/ /macro, see MakeData 

func_t *f = get_func(ea); 
set_frame_size( f, lvsize, frregs, argsize); 
return f->frame; 

add_func(start, end); 

func_t *f = get_func(ea); 
if (*location ! = • [. ) 

addJegvar(f, start, end, location, name, NULL); 
else 

struc_t *fr = get_frame (f) ; 
int start = f->frsize + offset; 
if (get_member(fr, start» 

set_member_name(fr, start, name); 
else 

add_struc_member(fr, name, start, OX400, 0, 1); 

set_name(ea, name, flags) j 

/ /macro, see MakeData 

I/macro, see MakeData 

/ /macro, see MakeData 

set_cmt( ea, cmt, true) j 

int len = endea == -1 ? 0 : endea - ea; 
make_ascii_string(ea, len, current_string_type); 

net node n(strname); 
nodeidx_t idx = (nodeidx_t)n; 
if (size ! = -1) 

do_data_ex(ea, FF _STRU, size, idx); 
else 

size_ t sz = get_struc_size(get_strucO); 
dO_data_ex(ea, FF _STRU, sz, idx); 

/ /macro, see MakeData 

do_unknown(ea, flags); 

do_unknown_range(ea, size, flags); 

doVar(ea)j 

/ /macro, see MakeData 

curloc loc; 
loc.ea = eaj loc.lnnum = lnnumj loc.x = Xj loc.y = Y 
loc .mark(slot, NULL, comment); 

/ /macro, see GetLongPrm 

msg(format, ••• ) j 

I/macro, see GetLongPrm 

return qstrdup(get_name(-l, ea, buf, sizeof(buf»)j 

return qstrdup(get_name(from, ea, buf, sizeof(buf») j 

return nextaddr(ea); 

return funcs- >getn_area (funcs->get_next_area( ea» ->startEA; 

func_tail_iterator_t fti(get_func(funcea), tailea); 
return fti.nextO ? fti.chunkO.startEA : -1; 

return get_next_func(ea)->startEA; 

return next_head(ea, maxea)j 
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IDC Function 

NextNotTail 

NextSeg 

OpAlt 

OpBinary 

OpChr 

OpDecimal 

OpEnumEx 

OpHex 

OpHigh 

OpNot 

OpNumber 

OpOctal 

OpOff 

OpOffEx 

OpSeg 

OpSign 

OpStkvar 

OpStroffEx 

ParseTypes 

SDK Implementation 

int n = segs->get_next_area(ea)j 
return segs->getn_area(n)->startEAj 

set_forced_operand(ea, n, str)j 

set_op_type(ea, binflag(), n)j 
set_op_type(ea, charflag(), n)j 
set_op_type(ea, decflag(), n)j 

op_enum(ea, n, enumid, serial)j 

set_op_type(ea, hexflag(), n)j 

return op_offset(ea, n, REF_HIGH16, target); 

toggle_bnot(ea, n)j 

set_op_type(ea, octflag(), n)j 
if (base != oxFFFFFFFF) set offset(ea, n, base)j 
else noType(ea, n)j -

op_offset(ea, n, reftype, target, base, tdelta)j 

toggle_sign(ea, n); 

op_stkvar(ea, n)j 

op_stroff(ea, n, astrid, 1, delta)j 

int hti_flags = (flags a oX70) « 8)j 
if (flags a 1) hti_flags 1= HTI_FIL; 
parse_types2(input, (flags a 2) ? NULL printer_func, 

hti_flags)j 

PatchByte patch_byte(ea, value); 

PatchDword patch_long(ea, value)j 

PatchWord patch_word(ea, value)j 

PauseProcess suspend_process()j 

PopXML pop_xml()j 

PrevAddr return prevaddr(ea)j 

PrevFchunk return funcs->getn_area(funcs->get-prev_area(ea»->startEAj 

PrevFunction return get_prev_func(ea)->startEAj 

PrevHead return prev_head(ea, minea)j 

PrevNotTail return prev_not_tail(ea)j 

PushXML push_xml(path)j 

RefreshDebuggerMemory invalidate_dbgmem_config()j 
invalidate_dbgmem_contents(-l, -l)j 
if (dbg && dbg->stopped_at_debug_event) 

dbg->stopped_at_debug_event(true)j 

Refresh refresh_idaview_anyway()j 

RefreshLists callui(ui_list)j 

RemoveFchunk 

RenameArray 

RenameEntryPoint 

remove_func_tail(get_func(funcea), tailea)j 

qsnprintf(buf, sizeof(buf), "$ idc_array %s", name)j 
net node n(id).rename(newname)j 

rename_entry(ordinal, name); 



IDe Function 

Rfirst 

Rfirsto 

RfirstB 

RfirstBo 

Rnext 

RnextO 

RnextB 

RnextBO 

RunPlugin 

RunTo 

screenEA 

segAddrng 

segAlign 

segBounds 

SegByBase 

segByName 

segClass 

segComb 

segCreate 

segDefReg 

segDelete 

segEnd 

segName 

segRename 

segstart 

selEnd 

selstart 

Select Thread 

setArrayLong 

SDK Implementation 

return get_next_fcref_from(From, current)j 

run-plugin(load_plugin(name), arg)j 

set_segm_addressing(segs->get_area(ea), use32)j 

//macro, see setsegmentAttr 

if (segs->get_area(ea» 
set_segm_end(ea, endea, disable)j 
set_segm_end(ea, startea, disable); 

sel_t seg; 
atos(segname, *seg)j 
return seg; 

set_segm_class(segs->get_area(ea), class)j 

//macro, see setsegmentAttr 

segment_t s; 
s.startEA = startea; 
s.endEA = endeaj 
s.sel = setup_selector(base); 
s.bitness = use32; 
s.align = align; 
s.comb = comb; 
return add_segm_ex(&s, NULL, NULL, ADDsEG_NOsREG)j 

setDefaultRegisterValue (segs->get_area (ea), 
str2reg(reg), value); 

del_segm(ea, flags); 

//macro, see GetsegmentAttr 

segment_t *s = (segment_t*) segs->get_area(ea)j 
get_true_segm_name(s, buf, sizeof(buf»; 
return qstrdup(buf); 

set_segm_name(segs->get_area(ea), "%s" , name); 

//macro, see GetsegmentAttr 

ea_t eal, ea2j 
read_selection(&eal, &ea2); 
return ea2j 

ea_t eal, ea2j 
read_selection(&eal, &ea2); 
return eal; 

select_thread(tid); 

netnode n(id).altset(idx, value); 
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SetArrayString 

SetBmaskCmt 

SetBmaskName 

SetBptAttr 

SetBptCnd 

SetCharPrm 

SetColor 

SetConstCmt 

SetConstName 

SetDebuggerOptions 

setEnumBf 

setEnumCmt 

setEnumFlag 

setEnumIdx 

setEnumName 

setFchunkAttr 

setFchunkOWner 

setFixup 

Set Flags 

setFunctionAttr 

setFunctionCmt 

setFunctionEnd 

Set Function Flags 

setHiddenArea 

setManualInsn 

setHashLong 

568 Appendix 6 

SDK Implementation 

net node n(id).supset(idx, str); 

set_bmask_cmt(enum_id, bmask, cmt, repeatable); 

bpt_t bpt; 
if (get_bpt(ea, &bpt) == 0) return; 
if (bpattr == BPTATTR_SIZE) bpt.size = value; 
else if (bpattr ==BPTATTR_TYPE) bpt.type = value; 
else if (bpattr == BPTATTR_COUNT) bpt.pass_count = value; 
else if (bpattr == BPTATTR_FLAGS) bpt.flags = value; 
update_bpt(&bpt); 

bpt_t bpt; 
if (get_bpt(ea, &bpt) == 0) return; 
qstrncpy(bpt.condition, cnd, sizeof(bpt.condition)); 
update_bpt(&bpt); 

if (offset >= 13 && offset <= 191) 
*(offset + (char*)&inf) = value; 

if (what == CIC_ITEM) 
set_item_color(ea, color); 

else if (what == CIC_FUNC) 
get_func(ea)->color = color; 
funcs->update(get_func(ea)); 

else if (what == CIC_SEGM) 
segs->get_area(ea)->color = color; 
segs->update(segs->get_area(ea)); 

return set_debugger_options(options); 

func_t *f = funcs->get_area(ea); 
internol_set_ottr(f, attr, value); 
funcs->update(f); 

set_tail_owner(funcs->get_area(tailea), funcea); 

fixup_data_t f = {type, targetsel, targetoff, displ}; 
set_fixup(ea, &f); 

setFlags(ea, flags); 

func_t *f = get_func(ea); 
internol_set_ottr(f, attr, value); 

funcs->set_area_cmt(get_func(ea), cmt, repeatable); 

func_setend(ea, end); 

Ilmacro, see setFunctionFlags 

hidden_area_t *ha = hidden_areas->get_area(ea); 
ha->visible = visible; 
update_hidden_area(ha); 

set_manual_insn(ea, insn); 

net node n(id).hashset(idx, value); 



IDC Function 

SetHashString 

SetLineNumber 

SetLocalType 

SetLongPrm 

SetMemberComment 

SetMemberName 

SetMemberType 

SetProcessorType 

SetReg 

SetRemoteDebugger 

SetRegValue 

SetSegmentAttr 

SetSegmentType 

SetSelector 

SetShortPrm 

SetSpOiff 

SetStatus 

SetStrucComment 

SetStrucIdx 

SetStrucName 

SDK Implementation 

net node n(id).hashset(idx, value); 

set_source_linnum(ea, Innum); 

if (input == NUll I I *input == 0) 
del_numbered_type(idati, ordinal); 

else 
qstring name; 
qtype type, fields; 
parse_decl(idati, input, &name, &type, &fields, flags); 
if (ordinal == 0) 

if (!name.empty()) 
get_named_type(idati, name.c_str(), 

NTF TYPE I NTF NOBASE, NUll, NUll, 
NULL, NUll, NULL, &ordinal); 

if (Iordinal) 
ordinal = alloc_type_ordinal(idati); 

set_numbered_type(idati, value, 0, name.c_str(), 
type.c_str(), fields.c_str(), 
NUll, NUll, NUll); 

if (offset >= 13 && offset (= 188) 
*(int*)(offset + (char*)&inf) = value; 

member_t *m = get_member(get_struc(ea), member_offset); 
set_member_cmt(m, comment, repeatable); 

typeinfo_t mt; 
II calls an internal function to initialize mt using typeid 
int size = get_data_elsize(-l, flag, &mt) * nitems; 
set_member_type(get_struc(id), member_offset, 

flag, &mt,size); 

set-processor_type(processor, level)j 

splitSRareal(ea, str2reg(reg), value, SR_user, false); 

set_remote_debugger(hostname, password, portnum); 

regval_t rj 
if (is_reg_integer(name)) 

r.ival = unsigned int)Varlong(value)j 
else 

memcpy(r.fval, VarFloat(value), 12)j 

set_re&-val(name, &r)j 

segment_t *s = segs->get_area(segea)j 
internal set attr(s, attr, value)j 
segs->update(s)j 

Ilmacro, see SetSegmentAttr 

set_selector(sel, value)j 

if (offset >= 13 && offset (= 190) 
*(short*)(offset + (char*)&inf) = valuej 

add_user_stkpnt(ea, delta); 

setStat(status)j 

set_struc_cmt(id, cmt, repeatable)j 

IDC/SDK Cross·Reference 569 



IDC Function 

SetType 

SetXML 

StartDebugger 

StepInto 

StepOver 

StepUntilRet 

StopDebugger 

StringStp 

Tabs 

TakeMemorySnapshot 

TailDepth 
Til2Idb 

Voids 

Wait 

Warning 

Word 

XrefShow 

XrefType 

atoa 

atol 
byteValue 

fclose 

fgetc 

filelength 

fopen 

form 

fprintf 

fputc 

fseek 

ftell 

hasName 

hasValue 

isBino 

isBinl 

isCharO 

isCharl 

isCode 

isData 
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SDK Implementation 

apply_cdecl(ea, type) 
if (get_aflags(ea) & AFL_TILCMT) 

set_ti(ea, "", NULL); 

set_xml(path, name, value)j 

start_process(path, args, sdir); 

Ilmacro, see SetCharPrm 

Ilmacro, see SetCharPrm 

Ilmacro, see SetLongPrm 

return tiI2idb(idx, type_name)j 

Ilmacro, see SetCharPrm 

autoWaitOj 

warning(format, ••• )j 

Ilmacro, see SetCharPrm 

Returns value of an internal global variable 

add_dref(From, To, drefType)j 

ea2str(ea, buf, sizeof(buf»j 
return qstrdup(buf)j 

return atol(str)j 
Ilmacro 

del_dref(From, TO)j 

qfclose(handle)j 

return qfgetc(handle)j 

return efilelength(handle)j 

return qfopen(file, mode)j 

internal_snprintf(buf, sizeof(buf), format, ••• )j 
return qstrdup(buf)j 

qfprintf(handle, format, ••• )j 

qfputc(byte, handle)j 

qfseek(handle, offset, origin)j 

return qftell(handle)j 

Ilmacro 

Ilmacro 

Ilmacro 

Ilmacro 

Ilmacro 

Ilmacro 

Ilmacro 

Ilmacro 



IDC Function 

isDecO 

isDecl 

isDefArgo 

isDefArgl 

isEnumO 

isEnuml 

isExtra 

isFlow 

isFopo 

isFopl 

isHead 

isHexo 

isHexl 

is Loaded 

isOcto 

isOctl 

isOffo 

isOffl 

isRef 

isSego 

isSegl 

isStkvaro 

isStkvarl 

isStroffo 

isStroffl 

isTail 

isUnknown 

isVar 

loadfile 

ltoa 

ord 

readlong 

readshort 

readstr 

rotate_left 

savefile 

SDK Implementation 

/ /macro 

/ /macro 

//macro 

//macro 

//macro 

/Imacro 

//macro 

//macro 

/ /macro 

//macro 

Ilmacro 

/ /macro 

/ /macro 

I/macro 

/ /macro 

/Imacro 

/ /macro 

/ /macro 

I/macro 

//macro 

//macro 

/ /macro 

/ /macro 

/ /macro 

/ /macro 

/ /macro 

/ /macro 

//macro 

linput_t *li = make_lin put (handle) ; 
file2base(li, pos, ea, ea + size, false); 
unmake _linput (li) ; 

Calls internal conversion routine 

return str[ol; 

unsigned int res; 
freadbytes(handle, ares, 4, mostfirst); 
return res; 

unsigned short res; 
freadbytes(handle, ares, 2, mostfirst); 
return res; 

qfgets(buf, sizeof(buf), handle); 
return qstrdup(buf); 

return rotate_left(value, count, nbits, offset); 

base2file(handle, pos, ea, ea + size); 

I/macro, see SetlongPrm 
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strlen 

strstr 

substr 

writelong 

writeshort 

writestr 

xtol 
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SDK Implementation 

Ilmacro, see SetLongPrm 

return strlen(str); 

return strstr(str, substr); 

Calls internal slice routine 

fwritebytes(handle, &dword, 4, mostfirst); 

fwritebytes(handle, award, 2, mostfirst)j 

qfputs(str, handle); 

return strtoul(str, NULL, 16)j 

11*** undocumented function (four underscores) 
Ilreturns database creation timestamp 
return RootNode.altval(RIDX_ALT_CTIME)j 



WHAT'S NEW IN IDA 5.3 

As this book was nearing completion, 
the beta release of IDA version 5.3 was 

announced. Fortunately, the IDA user inter-
face remains largely unchanged, and the contents 

of the book apply equally to the use of IDA 5.3. This 
appendix details some of the new features that have 
been introduced in the latest version of IDA. Some of 
the announced features are not available as part of the beta release but are 
discussed here based on information supplied by Hex-Rays. 1 In general, the 
changes present in version 5.3 offer additional or improved capabilities rather 
than drastic changes to any existing capabilities. 

1 Please see http://VIWW.hex--rays.com/idapro/53preview/index.htm. 



Redesigned Debugger 

All ofIDA's debugger modules have been redesigned to be multithreaded and 
now support multiple simultaneous debugging sessions. From a user-interface 
perspective, operation of the debugger remains the same as detailed in Chal' 
ters 24, 25, and 26, with a slight redesign of the register windows as the only 
visible distinguishing feature of the new debugger. IDA 5.3 adds support for 
debugging on the Apple iPhone and Symbian OS platforms. 

Type Library Support 

IDA provides type libraries in the form of . til files. In Chapter 13 we dis­
cussed the use of the File ~ Load File ~ Parse C Header File command to 
load additional type information from a C header file into an IDA database. 
Unfortunately, the newly parsed information was available only within the 
database for which it was parsed. Therefore Chapter 13 also presented a series 
of steps to be followed to obtain the resulting .tilfile and make it available for 
general use in any database. IDA 5.3 introduces a new utility named TILlS that 
performs the same function as the Parse C Header File command but inde­
pendently of any database. This results in the creation ofa . til file that can be 
dropped into <IDADIR>/tilfor use with any database. For users ofIDA 5.3, 
this utility makes obsolete the. til creation process presented in Chapter 13. 

New IDC Functions 

Several new IDC functions have been added in IDA 5.3. The m~ority of the 
new functions allow the debugger exception list to be examined and modi­
fied through the addition (DefineException) or deletion (ForgetException) 
of individual exception types. Any changes to the exception list apply only 
to the active IDA session and are not saved permanently to exceptions.cfg. 
Additional functions allow programmatic modification of IDA configuration 
settings (ChangeConfig) and finer control of threads within a process being 
debugged (SuspendThread, ResumeThread). 

New API/SDK Functionality 

574 Appendix t 

The IDA SDK has also been updated with version 5.3. Many of the new 
functions parallel the new functions and functionality added to IDC. The 
new SDK also contains several new notification messages that allow modules 
the opportunity to be informed of additional IDA events, including the 
creation and deletion of code and data cross-references. 

An interesting new feature in the 5.3 SDK is the ability to register an 
extemallanguage interpreter (such as Perl or Python) to be used as IDA's 
default expression evaluator in lieu of IDC using the register_extlang func­
tion, whose prototype is shown here: 

void idaapi register_extlang(const extlang_t *el) 



The extlan~t structure points to a user~efined calcexpr function (among 
others) that IDA calls each time an expression needs to be evaluated.2 In 
practice, a PLUGINJIX-type plug-in (see Chapter 17) might initialize an embed­
ded interpreter, using Py_Initialize,3 for example, initialize an extlang_t 
structure, and provide an implementation of a calcexpr function capable of 
passing IDA-supplied expressions to the embedded interpreter and then 
feeding the interpreter-evaluated result back to IDA via parameters supplied 
to calcexpr. More information on registering an alternate interpreter may 
be found in the expr.hpp header file included with the 5.3 SDK. 

Summary 

Rather than representing sweeping changes, IDA 5.3 offers incremental 
improvements in a number of areas ranging from simple bug fixes to 
improved analysis algorithms, updated type libraries and signatures, and 
support for more platforms. Users of previous versions of IDA will find the 
move to IDA 5.3 painless. 

2In most cases, values entered into IDA dialog boxes, such as the Jump to Address dialog, are 
treated and evaluated as IDC expressions., 

S Please see http://www.python.org/doc/ext/embedding.html. 
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I N D E X

NOTE Page numbers followed by n refer to 
footnotes.

Symbols
$ (dollar sign), in AT&T assembly 

syntax, 9
// comments, IDC command dialog 

and, 254
% symbol, in AT&T assembly syntax, 9
; (semicolon)

for comments, 108
for IDC statements, 252–253

A
Abort command, 205
accept_file function, 349
activation record, 67n. See also stacks, 

frames
add_auto_stkpnt2 function, 378
AddBpt function, 512, 556
AddBptEx function, 512, 556
AddCodeXref function, 556
AddConstEx function, 556
add_dref function, 570
add_entry function, 353
AddEntryPoint function, 556
AddEnum function, 556
AddHotkey function, 258, 556
add_segm function, 302, 303, 352
add_segm_ex function, 302
AddSourceFile function, 556
add_struc function, 301
AddStrucEx function, 556
add_struc_member function, 301
AddStrucMember function, 556
add_til functions, 356
add_til2 function, 356
add_types function, 356–357

allins.hpp file, 235
alset function, 294
AltOp function, 556
altvals, 291, 292
AMD64 processor, IDA support for, 33
Amini, Pedram, 204n, 485
ana function, 371
ana.cpp file, 371
Analysis function, 556
analysis.idc script, 196
AnalyzeArea function, 556
analyzer, in processor module, 366, 

371–376
anterior lines, for comments, 110
anti-debugging, and x86emu plug-in, 

454–455
anti-dynamic analysis techniques, 

433–437
debugger detection, 435–436
debugging prevention, 436–437
instrumentation detection, 435
virtualization detection, 433–435

anti–reverse engineering, 418, 542
anti–static analysis techniques, 418–432

disassembly desynchronization, 
418–421

dynamically computed target 
addresses, 421–427

imported function obfuscation, 
428–432

targeted attacks on analysis tools, 432
API functions, signature information 

for, 228
AppendFchunk function, 556
application, for debugging process 

setup, 549
ApplySig function, 556
ar-style libraries, extracting information 

from, 232
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area control block, 304
areacb_t data structure, 303
area.hpp file, 285, 303
area_t struct, 296
arg_ prefix for function parameters, 97
arithmetic instructions, 11
ARM processor, 48
Array size dialog, 127
arrays, 126–128

globally allocated, 132–133
heap-allocated, 135–136
IDC functions for manipulating, 

256–257
iterating over contents for netnodes, 

294–295
member access, 131–136
in netnode, 289

storing primary value within, 291
stack-allocated, 133–135
of structures, 141–142

arrows window, in text view, 67
ASCII string data window, 125
ASCII strings, 69

determining reference to, 168
ash global variable, 385
AskAddr function, 556
AskFile function, 260, 556
askfile_c function, 299
AskIdent function, 556
AskingUsingForm_c function, 299–300
AskLong function, 556
AskSeg function, 556
AskSelector function, 556
AskStr function, 260, 556
askstr function, 299
AskUsingForm_c function, 331
AskYN function, 260, 556
askyn_c function, 299
ASM files, 242–243
asms array, 387
asm_t structure, 388
ASPack, 426
ASProtect, 426
Assemble Instruction dialog, 239–241
assembler, 4
assembly code, custom, 91
assembly languages, 4

creating mnemonic list for dis-
assembly module, 367

emulating behavior, 274–277
asynchronous interaction, with 

debugger, 519

AT&T format, 8–9
atoa function, 570
atol function, 261, 570
attaching debuggers, to running 

process, 498–499
AttachProcess function, 556
attributes of functions, editing, 117–120
auto keyword (IDC), 252
autocomments, 234

customizing, 112
autogenerated names, 69, 104

for named location, 106
auto.http file, 285
AutoMark function, 556
AutoMark2 function, 556
autonomous mode, for IDA, 196
AutoShow function, 556
AutoUnmark function, 556

B
backdoor communication channels, in 

virtualization platforms, 434
background color, of graph node, 185
backward navigation, 85
bad instruction <BAD> marks, 112–113
base address

of array, 132
of IDA image, modifying, 47
specifying for program, 341

base2file function, 354
basic blocks, 63n, 176, 177
Batch function, 556
batch-processing mode, 187, 195–196
BDS (Binary Diffing Suite), 467
BeginEA function, 556
beginner mode, for IDA, 206
big-endian CPU, 10n
bin directory, for SDK, 281
binary data file, 44
binary diffing, 467
Binary Diffing Suite (BDS), 467
Binary File, in loader list, 47
Binary File Descriptor library (libbfd), 24
binary files, 4

comparing changes in revision, 
466–467

vs. database files, 238
dynamic de-obfuscation, 522
loader for, 47–49
as only recognized file type, 337–338
release vs. debug, 412–414
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static de-obfuscation, 438–455
emulation-oriented 

de-obfuscation, 443–455
scripted-oriented de-obfuscation, 

438–443
stripping, 18

binary image, reverse enginnering, 339
binary large object (blob), 289n
binary reverse engineering, 417
binary searches, 101–102

for byte sequence, 473
BinDiff, 467
BinNavi, 186, 484
blacklist of users, 34
blob (binary large object), 289n
blocking operation, 280
blocks of code, signatures for 

identifying, 76
Borland tools

compiler, IDA and, 403
and FILE pointer, 354
free command-line compiler, 

410–411
Turbo Assembler (TASM), 9

BOUNDS problem, 78
BP-based frame, 119–120
bpt_NtContinue function, 543–544
branching instructions, 11–12, 171
breakpoint function, implementing, 

535–536
Breakpoint Settings dialog, 507
breakpoints, 177

in emulator operation, 446
in IDA debugger, 499, 505–508
software, 437

bss section, 72
btree nodes, netnode content 

storage in, 289
buffer overflow, 270, 470
Bug Scan appliance, 458
bugs, reporting, 58
BugScam, 463
build environment, configuring, 283
Burneye, 426

de-obfuscation, 448–453
program encryption with, 438–443

byte code, 4
Python, 364–365

Byte function, 259, 557
byte offset, to field, 145
byte_patched notification code, 316
bytes.hpp file, 285, 385

byteValue function, 570
byte_xxxxxx autogenerated names, 69

C
C

calling convention, 87–89
in nm utility output, 21
parsing declarations, 150–151
parsing header files, 151–152

C++
calling convention, 90
class definitions, 157–158
compilers

reverse enginnering references, 
165–166

type information embedded, 
163, 404

libraries, 280
reversing primer, 156–166

c++filt utility, 25
call flow, 64n, 169, 171
CALL instruction (x86), 86

emulator determination of target 
address, 450

callback function, 518–519
called functions, 86

recursive descent failure on return 
from, 12

calling conventions, 86, 87–91
alternative for different compilers, 

414–415
callui function, 299
CanExceptionContinue function, 557
canonical feature flags, 367
case sensitivity, in hex search, 102
catalog of named constants, 114
cdecl calling convention, 87
cdecl functions, 118
_cdecl modifier, 87
cfg directory, 38, 201
Change segment attributes dialog, 525
character buffer, writing display text 

into, 380
character-terminated strings, 124
charset function, 294
charval function, 294
charvals, 291, 294
C_HEADER_PATH option, in ida.cfg file, 203
checkbox controls, on forms, 333
choose function, 327
choose2 function, 327, 329–330, 542
ChooseFunction function, 557
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class connector function, 160n
.class file ( Java), magic numbers to 

identify, 16
classification tools, 16–20

file command, 16–18
PE Tools, 18–19
PEiD, 19–20

cleanup code, 161
closing database files, 52–53
cmd variable, 371
cmd.exe, terminal, 189
cmd.Operands array, 373, 376
CmtIndent function, 557
code

basic transformations, 110–122
code display options, 111–113
converting data to code, 121–122
formatting instruction operands, 

114–115
manipulating functions, 115–121

cleanup, 161
custom assembly, 91
display options, 111–113
obfuscated. See also obfuscated code 

analysis
and compiler identification, 214

signatures for identifying blocks, 76
code cross-references, 168, 169–171

IDA addition of, 462
IDC functions for, 264
SDK functions for, 303

CODE XREF, 169
collabREate, 488–491

capabilities by IDA version, 489
collapsed node demo, 186
collapsing blocks, 66
collisions. See FLIRT
color

assigning to node, 185
coding for names, 68
in IDA display, 207–208
in Linux console mode, 191
LST files with HTML tags, 245
in navigation band, 55
for output line portion, 380

COMMAND function, 517
command line, for IDA, 204
comment.cmt file, 235
CommentEx function, 267, 557
comments

customizing, 112
embedding in databases, 108–110

function, 110
IDC command dialog and, 254
IDC script for locating and 

tagging, 460
mangled names as, 162
for plug-ins, 311
predefined, with loadint utilities, 

234–236
for processor modules, 382–383
for signature files, 212
for structure field, 145
in text view, 67

Comments function, 557
compact_til function, 358
compilation, as lossy process, 5
Compile function, 557
compiler differences

alternative calling conventions, 
414–415

debug vs. release binaries, 412–414
jump tables and switch statements, 

400–404
main function location, 405–412
RTTI implementations, 404

compilers, 4
determining which for building 

executable, 19
identification

in IDA initial analysis, 51
and obfuscated code, 214

startup sequences, 76
validation, 7

compound statements, in IDC 
scripts, 253

compression
of database component files, 52
of obfuscated programs, 525

computer licenses, 33
concrete classes, 158
conditional branching instructions, 

11, 171
conditional breakpoints, 506

creating, 507
on NtContinue function, 543

conditional jumps, 64
in text view, 67

configuration files, 201–207
exceptions.cfg file, 539
ida.cfg file, 202–203
idagui.cfg file, 202, 203–206, 238, 251

hotkey configuration, 204–205
idatui.cfg file, 202, 206–207
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idauser.cfg file, 203
plugins.cfg file, 323

connect function, 129
console configuration file, 206–207
console version of IDA, 187–195

common features, 188–189
Linux console specifics, 190–192
OS X systems, 192–195

console-mode debugging, 545–547
constructor, actions, 161
CONTEXT structure (Windows), 422n, 424
context-sensitive menus, 62

for hex display, 72
for IDA summary view, 97–98

Continue command, in IDA 
debugger, 504

control flow
hiding, 422
and recursive descent assembly, 11

control flow graphs, 169
Cooper, Jeremy, 191
core fonts project, 197
corrupt database files, 49
C_PREDEFINE_MACROS option, in ida.cfg 

file, 203
CPU instruction pointer, and instruc-

tion classification, 11
CPU instructions, undocumented, 

112–113
CPU type, PE header indicating 

target, 341
Create a new segment dialog, 343
Create structure/union dialog, 144
CreateArray function, 256, 257, 295, 557
CREATE_BACKUPS option, in ida.cfg 

file, 202
create_filename_cmt funciton, 353
CreateNetnode function, 325–326
CreateThread function, 454
cross-references, 168–176

determining type of, 306
display window, 174
enumerating, 269–271, 306–308
generating from emulator, 377
graphs

custom, 181–184
legacy, 180–181

lists, 173–175
as navigational targets, 83
in text view, 67

current instruction location, 372

current position indicator, 55, 57
custom assembly code, 91
custom cross-reference graphs, 181–184
custom_ana notification code, 393
custom_emu notification code, 393
custom_mnem notification code, 393
custom_out notification code, 393
custom_outop notification code, 393
Cygwin tools for Windows, 16, 17

D
D, in nm utility output, 21
DarunGrim plug-in, 468
data

carousel, 123, 145
converting to code, 121–122
cross-references, 168, 171–173, 460

IDC functions for, 265
SDK functions for, 303–304

instructions mixed with, 8, 10
manipulation, IDC functions for, 

265–266
structures

layout of, 74
recognizing use, 131–142

transformations, 122–128
specifying data sizes, 123–124

data displays, 55, 62–71
Enums window, 75
Exports window, 73
Function Calls window, 77–78
Functions window, 74
Hex View window, 72

binary search of content 
portion, 101

synchronized with disassembly 
view, 72

IDA text view, 66–67
IDA View-EIP disassembly window, 

501–502
IDA View-ESP window, 502
IDA-View data display, 55, 62–67

graph view for, 63–66
opening multiple, 66
synchronized with hex view, 72

Imports window, 73
message window, 62, 69

in console-mode IDA, 188
dumping list of allocated heap 

blocks to, 454
in IDA Desktop, 56
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data displays, continued
Names window, 55, 62, 68–69

adding name to, 106
in IDA Desktop, 56, 57

Problems window, 78
Segments window, 75–76
Signature window, 76–77
Strings window, 55, 62, 70–71

in IDA Desktop, 56, 57
refreshing content, 442

Structures window, 74–75, 143
tool tips, 130n
Type Libraries window, 77

data flow analysis, 462–463
DATA XREF, 169
database addresses, dumping in file, 453
database events, 315
database files, 49–54

automated synchronization of 
changes for multiple users, 485

vs. binary files, 238
changing word in, 239
closing, 52–53
corrupt, 49
creating, 50–51
discarding changes, 53
emulator utilization of, 444
functions for accessing flags for 

address in, 385
IDA debugger and, 523–524
making changes to, 57–58
opening, and loading plug-in, 312
patching limitations, 240–241
reopening, 53–54
restoring after crash, 53
SDK functions for access, 298–299
searching, 100–102

IDC functions for, 266–267
text searches, 101

version incompatibility, 490
database names manipulation

IDC functions for, 262–263
SDK functions for, 300

database segments, emulator creation 
of, 445

database-patching menu, 204
datatypes, 122, 296–298

associating with variable, 130
information in initial analysis, 51

db, 100, 123
dbg.hpp file, 286, 517

dbs.py file (IDA Sync), 486, 487
dd, 100, 123
de-obfuscation. See also obfuscated code 

analysis
emulation-oriented, 443–455
emulator-assisted, 448–453
mark for end, 522
scripted-oriented, 438–443

dead listing, 24, 81
Debug application setup dialog, 

548–549
debug binaries, vs. release binaries, 

412–414
Debug menu
�Open Subviews, 545
�Show App Screen, 546

debug registers (x86), 424n
debugger events, 315
Debugger menu
�Attach to Process, 499
�Debugger Options, 538
�Module List, 503
�Process Options, 548
�Run, 499
�Run to Cursor, 499
�Stack Trace, 511
�Start Process, 499, 500
�Take Memory Snapshot, 524
�Tracing,�Instruction Tracing, 508

Debugger setup dialog, 538–539
debugger-assisted de-obfuscation, 

background, 522–523
debuggers, 15. See also IDA debugger

console-mode, 545–547
detection, 435–436
function naming scheme, 531
generating listings within, 7
hiding, 533–538
preventing, 436–437
redesign in version 5.3, 574
remote, 547–550
script to launch, 528–529

debugging information, objdump to 
display, 24

DECISION problem, 78
declarations, 67

parsing C structure, 150–151
decompilers, 5

Hex-Rays, 480
decompression, simple loops, 526–530
decryption, simple loops, 526–530
dedicated frame pointer, 94
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deep inspection tools, 27–29
.def file extension, 389
default magic file, 16
default name, of variable, 

reverting to, 105
DEFAULT_FILE_FILTER option, 206
DEFCON Capture the Flag binary, code 

extraction from, 275
#define directive, 114, 151, 254
DelArrayElement function, 257, 557
DelBpt function, 512, 557
DelCodeXref function, 557
DelConstEx function, 557
del_dref function, 570
DelEnum function, 557
DeleteAll function, 557
DeleteArray function, 257, 557
deleting

functions, 116
netnodes, 295–296

DelExtLnA function, 557
DelExtLnB function, 557
DelFixup function, 557
DelFunction function, 557
DelHashElement function, 557
DelHiddenArea function, 557
DelHotkey function, 557
DelLineNumber function, 557
DelSelector function, 557
DelSourceFile function, 557
DelStruc function, 557
DelStrucMember function, 557
DelXML function, 557
Demangle function, 557
Demangled C++ Names dialog, 162
demonstration copy of IDA, 33
demo_stackframe function, disassembly, 96
destructor, 160n, 161
desynchronization of disassembly, 

418–421, 425
DetachProcess function, 557
detail view, for function’s stack frame, 95
device drivers, platform dependence of 

code, 7
Dfirst function, 265, 557
DfirstB function, 265, 557
dialogs, 39

creating with SDK, 331–335
DIF files, IDA-generated, 244
diff utility, 466
DiffingSuiteSetup.exe, 467

directories. See also individual directory 
names

for created loader binaries, 355
for debugging process setup, 549
IDA layout, 37–39
for plug-ins, 319–320
for SDK, 281–283

disassemblers, 5, 28–29
disassembly

basics, 5
cross-reference information in 

listing, 169
desynchronization, 418–421

warning during, 529
determining where to begin, 9
line components, 111–113

IDC functions for, 267
options controlling lines, 202
output lines in listing, 380
process, 7–14

basic algorithm, 8–9
linear sweep disassembly, 9–11
recursive descent assembly, 11–14

purpose of tools, 6–7
structure notation for readability, 150
techniques to prevent, 522
theory, 4
window, 55. See also IDA-View data 

display
in console IDA, 188

disassembly manipulation
basic code transformations, 110–122

code display options, 111–113
converting data to code, 121–122
formatting instruction operands, 

114–115
manipulating functions, 115–121

basic data transformations, 122–128
arrays, 126–128
specifying data sizes, 123–124
strings, 124–126

comments, 108–110
names, 104–108

discarding changes to database files, 53
disclosure, of vulnerability to public, 465
discovery, of vulnerability, 465
diskio.hpp file, 351, 362
dispatcher function, 299
DISPLAY_COMMAND_LINE option, 204, 206, 251
DISPLAY_PATCH_SUBMENU option, 204, 206
displays. See data displays
diStorm utility, 28
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dll2idt.exe, 232
Dnext function, 265, 557
DnextB function, 265, 557
documentation

for IDA Pro, 34
searching through, 284

dollar sign ($), in AT&T assembly 
syntax, 9

dont_use_snprintf, 285
dos.ldw, 46
double word, 100
double-click navigation, 82–83
d_out function, 384
downloading, IDA purchased copy, 34
DR0–7 registers, 505
dummy names, 104. See also auto-

generated names
dumpbin utility, 23, 25

for obfuscation, 428
“dup” construct, 128
dw, 100, 123
Dword function, 259, 439, 557
dword_xxxxxx autogenerated names, 69
dynamic 

analysis, 6, 433
linking, 22–23
memory allocation, for heap-

allocated arrays, 135
dynamically computed target addresses, 

421–427
dynamically linked binary, 178
dynamic_cast operator, 164

E
EAX register, 11–12, 93
EBP (extended base pointer) 

register, 93
ECX register, 93

use in compiled C++, 157
Edit Function dialog, 118
Edit menu
�Comments, 108
�Expand Struct Type, 146
�Functions
�Create Function, 116
�Delete Function, 116

�Patch Program, 204, 238–241
�Assembler, 239
�Change Byte, 238–239

�Plugins, 316

�Segments
�Create Segment, 343, 345
�Move Current Segment, 344
�Rebase Program, 341

�Shrink Struct Type, 146
�Strings, 124
�Undefine, 121–122

EDX register, 93
eEye Digital Security, 467–468
elements, number in array, 127
ELF. See Executable and Linking 

Format (ELF)
#else directive, 255
embedded strings, searching for, 27, 101
emu function, 376
emu.cpp file, 376
Emulate menu�Windows�Set Import 

Address Save Point, 453
emulation-oriented de-obfuscation, 

443–455
emulator

database segments creation, 445
database utilization, 444
output generation in message 

window, 452
in processor module, 366, 376–379
for Python processor, 379

EnableBpt function, 557
EnableTracing function, 514, 558
encryption, of obfuscated programs, 525
end address, of functions, 118
endEA data member, 296
#endif directive, 255
entry points. See main function; program 

entry point
entry.hpp file, 286, 362
enumerated constants set, defined, 368
Enums window, 75
epilogue, of function, 87
Erdelyi, Gergely, 481
error handling, in IDC scripts, 255–256
ESC key, 62, 85
etc directory, for SDK, 282
Eval function, 558
event notification, in plug-ins, 315–316
exception handlers

in remote debugging, 550
tracing, 540–542
in Windows-oriented malware, 

422–424
Exception handling dialog, 539
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exceptions
in IDA debugger, 538–544
intentionally generating, 436
passing to application, 540

Exceptions configuration dialog, 539
exceptions.cfg file, 539
exclusions files, 222
EXE files, IDA-generated, 243–244
Exec function, 558
Executable and Linking Format (ELF), 8

file command information on, 17
loader, 395
search for instructions, 472

executable files, obfuscation, 19
execute breakpoints, 506
execution traces, 508
exe.sig file, 405
Exit function, 558
exploit-development process, 469–475

finding useful virtual addresses, 
473–475

instruction sequences location, 
472–473

for patched vulnerability, 466
stack frame breakdown, 470–472

export ordinal number, 73n
exported functions, enumerating, 272
Exports window, 73
expressions

for IDA breakpoint conditions, 
507–508

in IDC scripts, 252
expr.hpp file, 286, 325, 575
extended base pointer (EBP) register, 93
extlang_t structure, 575
ExtLinA function, 558
ExtLinB function, 558

F
Falliere, Nicolas, 436, 533–534, 536, 537
far address for flow, 169
far functions, 119
Fast Library Identification and Recog-

nition Technology. See FLIRT
fastcall convention (x86), 89–90
Fatal function, 558
fclose function, 261, 570
fgetc function, 262, 570
field names, in structures, 136
fields, adding to structure, 145

file analysis, for unknown file format, 
338–339

file command, 16–18
information on ELF, 17
limitations, 18

file extensions, configuration, 203
file headers, loading, 153
file input/output, IDC functions for, 

261–262
File menu
�IDC Command, 250
�IDC File, 250
�Load File
�FLIRT Signature File, 214, 223
�IDS File, 233
�Parse C Header File, 151

�Produce File, 241
�Create C File, 480
�Create EXE File, 347

file pointers, and IDA, 354
FILE stream, 354
file utility, 218–219
file2base function, 352, 353, 358
FileAlignment field, 342
FILE_EXTENSIONS option, 205, 206
filelength function, 262, 570
file-loading dialog, 337
Filemon utility, 435
filename extensions, 16
files, listing entry points into, 73
filetypes

associating extensions with, 205
identifying, 16, 45

FindBinary function, 266, 558
FindCode function, 266, 269, 558
FindData function, 266, 558
FindExplored function, 558
FindFuncEnd function, 558
FindImmediate function, 558
FindSelector function, 558
findStackBuffers function, 463–465
FindText function, 266, 558
FindUnexplored function, 558
FindVoid function, 558
first-generation programming 

languages, 4
FirstFuncFchunk function, 558
FirstSeg function, 558
fixed-argument functions, stdcall 

convention for, 89
fix_proc utility, 390
flagCalls function, 462
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flags, in Functions window, 74
flags field

for loader module, 349
for plug-ins, 311

FLAIR. See FLIRT
flair52.zip file, 216
Flake, Halvar, 186, 463
FLIRT (Fast Library Identification and 

Recognition Technology), 
38, 212

applying signatures, 212–216
collisions

resolution for, 223
in signature generation, 221

creating signature files, 216–225
f_LOADER file type, 395
floating-point values, in IDC scripts, 251
flowcharts, legacy, 177–178
flows, 169–171

colored arrows for, 64
Follow TCP Stream command 

(Wireshark), 476
FontForge, 197
fonts, 58

for Wine, 197
fopen function, 261, 570
for loops, 252
forking new project, in CollabREate, 491
form function, 261, 570
formatting, removing, 121
forms, creating customized with SDK, 

331–335
forums, 35
4-byte overwrite, 474
fourth-generation programming 

languages, 4
fprintf function, 262, 570
fpro.h file, 286
fputc function, 262, 570
frame pointer, 86n

dedicated, 94
delta, 119

frame.hpp file, 286, 300
FreeType, 197
freeware version of IDA, 32–33, 551–553

restrictions, 552
fseek function, 570
ftell function, 570
funcs.hpp file, 286, 300
func_t class, 296
Function Calls window, 77–78

function-oriented control flow 
graph, 184

functions, 85, 115–121
addresses, array as import table, 452
argument identification in initial 

analysis, 51
attributes of, editing, 117–120
augmenting information, 228–234
call graphs, 77, 169, 178–180
call instructions, 12
call tree, 77
calls, 86

cross-reference listing for, 175
chunks, 116–117, 296
comments, 110
creating, 115–116
debugger naming scheme for, 531
deleting, 116
enumerating, 268, 304–305
epilogue of, 87
finding callable address, 460–461
IDC mapped to SDK, 555–572
information in .ids files, 230
locating all with stack-allocated 

buffers, 463–465
in Name window, 68
neighbors of, 77
new in version 5.3, 574
overloading, mechanism for differen-

tiating versions, 25
overloaded versions of, 162
parameter placement on stack, 87
prologue of, 87
renaming based on signature, 

214–215
return instructions, 13–14
in SDK, 298–304

code cross-references, 303
data cross-references, 303–304
for database access, 298–299
database names manipulation, 300
function manipulation, 300–301
for manipulating, 300–301
segment manipulation, 302–303
structure manipulation, 301
user interface, 299–300

storing addresses of dynamically 
linked library, 474

tails, 117
tracing, 508
type signatures, generating, 229
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Functions window, 74
fuzzing, 6n

G
Gaobot worm, 19
garbage collection, 52
gcc/Cygwin binary, startup routine 

from, 408
gdb (GNU debugger), 11, 540

ptrace API use, 437
GDL (Graph Description 

Language), 176
gdl.hpp file, 286
GenCallGdl function, 558
General Registers window, 502–503
GenerateFile function, 558
GenFuncGdl function, 558
GetArrayElement function, 257, 558
GetArrayId function, 256, 558
GetBmaskCmt function, 558
GetBmaskName function, 558
GetBptAttr function, 513, 559
GetBptEA function, 512, 559
GetBptQty function, 512, 559
get_byte function, 298
GetCharPrm function, 559
GetColor function, 559
GetCommandLine function, 410, 411
GetConstBmask function, 559
GetConstByName function, 559
GetConstCmt function, 559
GetConstEnum function, 559
GetConstEx function, 559
GetConstName function, 559
GetConstValue function, 559
GetCurrentLine function, 559
GetCurrentThreadId function, 559
GetDebuggerEvent function, 514–515, 559
GetDisasm function, 267, 559
GetEntryOrdinal function, 272, 559
GetEntryPoint function, 272, 559
GetEntryPointQty function, 272, 559
GetEnum function, 559
GetEnumCmt function, 559
GetEnumFlag function, 559
GetEnumIdx function, 559
GetEnumName function, 559
GetEnumQty function, 559
GetEnumSize function, 559
GetEnvironmentStrings Windows API 

function, 411

GetEvent function, 514
GetEventBptHardwareEa function, 559
GetEventEa function, 560
GetEventExceptionCode function, 560
GetEventExceptionEa function, 560
GetEventExceptionInfo function, 560
GetEventExitCode function, 560
GetEventId function, 560
GetEventInfo function, 560
GetEventModuleBase function, 560
GetEventModuleName function, 560
GetEventModuleSize function, 560
GetEventPid function, 560
GetEventTid function, 560
GetFchunkAttr function, 560
GetFirstBmask function, 560
GetFirstConst function, 560
get_first_cref_from function, 303
get_first_cref_to function, 303
get_first_dref_from function, 303
get_first_dref_to function, 303
GetFirstHashKey function, 560
GetFirstIndex function, 560
GetFirstMember function, 560
GetFirstModule function, 560
GetFirstStrucIdx function, 560
GetFixupTgtDispl function, 560
GetFixupTgtOff function, 560
GetFixupTgtSel function, 560
GetFixupTgtType function, 560
GetFlags function, 560
GetFpNum function, 560
GetFrame function, 268, 560
get_frame function, 301
GetFrameArgsSize function, 560
GetFrameLvarSize function, 471, 560
GetFrameRegsSize function, 471, 560
GetFrameSize function, 561
get_func function, 300
getFuncAddr function, 460–461
get_func_name function, 300
GetFuncOffset function, 561
get_func_qty function, 300
GetFunctionAttr function, 263, 269, 561
GetFunctionCmt function, 561
GetFunctionFlags function, 274, 561
GetFunctionName function, 263, 561
GetHashLong function, 561
GetHashString function, 561
GetIdaDirectory function, 561
GetIdbPath function, 561
GetInputFile function, 272, 561
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GetInputFilePath function, 561
GetLastBmask function, 561
GetLastConst function, 561
GetLastHashKey function, 561
GetLastIndex function, 561
GetLastMember function, 561
GetLastStrucIdx function, 561
GetLineNumber function, 561
GetLocalType function, 561
GetLocalTypeName function, 561
get_long function, 298
GetLongPrm function, 561
getmainargs library function, 409
GetManualInsn function, 561
get_many_bytes function, 298
GetMarkComment function, 561
GetMaxLocalType function, 561
get_member function, 301
GetMemberComment function, 562
GetMemberFlag function, 562
GetMemberName function, 562
GetMemberOffset function, 268, 562
GetMemberQty function, 562
GetMemberSize function, 464, 562
GetMemberStrId function, 562
GetMnem function, 267, 562
GetModuleName function, 562
GetModuleSize function, 562
get_name function, 300
get_name_ea function, 300
getn_area function, 304
GetnEnum function, 564
get_next_area function, 304
GetNextBmask function, 562
GetNextConst function, 562
get_next_cref_from function, 303
get_next_cref_to function, 303
get_next_dref_from function, 303
get_next_dref_to function, 303
GetNextFixupEA function, 562
GetNextHashKey function, 562
GetNextIndex function, 562
GetNextModule function, 562
GetNextStrucIdx function, 562
getn_next_func function, 300
getnseg function, 302
getopcode.c program, 472
GetOperandValue function, 267, 562
GetOpnd function, 267, 562
GetOpType function, 267, 562
get_original_byte function, 298
GetOriginalByte function, 563

get_original_long function, 299
get_original_word function, 299
GetPrevBmask function, 563
GetPrevConst function, 563
GetPrevFixupEA function, 563
GetPrevHashKey function, 563
GetPrevIndex function, 563
GetPrevStrucIdx function, 563
GetProcAddress function, 428, 430, 451, 

452n, 530
GetProcessName function, 563
GetProcessPid function, 563
GetProcessQty function, 563
GetProcessState function, 563
GetReg function, 563
get_reg_val function, 519
GetRegValue function, 507, 512, 563
get_screen_ea function, 300
getseg function, 302
GetSegmentAttr function, 563
get_segm_by_name function, 302
get_segm_name function, 302, 303
get_segm_qty function, 302
GetShortPrm function, 563
GetSourceFile function, 563
GetSpd function, 563
GetSpDiff function, 563
GetString function, 563
GetStringType function, 563
get_struc function, 301
GetStrucComment function, 563
get_struc_id function, 301
GetStrucId function, 563
GetStrucIdByName function, 563
GetStrucIdx function, 563
GetStrucName function, 563
GetStrucNextOff function, 563
GetStrucPrevOff function, 563
GetStrucQty function, 563
GetStrucSize function, 268
get_struc_size function, 301
GetStrucSize function, 563
GetThreadId function, 563
GetThreadQty function, 563
GetTrueName function, 563
GetTrueNameEx function, 564
get_true_segm_name function, 303
GetType function, 564
GetVxdFuncName function, 564
get_word function, 298
GetXML function, 564
Gigapede, 523
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gl_comm global variable, 382–383
global arrays

and netnodes, 295
in offset cross-references, 173
possible uses for, 257

global offset table (GOT), 474
global persistent arrays, 256
global variables, 69

formatting as structures, 150
IDC and, 252

globally allocated arrays, 132–133
globally allocated structures, 138
Gnome gnome-terminal, 191
gnome terminal, 193
GNU

Assembler, 9
binutils tool suite, 24
debugger (gdb), 11, 540

ptrace API use, 437
gcc/g++ compiler, 88–89, 90

vs. Microsoft Visual C/C++ 
compiler, 161

and pack pragma, 137
regparm keyword in, 91

Go button, in welcome screen, 45
GOT (global offset table), 474
Graph Description Language 

(GDL), 176
graph modes

user interface, 184–185
viewing cross-reference 

comments in, 185
Graph Overview window, 64
graph theory, 168
graph view

for disassembly view, 55, 63–66
line prefixes in, 65
rearranging blocks within, 66
switching between text view and, 184

graph view node, 185
graphical user interface. See GUI
graphing, 176–186

custom cross-reference graphs, 
181–184

integrated graph view, 184–186
legacy call, 178–180
legacy cross-reference, 180–181
user xref charts, 181–183

GRAPH_VISUALIZER option, in ida.cfg 
file, 202

grep, 284
grouping blocks, 66

grouping nodes within graph, 185–186
Gudmundsson, Atli Mar, 244
GuessType function, 564
GUI (graphical user interface), 39

default behavior, 203
on non-Windows platforms, 196–197

Guilfanov, Ilfak, 31, 530, 540, 542
blog of, 35

gunzip, 37

H
Hall of Shame, 32
hardware abstraction layers, 

detection, 434
hardware-assisted breakpoints, 

505–507, 526
hash value, resolving function 

names with, 431
hashset function, 294
hashstr function, 294
hashval function, 294
hashval_long function, 294
hashvals, 291, 294
hasName function, 570
hasValue function, 570
HBGary, 458
head command, 212n
header files, 280, 284–288

in C, parsing, 151–152
headers, objdump to display, 23
.headers program segment, 445
heap blocks, dumping list to message 

window, 454
.heap database segment, 445
heap-allocated 

arrays, 135–136
objects, destructors, 161
structures, 139–141

help, for IDA Pro, 34
helper function, to format and output 

instruction operand, 380
HELPFILE option, 203–204
hex dumps, 189
Hex-Rays, 31, 573

demo version of IDA, 551
download site, 227, 479
free version of IDA, 551–553

restrictions, 552
Research & Resouces forum, 283
submitting bug reports, 58

Hex-Rays decompiler, 480–481
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Hex View window, 72
binary search of content portion, 101
synchronized with disassembly 

view, 72
hexadecimal constants, 114
hexadecimal values, and navigation, 83
HideArea function, 564
HideDebugger.idc script, 538
hiding debuggers, 533–538
HighVoids function, 564
HKEY_CURRENT_USER\Software\Hex-Rays\IDA, 

44, 207
hook_to_notification_point function, 315
hostname, for remote debugging, 549
hotkeys, 39

associating scripts with, 258
in console IDA, 188

for Linux, 190
for IDA Sync, 486
mapping, 203

.hpp file extension, 284
HTML files, IDA-generated, 245

I
.id0 file, 49
.id1 file, 49
IDA Application Programming 

Interface, 284–308
header files, 284–288
iteration techniques, 304–308

enumerating cross-references, 
306–308

enumerating functions, 304–305
enumerating structure members, 

305–306
netnodes, 288–296

creating, 289–291
data storage, 291–295
declaring, 290
deleting, 295–296

IDA Colors dialog, 208
IDA debugger, 497–519

automating tasks, 512–519
with plug-ins, 517–519
scripts with IDC, 512–517

databases and, 523–524
displays, 501–503
exceptions, 538–544
instruction pointer warning, 529
launching, 498–500

for obfuscated code, 525–544
process control, 504–511

breakpoints, 505–508
stack traces, 511
tracing, 508–510
watches, 511

shortcoming, 540
IDA Desktop, 54–56

during initial analysis, 56–58
tips and tricks, 58

IDA freeware, 32–33, 551–553
restrictions, 552

IDA loader modules, 51
IDA Options dialog

Analysis tab, 388
Disassembly tab, 111
Graph tab, 56
Strings tab, 125

IDA Palace, 35
IDA Plug-in Writing in C/C++ 

(Micallef), 283
IDA Pro (Interactive Disassembler 

Professional)
basics, 31–32
crashes, database restore after, 53
directory layout, 37–39
file loading, 46–47
and file pointers, 354
installation, 35–39
launching, 44–46
loader modules, 347
new features in version 5.3, 573–575
obtaining, 32–34
purchasing, 33–34
support resources, 34–35
upgrading, 34
versions, 33

IDA Software Development Kit (SDK)
basics, 279–283
collabREate plug-in integration, 490
configuring build environment, 283
creating customized forms, 331–335
datatypes, 296–298
directory structure, 281–283
functions, 298–304

code cross-references, 303
data cross-references, 303–304
for database access, 298–299
database names manipulation, 300
function manipulation, 300–301
segment manipulation, 302–303
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structure manipulation, 301
user interface, 299–300

installing, 281
update in version 5.3, 574

IDA stack views, 95–100
IDA Sync, 485–488
IDA Text view, 66–67
IDA View-EIP disassembly window, 

501–502
IDA View-ESP window, 502
idaadv directory, 37
ida.cfd file, 207
ida.cfg file, 202–203
idag.exe, 36, 189

running in batch mode, 195
idag64.exe, 189

running in batch mode, 195
idagui.cfg file, 202, 203–206, 238, 251

hotkey configuration, 204–205
ida.hlp, and loadint.exe, 235
ida.hpp file, 284, 286, 297
ida.idc file, 258
idaidp.hpp file, 366
idainfo struct, 297
ida.int file, 234
ida.key file, 32, 36, 190

copying to Mac, 192
idal executable file, 37

setting permissions and ownership, 
546–547

idaldr.h header file, 351
idamake.pl script, 283, 318
IDAPython, 481–484
IDARub, 484–485
idarub.cpp file, 484
idastd directory, 37
ida_sync_server.py file, 486
idatui.cfg file, 202, 206–207
idauser.cfg file, 203
IDA-View data display, 55, 62–67

graph view for, 63–66
opening multiple, 66
synchronized with hex view, 72

idaw.exe, 36, 189
running in batch mode, 195

idaw64.exe, 189
running in batch mode, 195

ida-x86emu (x86emu) plug-in, 336, 
444–445, 492

additional features, 453–454
and anti-debugging, 454–455

breakpoints, 446
control dialog, 445
emulator-assisted de-obfuscation, 

448–453
functions emulated by, 451
initializing, 445–446
operation, 446–448

.idb files, 49, 52, 156
IDB_2_PAT utility, 221
IDC command dialog, 254
idc directory, 38
IDC language, 251–257

command-line option, 251
error handling, 255–256
expressions, 252
functions, 253–254, 258–267

for code cross-references, 264
for data cross-references, 265
data manipulation, 265–266
database names manipulation, 

262–263
database search, 266–267
disassembly line components, 267
file input/output, 261–262
functions dealing with, 263
mapped to SDK, 555–572
for reading and modifying data, 

259–260
string manipulation, 261
user interaction, 260

persistent data storage, 256–257
plug-ins for extending, 324–327
programs, 254–255
scripting debugger actions, 512–517
statements, 252–253
variables, 251–252

idc.idc file, preprocessor directive to 
include, 254

idc_value_t class, 297
idc_value_t SDK datatype, 326
Identifier search, 101
idp.hpp file, 286, 367, 385, 393
IDP_INTERFACE_VERSION constant, 310
ids directory, 38
.ids files, 228

basics, 230–231
creating, 232–234

IDS utilities, 228
idsnames text file, 233
idsutils utilities, 230, 232
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.idt files, 230
script to generate, 272
syntax for, 232
zipids.exe utility to compress, 233

#ifdef directive, 255
Ignore option, for user xrefs chart, 183
Ilfak. See Guilfanov, Ilfak
.ilx file extension, 389
IMAGE_DOS_HEADER, 153–155, 340
IMAGE_NT_HEADERS structure, 153, 340, 342
IMAGE_SECTION_HEADER template, 342
import address save point, 453
import tables, 73n

adjusting names, 532
function addresses in array as, 452
reconstructing, 431, 530–533
validation on, 50

imported function table, restoration, 523
imported functions

editing, 121, 231
obfuscation, 428–432

imported name, 68
importing structures, 150–152
import_node netnode, 288
Imports window, 73
import_type function, 357
ImpREC (Import REConstruction) 

utility, 523
INC (include) files, 243
#include directive, 254

and parsing header files, 151
resolving dependencies, 203

include directory, for SDK, 282
include header files, 284
Indent function, 564
INDENTATION option, in ida.cfg file, 202
indentation, with MakeLine function, 382
index value, for individual array 

elements, 131
indexes, for array, 128
indirect code paths, recursive 

descent and, 13
inf variable, 297
inheritance relationships, 164–165
init function pointer, in plug-in_t 

class, 311
The initial autoanalysis has been finished 

message, 57
initializing

objects, 161
plug-ins, 313–315

init_loader_options function, 350, 352
inline functions, 165
input file, for debugging process 

setup, 549
ins.cpp file, 367
ins.hpp file, 368
insn_t class, 297–298, 371

processor-dependent fields in, 374
installing

eEye Digital Security, 467
FLAIR utilities, 216
IDA Pro, 35–39

on OS X and Linux, 37
on Windows, 36

IDA Software Development Kit, 281
plug-ins, 322–323
third-party plug-ins, 480

install_make.txt file, 283
install_visual.txt file, 320
instruc_t structures, array of, 367
instructions

emulator. See emulator
enumerating, 268
formatting operands, 114–115
locating sequences, 472–473
mixing with data, 8, 10
operands, 373
tracing, 508

instrumentation, detection, 435
int 0x80 instruction, 91
int 3 instruction, 505
integers

formatting constants, 114
in IDC scripts, 251

integrated graph view, 184–186
Intel 64 and IA-32 Architectures Soft-

ware Developer’s Manual, 507
Intel format, 8–9
Interactive Disassembler Professional. 

See IDA Pro (Interactive Dis-
assembler Professional)

interrupt-handling routine, return 
from, 419n

invoke_callbacks function, 386
iret instruction (x86), 419n
isBin0 function, 570
isBin1 function, 570
IsBitfield function, 564
isChar0 function, 570
isChar1 function, 570
isCode function, 570
isData function, 570
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IsDebugged field, of process environment 
block, 534

IsDebuggerPresent function, 436, 451, 534
isDec0 function, 571
isDec1 function, 571
isDefArg0 function, 571
isDefArg1 function, 571
isEnum0 function, 571
isEnum1 function, 571
IsEventHandled function, 564
isExtra function, 571
isFlow function, 571
isFop0 function, 571
isFop1 function, 571
isHead function, 571
isHex0 function, 571
isHex1 function, 571
isLoaded function, 259, 260, 299, 571
isOct0 function, 571
isOct1 function, 571
isOff function, 377
isOff0 function, 571
isOff1 function, 571
isRef function, 571
isSeg0 function, 571
isSeg1 function, 571
isStkvar0 function, 571
isStkvar1 function, 571
isStroff0 function, 571
isStroff1 function, 571
isTail function, 571
IsUnion function, 564
isUnknown function, 571
isVar function, 571
Itanium processor, IDA support for, 33
ItemEnd function, 564
ItemSize function, 564
iTERM, 193

J
ja ( jump above) instruction, 402
JAL instruction (MIPS), 86
Java .class file, magic numbers to 

identify, 16
Java loader, 361
jmp eax instruction, 11
jmp functions, 412–413
JPEG image file, magic numbers to 

identify, 16
JR instruction (MIPS), 86
jump flow, 64n, 169, 171

processor flag for changing condi-
tional to absolute, 420

jump (jmp) functions, 412–413
Jump function, 260, 564
Jump menu
�Jump to Next Position, 85
�Jump to Previous Position, 84
�Jump to Problem, 204

jump tables, 10
for different compilers, 400–404

Jump to address dialog, 84
Jump to cross-reference dialog, 174
Jump to Cursor command, in 

ida-x86emu plug-in, 447
jumpto function, 300
junk strings, 71

K
KDE konsole, 191
kernel32.dll file, 430
kernwin.hpp file, 284, 286, 327, 332, 335
key files, 32

for Linux and Mac IDA 
distributions, 190

for upgrade, 34
keyboard

hotkey mappings, 203
macro definition syntax, 206
preventing system from overriding 

mappings, on OS X, 194–195
zoom control, 64

known extensions filter, 45

L
label, for form input field, 332
last-known good state of database, 53
launching

IDA debugger, 498–500
IDA Pro, 44–46

layout
of binary files, 48
of directories, 37–39
of local variables, 91

ldd (list dynamic dependencies) utility, 
22–23

for obfuscation, 428
ldr directory, 282, 350
LDRF_RELOAD flag, for loader module, 349
LDSC loader_t object, 348
LDSC object, declaring, 351
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.ldw file extension, 355
legacy 

call graphs, 178–180
cross-reference graphs, 180–181
flowcharts, 177–178
IDA graphing, 176–184

letter coding, for names, 68
libbfd (Binary File Descriptor library), 24
libc.a, 213
libc_FreeBSD61.exc file, 222
_libc_start_main function, 407
libraries

binary variations of, 213
debugging, 550
identifying and acquiring static, 

217–219
library functions, 68, 129, 211

calling conventions for, 91
categorizing, 76
flagging function as, 119
resolving location, 22
Trace Over, 510

library handles, 451n
libstdc++.so.5 shared library, 37, 190

Linux IDA installation and, 547n
libXXX.YYY directories, for SDK, 282
license for IDA, 32, 33
line prefixes

customizing, 112
in graph view, 65

LineA function, 564
linear sweep disassembly, 9–11
LineB function, 564
lines.hpp file, 286, 380, 382–383
Linux

ELF, search for instructions, 472
IDA debugger, 546
IDA version, installation, 36, 37
.ilx file extension for, 389
overwriting executable files, 323
plug-in versions for, 483
Shiva ELF obfuscation tool for, 437

linux_server, 547
Linux-style command shell, for Win-

dows operating system, 17
list dynamic dependencies (ldd) utility, 

22–23
List of available library modules 

dialog, 214
list_callers function, 307–308
listing view, for disassembly view, 55
Liston, Tom, 435

Litchfield, David, 472
little-endian CPU, 10n
.llx file extension, 355
lnames array, 387
load string byte (lodsb) instruction, 441
LoadDebugger function, 564
loader modules, 347

alternative strategies, 361
building, 355
creating, 280
processor coupled with, 395
simpleton file format, 350–355
user input to file analysis, 50
writing, 348–360

loader segments, 524
loader.hpp file, 287, 310, 313, 362

loader_t struct layout defined in, 348
loaders directory, 38, 46, 347
loader_t object, 348
load_file function, 349, 352–353, 

395–396
loadfile function, 262, 571
loading

plug-ins, 312
TIL files, 155

Loading Offset field, for Binary File 
input format, 47

Loading Segment field, for Binary File 
input format, 47

loadint utilities, 234–236
loadint.exe, and ida.hlp, 235
LoadLibrary function, 428, 430, 530
LoadLibraryA function, emulated 

version, 451
load_pcap_file function, 358–360
LoadTil function, 564
local name, of named location, 106
Local Types subview, 150, 151
local variables, 97

identification in initial analysis, 51
layout, 91
space allocation for, 86

Local variables area, of functions, 118
LocByName function, 263, 271, 564
LocByNameEx function, 263, 564
loc_xxxxxx autogenerated names, 69
lodsb (load string byte) instruction, 441
logging, of trace events, 508
logical addresses, in .map files, 242
loops, 67
LowVoids function, 564
LPH object, function pointers, 386–387
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LPH structure, initializing, 367–371
lread function, 352
lread4bytes function, 351–352
LST files, 243
ltoa function, 261, 571

M
Mach-O loader, 395
machine languages, 4

display options, 113
Macintosh. See OS X systems
MackT, 523
MACRO keyword, 207
mac_server file, 546–547
magic numbers, 16
main function, 254

location for different compilers, 
405–412

in C, vs. _start, 213
MakeAlign function, 564
MakeArray function, 564
MakeByte function, 266, 564
MakeCode function, 265, 564
MakeComm function, 266, 564
MakeData function, 564
MakeDouble function, 564
MakeDword function, 564
makefiles, 318–319

for Python processor, 391–392
MakeFloat function, 565
MakeFrame function, 565
MakeFunction function, 266, 565
MakeLine function, 381, 382
MakeLocal function, 565
MakeNameEx function, 263, 565
MakeOword function, 565
MakePackReal function, 565
MakeQword function, 565
MakeRptCmt function, 565
MakeStr function, 266, 565
MakeStructEx function, 565
MakeTbyte function, 565
MakeUnkn function, 265, 565
MakeUnknown function, 565
MakeVar function, 565
MakeWord function, 565
malloc, 159
malware, 50

analysis, 6
goal, 521

analysts, 399

danger of running, 522–523
embedded executables, 454
emulation vs. debugging, 444
exception handler in, 422–424
execution environment for, 433
infection of debugging machine, 500
obfuscation, 19
rules for working with, 525–526
Windows operating system and, 450

many-to-many operation, 
compilation as, 5

.map files, 242
MarkPosition function, 565
MASM (Microsoft Assembler), 9
MaxEA function, 565
maximum possible size, of array, 127
MAX_NAMES_LENGTH option, in ida.cfg 

file, 202
MDI (Windows Multiple Document 

Interface), 331n
mem2base function, 359
member functions, calls to, 157
member_t class, 297, 301
memory. See also stacks, frames

layout of binary files, 48
references, reformatting for 

reliability, 147
reserving block in emulation 

heap, 454
snapshot, of running process by 

debugger, 499
memory modification dialog 

(x86emu), 448
Memory organization dialog, 48
Message function, 260, 565
message window, 62, 69

in console IDA, 188
dumping list to of allocated heap 

blocks to, 454
in IDA Desktop, 56

Metakit embedded database library, 486
Metasploit project, 472, 475
methods, 85. See also functions
Micallef, Steve, 284

IDA Plug-in Writing in C/C++, 283
Microsoft, Patch Tuesday cycle of 

updates, 458
Microsoft Assembler (MASM), 9
Microsoft Interface Definition 

Language (MIDL), 492
Microsoft Knowledge Base, on 

WinHelp, 204
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Microsoft Visual C/C++ compiler, 89
disassembly listing for switch 

statement, 402
vs. GNU g++, 161
and pack pragma, 137

Microsoft Visual Studio, dumpbin 
utility, 25

mIDA plug-in, 335, 492–494
MIDL (Microsoft Interface Definition 

Language), 492
MinEA function, 565
MIPS 

binary, script to mimic behavior, 275
processor, 48

IDA support for, 33
mitigation, of vulnerability, 465
MK_FP function, 564
mkidp.exe utility, 389–390
mnemonics, 4
modal dialog, 175n, 331n
modeless dialog, 175n, 331n
modifying data, IDC functions for, 

259–260
module directory, 282, 366
modules, 310

building using Unix-style tools, 283
Modules window, 503
mouse, support for console, 188, 189
mov statement, 130, 272
move_segm function, 349–350
MS-DOS header structure, for PE file, 

153–154, 339–341
MS-DOS stub, 389, 390
MS-DOS.EXE loader, 46
msg function, 299
mutual ptrace, 437
MZ tag, in MS-DOS executable file 

headers, 16n

N
nalt.hpp file, and netnodes use, 288
.nam file, 49
Name command, in IDA Sync, 486
Name function, 262, 565
NameChars option, 202
named 

constants, in source code, 114
licenses, 33
locations, changing, 105–107
program locations, maximum name 

length for, 202

NameEx function, 263, 565
name.hpp file, 287
names, 68

assigning to address of first instruc-
tion of node basic block, 185

decoration, 162
in disassemblies, 104–108

changing, 104
of functions, 117
mangling, 26, 162–163
register, 107–108
for trace log file, 509

Names window, 55, 62, 68–69
adding name to, 106
in IDA Desktop, 56, 57

NASM (Netwide Assembler), 9, 28
navigation, 81

basics, 82–85
history, 84–85
Jump to address dialog, 84
in Linux console version, 190

navigation band, 55, 57
navigational targets, cross-

references as, 83
ndisam utility, 28
near address for flow, 169
neighbors of function, 77
netnode class, 288–289
netnode.hpp file, 287, 288, 289
netnodenumber, 288, 291
netnodes, 256, 288–296

creating, 289–291
data storage, 291–295
declaring, 290
deleting, 295–296
emulator state restored from, 446
and global arrays, 295
iterating over contents of array, 

294–295
Netwide Assembler (NASM), 9, 28
network packets, shellcode in captures, 

475–476
new operator, 159, 160
New option in welcome screen, 44–45
New Projects dialog (Visual Studio), 320
new_til function, 357
NextAddr function, 565
NextFchunk function, 565
NextFuncFchunk function, 565
NextFunction function, 263, 565
NextHead function, 565
NextNotTail function, 566
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NextSeg function, 566
nm utility, 20–21
nodeidx_t operator, 290
nodes in graph, 168
non-Windows platforms, GUI interface 

on, 196–197
NOP slides, 473, 474, 476
normal flow, 64n
notifications

plug-ins access to debugger, 517
for plug-ins intercepting calls to 

processor, 393
for processor modules, 315, 385–386
unhooking, 316
of vulnerability to software 

maintainer, 465
notify function, 385
NOVICE option, 206
NtContinue function, 542

conditional breakpoint on, 543
ntdll.dll file, 534, 536
NtQueryInformationProcess function, 

534–535
NtSetInformationThread function, 536

O
obfuscated code analysis, 417–455. See 

also de-obfuscation
anti–dynamic analysis techniques, 

433–437
debugger detection, 435–436
debugging prevention, 436–437
instrumentation detection, 435
virtualization detection, 433–435

anti–static analysis techniques, 
418–432

disassembly desynchronization, 
418–421

dynamically computed target 
addresses, 421–427

imported function obfuscation, 
428–432

targeted attacks on analysis 
tools, 432

IDA debugger for, 525–544
static de-obfuscation of binaries, 

438–455
emulation-oriented 

de-obfuscation, 443–455
scripted-oriented de-obfuscation, 

438–443

obfuscating obfuscators, 528
obfuscation, 19, 50, 418

and compiler identification, 214
imported functions, 428–432

objdump utility, 11, 23–24, 428
object files

displaying information from, 23–24
nm utility to list symbols from, 20–21

object-oriented concepts, 156
objects

initializing, 161
life cycle, 160–161

OEP (original entry point) 
recognition, 522

offset cross-references, 172–173
o_imm operand type, 374
OllyDbg, 7, 522, 540
OllyDump plug-in, 523
o_mem operand type, 374
OpAlt function, 566
OpBinary function, 566
OpChr function, 566
opcode bytes

display options, 113
obfuscation, 425–427

Opcode Database, 472
OPCODE_BYTES option, in ida.cfg file, 202
opcodes, 4
OpDecimal function, 566
OpenRCE.org, 35, 364

Anti Reverse Engineering Tech-
niques Database, 436

download page, 479
OpenSSL cryptographic library, 229
OpEnumEx function, 566
operating system

and local debugging, 500
and third-generation languages, 4

operation codes, 4. See also opcodes
OpHex function, 566
OpHigh function, 566
OpNot function, 566
OpNumber function, 566
OpOctal function, 566
OpOff function, 566
OpOffEx function, 566
OpSeg function, 566
OpSign function, 566
OpStkvar function, 566
OpStroffEx function, 566
op_t class, 297, 373–374

processor dependent fields in, 374
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optimization, 412n
OPTION/ALT key, on Mac, 192–193
Options menu
�Colors, 207
�Demangled Names, 162
�Dump/Normal View, 189
�Font, 58
�General, 62, 65
�Setup Data Types, 123

ord function, 261, 571
ordinal number, for exported 

function, 230n
ordinary flows, 169, 170–171
o_reg operand type, 374
original entry point (OEP) 

recognition, 522
OS X systems, 23

console specifics, 192–195
IDA debugger, 546–547
IDA version, installation, 36, 37
otool utility for, 24
Terminal Inspector dialog, 193

otool utility, 23, 24
out function, 380, 382

for Python processor, 383
out.cpp file, 380
OutLine function, 381
out_line function, 381
OutMnem function, 381
out_one_operand function, 381
outop function, 380, 381

for Python processor, 383–384
output files, 241–245
OutputDebugStringA function, 537
outputter, in processor module, 366, 

380–385
out_register function, 382
out_snprintf function, 381
out_symbol function, 381
out_tagoff function, 382
out_tagon function, 382
OutValue function, 381
overflow buffer, 100
overloaded versions of functions, 162
OverTheWire.org, Wargames 

section, 477
Overview Navigator, 55, 215, 427
overview window, 64

P
Pack Database option, when closing 

file, 52
pack pragma, 137, 151
packed attribute, 137
packet-analysis tools, 476
padding bytes

for field alignment in structure, 145
to fill program section, 241

PaiMei framework, 177
panning, in Graph Overview window, 

64, 184
Parallels, 197
parameters, for debugging process 

setup, 549
Parameters option, for user xrefs 

chart, 182
ParseTypes function, 566
parsing

errors, in IDC scripts, 255
header files, in C, 151–152
strings to populate type library, 357
structure declarations, in C, 150–151

Pascal-style strings, 70
password

for Ida Sync, 486
for remote IDA debugging, 549

.pat files, parsing, 221
Patch bytes dialog, 238
Patch Program menu, 238–241
Patch word dialog, 239
PatchByte function, 259, 566
patch_byte function, 298
PatchDword function, 259, 566
patches, 458

availability and application, 466
generation, 241–245
in IDAPython directory, 483

patch_long function, 298
patch_many_bytes function, 298
PatchWord function, 259, 566
patch_word function, 298
pattern files, creating, 219–221
pat.txt file, 217, 220
Pause command, in IDA debugger, 504
PauseProcess function, 566
pcap loader, 355–360
pcap_file_header, 355
pcf.exe, 219
PDB (Program Database) file, 50
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PE (Portable Executable) format, 8
PE Editor utility, 19
PE loader, 395
PE Sniffer utility, 19
PE Tools, 18–19
PEB (process environment block), 445
PEiD, 19–20
pe.ldw, 46
pelf.exe, 219
percent symbol (%), in AT&T assembly 

syntax, 9
permissions, for manually created 

sections, 346
per-process basis, exception handling 

configured on, 539
persistent data storage, in IDC scripts, 

256–257
pe_scripts, 244
pe.sig file, 405
piracy, Hex-Rays’ stance on, 32
plb.exe, 219, 220
plb.txt file, 217, 220, 224
Please choose a structure dialog, 152
Please choose a symbol dialog, 114–115
plug-ins. See also Hex-Rays; ida-x86emu 

(x86emu) plug-in
activating, 313
basics, 309–310, 479–480
building, 318–322
collabREate, 488–491
configuration file, 201–202
configuring, 323–324
for customizing processors, 393–395
event notification, 315–316
execution, 316–317
extending IDC, 324–327
IDA Sync, 485–488
IDAPython, 481–484
IDARub, 484–485
initializing, 313–315
installing, 322–323
life cycle, 312–313
mIDA, 335, 492–494
notification codes for intercepting 

calls to processor, 393
in remote debugging, 550
unhooking notifications, 316
user interface, 327–336
writing, 310–318

PLUGIN object, 310

PLUGIN_FIX flag, 312, 313–314
PLUGIN.init function, 312–313, 314
PLUGIN_KEEP, 314
PLUGIN_OK, 314
PLUGIN_PROC flag, 314
PLUGIN.run function, 317
plugins directory, 38

for SDK, 282
plugins.cfg file, 323
plugin_t class, 310
plugin_t object, initializing, 312
PLUGIN.term function, 313, 314, 316
PLUGIN_UNL flag bit, 313
.plw file extension, 318
.plx file extension, 318
.pmc file extension, 318
PointerToRawData field, 343
polymorphism, 164
pomf166.exe, 219
popa instruction, 442
popf instruction, 442
PopXML function, 566
port, for remote debugging, 549
Portable Executable (PE) format, 8
posterior lines, for comments, 110
PPC processor, IDA support for, 33
ppsx.exe, 219
predefined comments, with loadint 

utilities, 234–236
preprocessor directive, to include idc.idc 

file, 254
preprocessor macros, 203
PrevAddr function, 566
PrevFchunk function, 566
PrevFunction function, 263, 566
PrevHead function, 566
Previous button, in welcome screen, 

45–46
PrevNotTail function, 566
Print options, for user xrefs chart, 183
printf_line function, 381
printing, stack frame contents, 304
private headers, objdump to display, 23
Problems window, 78
procedure linkage table, 460
procedures, 85. See also functions
process environment block (PEB), 445
Process Monitor, 435
Process Stalker component, 177
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processes. See also running processes
control in debugger, 504–511

breakpoints, 505–508
stack traces, 511
tracing, 508–510
watches, 511

image, for debugger, 523
launching under debugger control, 

499–500
tracing, 437

processor flags, for changing condi-
tional to absolute jumps, 420

processor modules, 38
analyzer in, 366, 371–376
architecture, 395–396
basics, 363–364
building, 389–392
comments for, 382–383
customizing existing, 393–395
emulator in, 366, 376–379
initializing, 370
mnemonic lookup for disassembly 

instruction, 369
notifications, 315, 385–386
options for, 203
outputter, 366, 380–385
post-processing, 391
specifying, 47
writing, 366–388

processor-dependent fields, in insn_t 
and op_t classes, 374

processors
adding predefined comments for, 235
IDA Pro support for, 33

processor_t struct, 366, 386
processor_t.newasm notification, 388
processor_t.newprc notification, 387
procs directory, 38
program addresses, assigning symbolic 

addresses to, 82
Program Database (PDB) file, 50
program entry point, 8n, 213. See also 

main function
listing into file, 73
relative virtual address (RVA) of, 342

program stack, emulated, placing data 
on top, 448

programming interface, 281
programming languages, 4
programs, in IDC scripts, 254–255
pro.h file, 285, 287

Project Selection dialog 
(CollabREate), 491

prologue, of function, 87
ptmobj.exe, 219
ptrace, 437
public name, 106
publish capabilities, in collabREate 

architecture, 489
PullThePlug.org, 477
pure virtual function, 158
purged bytes

for functions, 118
manually overriding, 231

Push All Function Names command, in 
IDA Sync, 486

push operations, 88, 92–93, 272
and function parameters, 130

pusha instruction, 442
pushf instruction, 442
PushXML function, 566
.pyc file extension, 364, 365
Python 

byte code, 364–365
minimal analyzer for, 374–376

interpreter, 365
processor

emulator, 379
generated code from, 388
notify function, 386
python_data function, 384–385

Q
QuickEdit mode, 189
QuickUnpack, 426

R
radio buttons, on forms, 333
RCE (Reverse Code Engineering) 

forums, 35, 479
rdtsc instruction, 454–455
read cross-reference, 172
readelf utility, 24
reading data, IDC functions for, 

259–260
readlong function, 262, 571
readme.txt file

of FLAIR tools, 217
of SDK, 366

readshort function, 262, 571
readstr function, 262, 571
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read/write breakpoints, 506
read/write traces, 508
RebuildImports.idc script, 533
Recent IDC scripts dialog, 250
recently used files list, 45
Recursive Depth option, for user xrefs 

chart, 183
recursive descent assembly, 11–14

disadvantage, 13
Recursive option, for user xrefs 

chart, 182
redpill VMware-detection 

technique, 434
Refresh function, 566
RefreshDebuggerMemory function, 566
RefreshLists function, 566
reg.cpp file, 369
register names, 107–108

as output, 382
register_extlang function, 574
registers

accessing values from SDK, 519
displaying contents, 502
pointer to shellcode, 472

register-to-memory transfer 
instructions, 11

registry key, 44
History subkey, 45
IDA option values, 207

RegNames array, 369
RegOpenKey function, disassembly of call 

to, 228–229
regparm keyword, in GNU gcc/g++, 91
regular comments, 109
regular expressions, in database 

searches, 101
relative virtual address (RVA), of pro-

gram entry point, 342
release binaries, vs. debug binaries, 

412–414
remote debugging, 547–550
remote procedure call (RPC) 

interface, 492
RemoveFchunk function, 566
RenameArray function, 257, 566
RenameEntryPoint function, 566
renimp.idc script, 532
repeatable comments, 109–110

customizing, 112
reporting bugs, 58
request_COMMAND function, 517

RET instruction (x86), 86, 89
return instructions, 13–14
return statement, in IDC scripts, 254
Reverse Code Engineering (RCE) 

forums, 35, 479
reverse engineering, 5

Python byte code, 365
references for C++, 165–166
targeted attacks on tools, 432

revert capability, IDA limitations, 53
Rfirst function, 264, 567
Rfirst0 function, 567
RfirstB function, 264, 567
RfirstB0 function, 567
Rnext function, 264, 567
Rnext0 function, 567
RnextB function, 264, 567
RnextB0 function, 567
Roberts, J.C., 221
Rolles, Rolf, 364
rotate_left function, 571
RPC (remote procedure call) 

interface, 492
RTTI (Runtime Type Identification), 

163–164
implementations, 404

RTTICompleteObjectLocator structure, 164
Ruby scripting, in IDARub, 484
run function, in plug-in_t class, 311
Run To Cursor button (emulator), 447
Run to Cursor command (IDA 

debugger), 505
Run Until Return command (IDA 

debugger), 504
running processes

analyzing, 18–19
attaching debuggers, 498–499
displaying list, 498

RunPlugin function, 567
runtime

computing address for execution 
flow at, 421

errors, in IDC scripts, 255
value, jump instruction target 

dependence on, 11
Runtime Type Identification (RTTI), 

163–164
implementations, 404

RunTo function, 514, 567
Rutkowska, Joanna, 434
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S
Sabanal, Paul Vincent, 165
SABRE Security, 186
sandbox environments, 6, 426, 427, 523

for debugging malware, 500, 525
instrumentation, 435

Save database dialog, 52
Save disassembly desktop dialog, 209
saved register value (“ s”), 100
saved registers, bytes for, 118
saved return address (“ r”), 100

vs. saved frame pointer, for variable 
offsets, 99

savefile function, 262, 571
save_file function, 349
save_simpleton_file function, 353–354
scanning strings, 70
ScreenEA function, 260, 567
script cancellation dialog, 255
scripted-oriented de-obfuscation, 

438–443
scripting, 204

to adjust import table entries, 532
associating with hotkeys, 258
basics, 249–250
disadvantages, 443
examples, 267–277

emulating assembly language 
behavior, 274–277

enumerating cross-references, 
269–271

enumerating exported 
functions, 272

enumerating functions, 268
enumerating instructions, 

268–269
finding and labeling function 

arguments, 272–274
execution, 250–251
IDC functions, 253–254, 258–267

for code cross-references, 264
for data cross-references, 265
data manipulation, 265–266
database names manipulation, 

262–263
database search, 266–267
disassembly line components, 267
file input/output, 261–262
functions dealing with, 263
for reading and modifying data, 

259–260

string manipulation, 261
user interaction, 260

IDC language, 251–257
error handling, 255–256
expressions, 252
persistent data storage, 256–257
programs, 254–255
statements, 252–253
variables, 251–252

to launch debugger and control 
created process, 528–529

in remote debugging, 550
SDK. See IDA Software Development 

Kit (SDK)
sdk directory, 36
Search menu�Next Sequence of 

Bytes, 102
SEARCH_CASE flag, 266
SEARCH_DOWN flag, 266
search.hpp file, 287
searching

database, 100–102
text searches, 101

for structures, 153
SEARCH_NEXT flag, 266
second-generation programming 

languages, 4
section headers, objdump to display, 23
SectionAlignment field, 342
sections, 75

permissions for manually created, 346
SegAddrng function, 567
SegAlign function, 567
SegBounds function, 567
SegByBase function, 567
SegByName function, 567
SegClass function, 567
SegComb function, 567
SegCreate function, 567
SegDefReg function, 567
SegDelete function, 567
SegEnd function, 567
segment.hpp file, 287, 343, 352, 362
segments

creating in database, 343–344
editing dialog, 525
registers

access to configuration, 447
for IDA, 370

SDK functions for manipulating, 
302–303

Segments window, 75–76
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segment_t class, 297, 302
SegName function, 567
SegRename function, 567
SegStart function, 567
SelectThread function, 567
SelEnd function, 567
self-modifying code, managing in static 

analysis environment, 438
SelStart function, 567
semaphore, 422n
semicolon (;)

for comments, 108
for IDC statements, 252–253

sequential flow instruction, 11
server component

in CollabREate, 490–491
command line option, 548
in IDA Sync, 486

SetArrayLong function, 257, 295, 567
SetArrayString function, 257, 295, 568
SetBmaskCmt function, 568
SetBmaskName function, 568
SetBptAttr function, 513, 568
SetBptCnd function, 513, 568
SetCharPrm function, 568
SetColor function, 568
SetConstCmt function, 568
SetConstName function, 568
SetDebuggerOptions function, 568
SetEnumBf function, 568
SetEnumCmt function, 568
SetEnumFlag function, 568
SetEnumIdx function, 568
SetEnumName function, 568
SetFchunkAttr function, 568
SetFchunkOwner function, 568
SetFixup function, 568
SetFlags function, 568
SetFunctionAttr function, 568
SetFunctionCmt function, 568
SetFunctionEnd function, 568
SetFunctionFlags function, 568
SetHashLong function, 568
SetHashString function, 569
SetHiddenArea function, 568
set_idc_func function, 325
SetLineNumber function, 569
SetLocalType function, 569
SetLongPrm function, 569
SetManualInsn function, 568
SetMemberComment function, 569

SetMemberName function, 569
SetMemberType function, 569
set_name function, 300
set_processor_type function, 396
SetProcessorType function, 569
SetReg function, 569
set_reg_val function, 519
SetRegValue function, 512, 569
SetRemoteDebugger function, 569
SetSegmentAttr function, 569
SetSegmentType function, 569
set_segm_name function, 302
SetSelector function, 569
SetShortPrm function, 569
SetSpDiff function, 569
set_start_cs function, 571
set_start_ip function, 572
SetStatus function, 569
SetStrucComment function, 569
SetStrucIdx function, 569
SetStrucName function, 569
SetType function, 570
Setup data types window, 123
Setup strings window, 70
SetXML function, 570
sharing TIL files, 155–156
shellcode

analysis, 475–477
register to point to, 472

Shiva anti–reverse engineering tool, 426
IDA efforts to disassemble, 418–419

Shiva ELF obfuscation tool for 
Linux, 437

shnames array, 387
SHOW_SP option, in ida.cfg file, 202
show_wait_box function, 317
SHOW_XREFS option, in ida.cfg file, 202
shr instruction (x86), 441
shrd instruction (x86), 441
Siemens C166 microcontroller, 

reverse enginnering binary 
image for, 339

sig directory, 38
.sig files, 214, 221

linking .ids file to, 233–234
sigmake.exe utility, 221
sigmake.txt file, 217, 221–222, 224
signature files, 212

applying, 212–216
creating, 216–225

Signature window, 76–77
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signatures
for identifying blocks of code, 76
startup, 224–225, 405

signed elements, in array, 128
signed shifts, 441
simplex method, 231
sizeof, for structure, 145
Skape, 4, 430
Skip command (emulator), 447
Skochinsky, Igor, 165, 404
Skoudis, Ed, 435
snapshot, by CollabREate server, 491
sockaddr structure, 74n
SoftIce, 436
software, interoperability, 7
software breakpoints, 437, 505
sort_til function, 357
SPARC processor, IDA support for, 33
spoonm, 484
sprintf function (CO), danger of, 270
SQL database, 488
SQLite database, 468
.stack database segment, 445
stack-allocated 

arrays, 133–135
buffers, locating all functions with, 

463–465
objects, destructors, 161
structures, 138–139

stack-based virtual machine, 365
stacks

bytes, for local variables, 118
distance between variables in, 470
frames, 67, 85–100

example, 91–95
IDA views of functions’, 95
printing contents, 304
as specialized structures, 147
view, 99

manipulation operations, 11
pointers

adjustments, 120–121
advantage of using, 93
correcting computations, 121
customizing, 112
in Python processor, 379
register, emulator for report on 

behavior, 378
traces, in IDA debugger, 511
variables

changing names of, 97

formatting as structure, 148–149
renaming, 104–105

views, 95–100
standard calling convention, 89
standard file input/output variables, 

SDK restricting access to, 285
standard structures, 152–155
_start, vs. main function, 213
start address, of functions, 117
start entry point, 73
StartDebugger function, 570
startEA data member, 296
Starting direction option, for user xrefs 

chart, 182
startup sequences, monitoring for 

process, 500
startup signatures, 224–225, 405
statements, in IDC scripts, 252–253
states, for plug-in loading, 312–313
static 

analysis, 6
techniques, 459

de-obfuscation of binaries, 438–455
emulation-oriented 

de-obfuscation, 443–455
scripted-oriented de-obfuscation, 

438–443
func attribute, 119
initialization of plug-ins, 313
linking, 22–23
variables, 72n

static keyword, 253
statically linked binaries, 178, 211

identifying and acquiring, 217–219
stdcall calling convention, 120

and stack-pointer analysis, 231
stdcall functions, 118

emulator and, 450
_stdcall modifier, 89
Step Into command, in IDA 

debugger, 504
Step Over command, in IDA 

debugger, 504
StepInto function, 514, 570
StepOver function, 514, 570
StepUntilRet function, 514, 570
StopDebugger function, 570
store string byte (stosb) instruction, 441
store_type function, 358
stosb (store string byte) instruction, 441
strcpy function, 175, 459

danger of, 270
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stream disassemblers, 28–29
strings, 124–126

in IDC scripts, 251, 252
for library identification, 218
manipulation, IDC functions for, 261
scanning, 70
variables, virtual repeatable 

comment for, 110
strings utility, 27–28
Strings window, 55, 62, 70–71

in IDA Desktop, 56, 57
refreshing content, 442

StringStp function, 570
strip utility, 18
stripping binary executable files, 18
strlen function, 261, 572
strstr function, 261, 572
struc_t class, 297, 301
struct.hpp file, 287
structures

arrays of, 141–142
collapsing definition, 146
creating, 142–147
editing members, 145–146
enumerating members, 305–306
field offset, 145
formatting stack variables as, 148–149
globally allocated, 138
heap-allocated, 139–141
importance of correct layout, 152
importing, 150–152
manual layout, 143–147
member access, 136–142
notation for readability, 150
SDK functions for manipulating, 301
search for, 153
stack frames as specialized, 147
stack-allocated, 138–139
standard, 152–155
templates, 147–150

Structures window, 74–75, 143
subroutines, 85. See also functions

instruction calls to, 64n
subscribe capabilities, in collabREate 

architecture, 489
substr function, 261, 572
substring searches, 101
subviews, in console versions, 189
sub_xxxxxx autogenerated names, 69
summary tools, 20–26

c++filt utility, 25

dumpbin utility, 23, 25
for obfuscation, 428

ldd utility, 22–23
for obfuscation, 428

nm utility, 20–21
objdump utility, 11, 23–24, 428
otool utility, 23, 24

summary view
context-sensitive menu, 97–98
for function’s stack frame, 95

superclass constructors, 161
chain of calls to, 165

superclass destructors, 161
supset function, 293
supstr function, 293
supval function, 293
supvals, 291, 292–294
switch statement

for analyzer function, 372
for different compilers, 400–404
in function, 10

symbol files, 38
symbol-selection dialog, 114–115
symbolic names, assignment to pro-

gram addresses, 82
symbols

objdump to display information, 24
removing from binary file, 18

synchronous interaction, with 
debugger, 519

sysenter instruction, 91
Sysinternals, Process Monitor, 435
system call, 91

T
T, in nm utility output, 21
t, in nm utility output, 21
tabs, in IDA Desktop, 55
Tabs function, 570
tags, 291
TailDepth function, 570
tails, 296
TakeMemorySnapshot function, 570
tar archives, 36
target addresses, dynamically 

computed, 421–427
targeted attacks on analysis tools, 432
TASM (Borland Turbo Assembler), 9
TCP port, for remote debugging, 549
TEB (thread environment block), 445, 

540–541
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tElock anti-reverse engineering tool, 
422–424, 426, 430–431, 540

templates, for structures, 147–150
Tenable Network Security, 493
Tenable Security, 335
term function pointer, in plug-in_t 

class, 311
terminating scripts, 255
term_output_butter function, 381
text searches, 101
Text view, 66–67

switching between graph view 
and, 184

third-generation programming 
languages, 4

this pointer, 90
in C++ member functions, 156
returning in EAX register, 161

thiscall calling convention, 90, 156
thread environment block (TEB), 445, 

540–541
threads, IDA and, 317
Threads window, 503
thunk functions, 412–413
ThunRTMain library function, 411
til directory, 39
.til files, 49, 77, 155–156, 228, 574

adding function prototype informa-
tion to, 229

linking .ids file to, 233–234
til2idb function, 356, 570
TILIB utility, 574
time stamp counter (TSC), 454
tool tips, 55, 130n, 331
toolbar area, 55
toolbars

customizing, 208–209
for IDA debugger, 504–505

top-level directory, for SDK, 282
trace (single step) flag, detecting, 436
tracing, in IDA debugger, 508–510
Tracing Options dialog, 508–509
TSC (time stamp counter), 454
Turbo Assembler (TASM), 9
tvtuning.txt file, 190
type field, of operand, 374
type libraries. See also .til files

populating by parsing string, 357
version 5.3 support for, 574

Type Libraries window, 77
typedef statement (C), 151

TypeDescriptor structure, 164
typeid operator, 164
typeinf.hpp file, 287, 357
type_info structure, 164
Types window, 155
typinf.hpp file, 356

U
U, in nm utility output, 21
ua.hpp file, 288, 381–382
ua_next_xxx function, 372
uncollapsing node, 186
unconditional branching instructions, 

11–12, 171
unconditional jumps, in text view, 67
#undef directive, 255
Undefine command, 121–122
undo, absence of, 39, 53, 61
undocumented CPU instructions, 

112–113
Unicode strings, 70

search for, 101
union, 144n

creating, 143–144
within op_t, 374

universal unpacker, 530
unk_xxxxxx autogenerated names, 69
unpacking, automated, 528
unsigned shifts, 441
untar, 37
upgrading

copying idauser.cfg file when, 203
IDA Pro, 34

UPX, 426, 528
emulator to uncompress binary, 450
unpacking script for use with, 443

USE_DANGEROUS_FUNCTIONS 
macro, 285

user interaction
IDC functions for, 260
plug-in activation, 316

user interface, 39
notifications, 315
for plug-ins, 327–336
SDK functions for, 299–300

user xref charts, 181–183
user-assigned names, characters 

allowed in, 202
user-defined functions, 253
users, for IDA Sync project, 487
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users.py file (Ida Sync), 486
USE_STANDARD_FILE_FUNCTIONS 

macro, 285, 354

V
var_ prefix for variable names, 97
variables, 7

accessibility in IDC, 253
associating datatype with, 130
IDA name assignment, 97
in IDC scripts, 251–252
monitoring value during 

debugging, 511
offsets, 94

generation, 99
standard file input/output, 285

Veracode, 458–459
versions of API

for loader module, 348
for plug-in, 310

vertices in graph, 168
VGA font for X server, 191
View menu
�Graphs
�Flow Chart, 177
�Function Calls, 179
�User Xrefs Chart, 181
�Xrefs From, 180
�Xrefs To, 180

�Open Subviews, 58
�Cross-References, 174, 175
�Disassembly, 66
�Function Calls, 175
�Imports, 532
�Local Types, 150
�Pseudocode, 480
�Strings, 70
�Type Libraries, 155

virtual 
addresses, 82

disassembly window 
organized by, 84

finding useful, 473–475
names for, 68
in text view, 66

functions, 157–160, 173
machine, stack-based, 365
repeatable comment, for string 

variables, 110
VirtualAlloc function, emulated 

version, 451

virtualization, detection, 433–435
virtualization software, 197
Visual Basic 60, startup code from com-

piled program, 411
Visual C/C++ compiler, start routine for 

code, 410
Visual C++ Express, for building IDA 

modules, 320
Visual Studio 2005

for creating project, 320–322
plug-in configuration values, 322
program binaries from, 412

VMware 
Tools, 434

Windows registry entries for, 433
Workstations, 197

Voids function, 570
vtable pointer, 157, 159–160
vtables, 157–160

and determining inheritance 
relationships, 165

layout, 158
polymorphic object pointer to, 164

vulnerability advisory, 466
vulnerability analysis, 6–7, 457–477

after-the-fact with IDA, 465–469
discovery with IDA, 458–465
exploit-development process, 

469–475
finding useful virtual addresses, 

473–475
instruction sequences location, 

472–473
stack frame breakdown, 470–472

shellcode analysis, 475–477

W
.w32 file extension, 389
Wait function, 570
wanted_hotkey pointer, for plug-ins, 

312, 324
wanted_name pointer, for plug-ins, 

311, 324
Warning function, 260, 269, 299, 570
watch lists, 511
watches, in IDA debugger, 511
watermark, for IDA copy, 32
weak name, for named location, 107
welcome message, 44
wheel mouse, and graph zooming, 64
Whittaker, Andy, 339
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width, of form input field, 332
Win32 Application Wizard (Visual 

Studio), 321
win32_remote.exe, 547
WinDbg debugger, 11
windows. See data displays
Windows installer file, 36
Windows key file. See ida.key file
Windows menu
�Load Desktop, 58, 209
�Remove/Move, 188
�Reset Desktop, 58, 209
�Save Desktop, 58, 209

Windows Multiple Document Interface 
(MDI), 331n

Windows operating system
dumpbin utility, 23
IDA installation for, 36
library handle, 451n
Linux-style command shell for, 17
obfuscated malware and, 450
tool to de-obfuscate executables, 426

Windows PE file. See also Portable Exe-
cutable (PE) format

magic numbers to identify, 16
manually loading, 339–347

Windows PE loader, 46
Windows processors, .w32 file exten-

sion for, 389
Windows virtual machine, IDA 

within, 39
Wine, 39, 191, 197

running wingraph32 under, 192
wingraph32 application, 176
WinHelp files, 204
WinLicense, 426, 431
Wireshark, 435, 476
word, 100

changing in database, 239
Word function, 259, 570
word_xxxxxx autogenerated names, 69
wrapper code, 179
write breakpoints, 506
write cross-references, 172
write four capability, 469n
write traces, 508
writelong function, 262, 572
writeshort function, 262, 572
writestr function, 262, 572

X
X server, VGA font for, 191
X11

for Wine on OS X, 197
port of TVision libraries, 191
Preferences dialog, 194

x86 
assembly language, formats for, 8–9
binaries, generating pseudocode for 

functions, 480–481
compilers, 87

fastcall convention, 89–90
RET instruction, 86, 89

instruction set, stream disassemblers 
for, 28

processor module, loaders for, 395
x86emu plug-in (ida-x86emu), 336, 

444–445, 492
additional features, 453–454
and anti-debugging, 454–455
breakpoints, 446
control dialog, 445
emulator-assisted de-obfuscation, 

448–453
functions emulated by, 451
initializing, 445–446
operation, 446–448

.xinitrc file, 194
xmodmap utility, 194
xrefblk_t structure, 306–307
xref.hpp file, 288, 303
xrefs. See cross-references
Xrefs From graph, 181
Xrefs To graph, 180–181
XrefShow function, 570
XrefType function, 264, 265, 270, 570
xtol function, 261, 572

Y
Yason, Mark Vincent, 165
You may start to explore the input file right 

now progress message, 57

Z
Zbikowski, Mark, 16n
Zip files, for SDK, 280, 281
zipids.exe utility, 233
ZwQueryInformationProcess 

function, 535
Zynamics, 186, 467
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No source code? No problem. With IDA Pro, you live 

in a source code-optional world . IDA can automatically 

analyze the millions of opcodes that make up an execut­

able and present you with a disassembly. But at that 

point, your work is just beginning. With The IDA Pro Book, 
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